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Chapter 3
Empirical policy spaces
The spatial models of political competition we discuss in the previous chapter can be constructed
either at the level of pure theory, or in a form that allows them to address politics in the real
world. Many formal models are in effect self-contained and stylized “Platonic” systems of
assumed motivations, institutions and rules of interaction. Yet, at the same time, the authors of
these models typically name the concepts they use in ways that refer suggestively to the real
world. Thus modeled agents such as “voters” and “politicians” are given these sobriquets
precisely because the claim is being made, at least implicitly and often explicitly, that these
theoretical abstractions from reality do bear some meaningful resemblance to wet-life human
“voters” and “politicians” who can actually be observed and touched. This in turn is often taken
to imply, even if only rhetorically, that analytical implications of the theoretical model do have
something to do with reality. Indeed the authors of such models are only very rarely satisfied to
present us with a purely Platonic system adorned with “political” labels – however beautiful this
system might be. They are typically concerned to argue, often surprisingly informally, that their
model addresses some aspect of real political competition. This brings us back to Reichenbach’s
distinction, discussed in the Chapter 1, between mathematical and physical geometries – with the
latter an essentially empirical enterprise that involves measuring the real world (Reichenbach
1956). In the present context this means that the development of physical, as opposed to
mathematical, spatial models of political competition depends upon the creation of a set of
measuring rods that can be used to describe real world spatial locations. In this chapter, we
consider alternative types of measuring rod, and the extent to which different types of
measurement instrument may be suitable for different types of spatial models.

MEASUREMENT CHOICES AND TRADEOFFS

In the empirical measurement of policy spaces, as in any practical activity requiring the use of
tools, we select our instruments based on their fit to our objectives. Selecting tools typically
implies making tradeoffs. In this section we explore some of these tradeoffs, before discussing
specific tools for measuring empirical policy spaces.
In order to operationalize the models of political competition described in the previous
chapter, we need to estimate both the positions of political parties on various policy dimensions,
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and the relative importance of each dimension for each party. While party policy positions, as
well as the weights attached by particular parties to particular policy dimensions, are fixed at any
given point in time, they may change over time. Because these policy positions and weights are
fundamentally abstract concepts, they cannot be observed directly. However there are many
directly observable manifestations of these in the activities of parties, including political
statements and speeches, election manifestos, legislative speeches, and voting patterns.
Furthermore, citizens, elites, as well as experts, also gather “second-hand” information about
party policy positions using numerous sources, notably the various communications media,
though also via direct personal communication with others. Hence, while a party’s position on
some policy dimension may be fundamentally unobservable, a strong consensus may arise about
its location – which in this sense may be treated as “common knowledge”.
Nearly all observers of British politics, for example would probably agree that the Labour
party moved towards the center of the political space under Tony Blair’s leadership. Yet no
purely physical evidence of this shift, beyond the types of manifestation we have just mentioned,
will ever measure this shift directly. Thus, while we take the location of the British Labour
party’s policy position as something fixed and real – manifested as common knowledge – no
amount of archeological excavation, brain scanning, satellite imaging or anything else will allow
us to measure the party’s “real” location directly. Instead, we must be rely on either forming our
own judgments based on first-hand manifestations of party policy positions, or on somehow
accessing judgments of this formed by others. To do this scientifically, of course, we need a
systematic method, a well-specified and properly tested procedure.
Given the theoretical and substantive importance of measuring real-world policy spaces,
it should come as no surprise to find a considerable body of research devoted to precisely this
problem – and coming at it from a range of quite different perspectives. These perspectives can
be distinguished according to their answers to several key questions.

1. Is the relevant evidence about policy positions “second-hand” or “behavioral”?
Behavioral evidence includes phenomena directly observable by the analyst – such as
party statements, election manifestos, political speeches, and voting records. Secondhand evidence, on the other hand, typically consists of evaluations of evidence about
policy positions by third-party analysts of these observables. These analysts may be real
voters or politicians, whose views are collected in public opinion or elite surveys. Or they
may be “professional” observers of politics of some sort, whose views may be collected
using systematic methods such as expert surveys, or indeed in a more haphazard manner.
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2. What a priori assumptions are made, prior to measurement, about the nature of policy
space being measured? Two key questions arise here:

a. Do we assume the policy space to be high- or low-dimensional? We have already
noted that there is no such thing as the “true” underlying dimensionality of any
policy space. We can define issues for consideration at a very fine-grained level
and think in terms of am issue space of very high dimensionality. Or we can see
most of the important features of the political system under investigation as being
captured by agents’ positions on a single underlying dimension. The type of
space we want to measure depends upon the type of model we want to
operationalize. The decisions we make on this important matter drive all
subsequent measurement decisions, and thus the type of empirical data we
generate.

b. Do we have a priori knowledge of the substance of key policy dimensions
before we set out to measure agents’ positions on these? It may be that we
know, in advance of measurement, the key substantive policy dimensions
of the political decision-making space in which we are interested.
Alternatively, we may be engaging in empirical research precisely to find
out what these dimension are. In the first situation we can adopt an a
priori approach. Our task is to estimate agents’ unknown positions on
“known” dimensions that we explicitly specify when designing the
research. Essentially, this approach assumes we know more about key
substantive policy dimensions than we do about the positions of key
agents on these dimensions. In the second situation we do not want to
assume in advance that we know number and substantive meanings of key
policy dimensions, but instead want to treat these as open empirical
questions. This a posteriori and quintessentially inductive approach sets
its essential empirical task as finding the best-fitting empirical
representation of the policy space under investigation, using techniques of
dimensional analysis to infer latent policy dimensions and then
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interpreting the substantive meaning of these dimensions in terms of
relative locations of key political agents on these. The approach thus
assumes that we know more about the positions of key political actors,
relative to each other, than we know about the substantive meaning of key
policy dimensions. In a nutshell, the a priori approach assumes the
substantive meaning of the dimensions and investigates the relative
locations of agents, while the a posteriori approach assumes substantive
meaning in the relative locations of key agents and uses this information to
investigate the dimensional structure of the political space.

3. What are the statistical properties of the estimated policy positions generated?
Estimation is a problem treated most formally in the field of statistics, where
estimators have well-defined different properties that are used to evaluate
alternatives. However, estimators of party policy positions also have properties
that may be compared when evaluating alternatives. Precision is one such
property, which includes whether discrete or continuous scales, and/or whether 5-,
7-, 20-, or 200-point scales are used. Accuracy, of course, is another key criterion,
concerned with whether the measured position reflects a presumed “true” party
position. Reliability is another important property of any measure, and concerns
whether repeated measurements of the same party position would be likely to
yield similar results. Finally, estimators may be distinguished by whether they
come with accurate assessments of their associated uncertainty, providing some
measure of confidence in a particular point estimate of the quantity being
measured, in this case a party policy position.

This list articulates some of the fundamental scientific issues we confront when
evaluating toold we might use to measure empirical policy spaces and the location of
political actors within these spaces. These choices and tradeoffs are themes to which we
return many times during the rest of this chapter, in which we discuss various means of
measuring policy spaces and locations.
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SURVEYS OF CITIZENS AND POLITICIANS

On the face of things, perhaps the most obvious way to estimate the policy positions of either
citizens or politicians is to ask them directly. As far as citizens are concerned, there is certainly a
huge and rapidly expanding database of surveys dealing with the attitudes of citizens in different
countries at different times to many different matters. These data take several forms.
First respondents may be presented with particular “synthetic” policy scales and asked to
locate themselves on these, possibly also being asked to locate named politicians or organizations
on the same scale. Such synthetic scales include for example, a left-right scale or a scale that
contrasts protecting the environment with encouraging economic growth. The danger inherent in
this approach is that analytical scales that are meaningful to the researcher as ways of describing a
policy space may not be meaningful to survey respondents – who out of politeness nonetheless
answer the question rather than responding that the questions they have been asked are
meaningless.
Although these are not directly related to politics, the findings of cognitive scientists on
human perceptions of color are instructive in this context. Most models of the human color space
(with which any reader who has used a computer graphics package will be familiar whether they
realize this or not) are three-dimensional – describing the set of all humanly perceived colors in
terms of hue (typically using a color circle), saturation and brightness (Gärdenfors 2000). While
there are different models of the human color space, all are three dimensional and broadly
analogous. Extensive empirical research on color matching by humans has confirmed that such
models fit human perceptions of color very well indeed (Gärdenfors 2000). Yet even a highly
intelligent real human would be incapable of describing a color he or she is looking at using the
three analytical dimensions of hue, saturation and brightness. These dimensions are constructed
by analysts of human color perception. They do very systematically describe how ordinary
humans behave but they themselves are not perceived by ordinary humans. We might for the
same reason treat with circumspection survey data that are derived from asking respondents to
place themselves of on synthetic analytical policy scales – such scale may not actually mean
anything to the respondents, or may mean quite different things to different respondents. Indeed
there is strong evidence that this latter point is a significant problem. When Irish citizens were
asked in an Irish election study to locate parties on synthetic policy scales, for example,
respondents located parties in positions that were strongly influenced by their own views on the
issues at stake. In addition, survey respondents’ use of the scales bunched all parties toward the
midpoint and typically avoided placing parties in either extreme quartile (Benoit and Laver 2005).
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The way that psychological researchers draw maps of the “cognitive spaces” of real
humans is to collect data on human perceptions of similarity and difference. Such perceptions are
taken in some sense to be “natural” or “primitive”, in contrast to the synthetic dimensional
structure used by analysts to describe cognitive spaces. This synthetic dimensional structure is
then inferred by analysts from data on human perceptions of similarity and difference, using
techniques of multidimensional scaling. Very striking in this context is the fact that the analytical
technique used to infer the dimensional structure of human perceptions of similarity and distance
must inevitably make assumptions about the metric that best describes “distances” in this
conceptual space. Thus the choice of metric is not just the abstract theoretical matter we discussed
in Chapter 1, but a practical empirical concern – albeit one that is either ignored or not recognized
at all by many empirical analysts of politics.
Cognitive scientists, when engaging in the multidimensional scaling of such data,
typically see the choice as between a Euclidean and a City Block metric. As we saw in Chapter 1,
a considerable body of empirical psychological research suggests that the City Block metric fits
human behavior best used when the dimensions of difference are “separable” and the Euclidean
metric fits best used when they are “integral” (Attneave 1950; Shepard 1991; Gärdenfors 2000).
For example, an empirical finding about human color perception is that the hue of an object
cannot be assigned without also assigning its brightness, so these two dimensions of perception
are integral. In contrast the weight of an object can be assigned quite independently of its
temperature, so these two dimensions of perception are separable. It also seems likely that the
ability to perceive an increasing number of separable dimensions of similarity and difference is
an important part of human cognitive development during childhood (Gärdenfors 2000).
These distinctions should also be important when we think about measuring the positions
of real humans in political spaces. To do this involves scaling, which involves making
assumptions about metrics. When we estimate real political spaces by analyzing survey data, for
example, we can follow the cognitive scientists and take perceptions of similarity and distance as
psychological primitives, inferring from data on such perceptions the dimensional structure of the
underlying political space. Or we can attempt in some more direct way to estimate respondents’
positions on substantive analytical policy dimensions – taking these positions as primitive and
using an assumption about metrics to draw inferences about distances between points in the
underlying space. Data are available in election surveys that facilitate both approaches.
Thus some survey questions ask respondents “close” they feel to named and well-known
politicians. These can be taken as revealing primitive perceptions of political similarity and can
be subjected to multidimensional scaling using some assumption about the most appropriate
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distance metric. Opinion surveys typically also contain batteries of attitude questions. These in
effect locate the positions of respondents in a high-dimensional attitude space, taken to be
primitive, with one dimension for each question to which a response is given. This highdimensional attitude space can then be subjected to some form of dimensional analysis to
discover whether patterns in respondents’ positions on coherent sets of attitudinal dimensions can
be explained by a limited number of underlying “policy” dimensions. What is perhaps not fully
appreciated by some scholars using this approach is that assumptions about cognitive metrics are
inevitably embedded in such dimensional analyses.
For example, one scaling approach is to take battery of attitude questions on matters
considered on a priori grounds to be substantively related – attitudes on a series of “moral”
issues, for example, or on the economy – and to analyze the extent to which respondents’ answers
to each these questions can be combined into a single reliable additive (Likert) scale. Such a scale
might be used to measure the “conservatism” of respondents on moral issues, for example, or of
left-right positions on economic policy, and thereby to reduce positions in a high dimensional
attitude space to points on one synthetic analytical dimension. Note that the additive combination
of survey items into a single Likert scale, common when survey data are used to estimate the
scale positions of citizens, makes the implicit cognitive assumption about respondents that they
use the City Block metric when judging similarity and distance between agents in the attitude
space. Cognitive scientists would tell us that this is the right thing to do if we think the
component parts of the scale are separable – if we feel a person can state a position on stem cell
research, for example, without intrinsically needing to condition this position on their
simultaneous positions on capital punishment and/or gay marriage. An alternative approach
would to be to use a data reduction technique such as factor analysis to search for latent
dimensions, with which answers to batteries of attitude questions are correlated. Note that most
factor analysis is based on least squares algorithms that minimize Euclidean rather than City
Block distances between latent dimensions and the observed measures from which they are
constructed. Using factor analysis to derive respondents’ positions from a high dimensional
attitude space thus makes different cognitive assumptions about how agents perceive political
distance. Cognitive scientists would tell us that this is behaviorally more suitable for “integral”
sets of issue dimensions, for which positions on one dimension intrinsically depend on positions
on other dimensions – for example preferences on the relative proportion of public spending to be
devoted, respectively, to education, defense, health and welfare. Micro-economic theorists like
Milyo, however, would as we saw in the previous chapter disagree with this on pure theoretical
grounds (Milyo 2000). Indeed, estimating distinct policy positions on a set of policy dimensions
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that we have good a priori reasons to believe are non-separable raises complex methodological
issues that have not to our knowledge been addressed in the analysis of real public opinion survey
data. By default, such data are typically analyzed as if dimensions of the attitude space are
cognitively separable – suggesting the use of a City Block distance metric and the resulting
additive scaling when sets of survey items are combined to give estimated positions on a single
underlying dimension.
Overall, carefully designed and analyzed mass survey research remains the only
practicable way to derive estimates of the policy positions of members of mass electorates. Hence
“election studies”—mass surveys—carefully designed for explicit social and political research
purposes—form the main source of data on policy positions for spatial models that use the ideal
points of citizens as input – typically models found “above” the electoral system line in the “big”
model of party competition set out in Figure 2.1. For accurate and reliable measurements of
political actors such as politicians and parties, however, citizen surveys are beset by a number of
problems. Mass survey research is useful for telling us how citizens perceive parties, but
inherently problematic when used in estimating where these parties are actually positioned in
relation to different dimensions of policy.
Turning now to the need to make inferences about the positions of politicians and
political parties, the most obvious thing to do might seem to be to extend the logic of citizen
surveys to estimate citizen positions, and use “elite” surveys that ask politicians directly about
their own policy positions. This approach, however, is beset by problems when the goal is obtain
accurate and reliable estimates of party positions on policy. One key problem is the strong
incentives for politicians to characterize party policy positions—both their own and those of
others—in a non-sincere fashion.1 Politicians from more centrist parties, for instance, are more
likely to rate extreme parties as extreme, while politicians from extreme parties are more likely to
place such parties as being less extreme. In other contexts, centrist parties may have electoral
incentives to attempt to differentiate themselves from close policy neighbors even when their
actual differences are negligible. Indeed, many political parties tend to view representations of
their policy positions as something to be carefully controlled. For political reasons, some political
organizations explicitly forbid their members from participating in academic surveys. The British
Labour Party, for instance, has allegedly issued instructions to its MPs not to respond to political
questionnaires without explicit permission from the party leadership.
The other main problem with politician or elite surveys is purely practical, although just
as limiting. It is nearly impossible to get high levels of cooperation from the members of any
1

“Perish the thought!” do we hear someone say?
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significant legislature in the time-consuming completion of an academic survey. In a 2000 survey
of Members of the European Parliament (MEPs), for instance, less than one third of MEPs
responded. Moreover, this low participation rate occurred despite the high expertise and
reputation of the survey’s principal investigators, and despite the fact that, more so than most
legislatures by its nature and the backgrounds of its members, the European Parliament is
favorably predisposed towards academic research.2
To estimate the policy positions of politicians and parties, therefore, we need to turn to
alternative sources of data, of which there are essentially two in addition to expert surveys. These
involve the systematic analysis either of political text generated by politicians or of their
legislative voting behavior.

ANALYZING POLITICAL TEXT
If we want to estimate the policy positions of politicians, one of the main sources of information
at our disposal is political text. There are of course many different types of political text, but one
authoritative source of information about the stated electoral policy positions of political parties is
the official party manifesto. It might be argued that very few real voters read any party manifesto
at all, while almost no sane voter peruses all party manifestoes on offer and conducts an in-depth
comparative analysis of these, basing her voting decision on the results of this analysis.
Nonetheless the party manifesto is the official statement of party policy, to which the party can be
held accountable – by critics, journalists and expert observers of the political scene. In this sense,
positions outlined in the party manifesto can be taken as “official” party policy.
The longstanding Comparative Manifestos Project (CMP) has conducted a systematic
analysis of party manifestos over a long period of time, using trained human readers to code, into
a predefined 56-categogy coding scheme, every sentence of every manifesto investigated.
Coverage extends to almost every party manifesto issued at every democratic election since
World War 2. This has generated a time series of the electoral party policy positions that spans
the post-war era for most parties in most democratic states (Budge, Klingemann, Volkens et al.
2001). The comprehensive coverage of this dataset has made it a popular choice with researchers,
despite the fact that, theoretically, the CMP actual coding scheme very explicitly impounds a

2

See Scully and Farrell (2003). The MEP Survey 2000 was co-authored by Simon Hix and Roger Scully in
2000. Details are available from http://www.lse.ac.uk/depts/eprg.
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particular “saliency” theory of politics that is relatively far from the mainstream of recent spatial
modeling and despite the fact that, methodologically, each CMP text is coded once and once only
by a human coder, so that no policy position that is generated comes with any estimate
whatsoever of associated error.
The theoretical basis of the CMP dataset is set out very clearly in its book Mapping
Policy Preferences, hereafter MPP (Budge, Klingemann, Volkens et al. 2001). The authors of
MPP are unequivocal in arguing that the CMP data are fundamentally grounded in a “saliency
theory” of party competition. “Not only coding categories but also rules for assigning textual
units to them are shaped by theory . . .” (Budge et al 2001: 12). “[The] saliency theory of party
competition is the one the manifesto codes and estimates are based on” (Budge et al.: 76). For
researchers who want to know about the theory that so firmly structures the data they are using,
the authors of MMP could not be clearer about their assumptions. The first of these is “1. Party
strategists see electors as overwhelmingly favouring one course of action on most issues. Hence
all party programmes endorse the same position, with only minor exceptions” (Budge et al: 2001
82, emphasis added). This clear statement lies at the heart of the saliency theory of party
competition and therefore, according to the authors of MPP, at the heart of the CMP data that
derive from this. The CMP data are not at all, according to the CMP, about party positions on
particular policy dimensions; these party positions are all very explicitly assumed to be the same.
Rather, the CMP data are ostensibly about the party-specific saliency weights of different policy
dimensions.
The good news for those who have used CMP data to operationalize theoretical models,
assuming that these were about party policy positions as opposed to dimension weights, is that the
CMP did not use saliency theory when designing its own coding scheme for party manifestos. As
a result of debates within the research team when the coding scheme was originally devised
(Budge et al 2001: 82-83), about half of the CMP coding categories are explicitly positional and
do not derive directly from saliency theory. MPP openly admits that the inclusion of these
categories “undermined the pure saliency nature of our framework” (Budge et al 2001: 83)
Reading the actual definitions of the remaining CMP coding categories, it quickly becomes clear
that most of the remaining “saliency” coding categories are also explicitly positional rather than
saliency-driven. Most people, for example, would regard “centralization” and “decentralization”
as opposite ends of the same policy continuum despite the fact that they do not have “pro” and
“con” attached to their labels. The pattern is very striking and the reader is referred to Appendix
III of MPP. Take the first coding category, “anti-imperialism”, defined as “negative references to
exerting strong influence (political, military or commercial) over other states; negative references
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to controlling other states as if they were part of an Empire; favourable mentions of
decolonialization …” and so on (Budge et al 2001: 222). This is self-evidently not a saliency
category dealing with, for example, attitudes to imperialism (pro and con). The issue position
content in this definition could hardly be more explicit. This coding category is in fact one end of
a bipolar variable for which the designers of the coding scheme have simply predicted that the
other end is unlikely to be populated because imperialism is not very popular these days. The
result is that any hostile mention of, or regret about, decolonialization that might be observed in a
text does not contribute at all to the salience of the “imperialism” issue area, but must either be
left uncoded or coded into some other category. The prediction that the other side of the issue will
not be populated by party manifesto references can never be tested, furthermore, because the
coding scheme actively prevents information from being collected on it.
This pattern has been systematically demonstrated by two of MPP’s authors, albeit
writing in another context (McDonald and Mendes 2001). McDonald and Mendes analyze the
positional content of each of the MPP coding categories and conclude that “[i]t is not as if the
MRG coding is non-positional in policy terms … Fifty-four of the fifty-six categories involve
clear value statements.” (McDonald and Mendes, 2001: 91). One of the remaining two,
“nationalisation, is actually directional” (McDonald and Mendes, 2001: 92). There is thus
actually just one of the 56 coding categories in the CMP coding scheme, “economic goals”, that
does not, according to the logic of MPP, undermine the assumptions of “saliency theory”. In
short, and probably much to the relief of the many third-party analysts who have used the CMP
data to measure party positions, the CMP coding scheme is not in practice a “pure salience”
scheme, as claimed so explicitly in MPP’s theoretical discussions. It is a positional coding
scheme in which many of the potential positional categories have been censored in advance on
the basis of the empirical expectations of the scheme’s designers.
Human-coded content analysis is a painfully resource-intensive activity. Nowhere is this
more true than for the CMP project, which is reported by MPP to have covered 2,347 manifestos,
issued by 632 parties, in 52 countries (Budge et al 2001: 95). And the CMP has coded many more
manifestos since the publication of that report. Given the huge expense involved, the vast
majority of the manifestos that form the basis of the CMP dataset were coded once only by a
single human coder. A crucial consequence of this is that every single number in the CMP
dataset, as in almost all other datasets generated by human-coded content analysis, is presented as
a single point estimate with no estimate of associated error. But there is surely error in these, as in
all other, data. We get inklings of this in MPP’s discussion of Italian party positions. When the
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Italian manifestos were recoded by a different coder, the net result was different left-right policy
positions for the Italian Communist Party (Budge et al 2001 50 fn 2). The crucial implication of
having no estimate of associated error is that, when evaluating the difference between the
estimated positions of two parties (or the same party at two points in time), we have no way of
knowing, systematically, whether these positions are “the same” or “different”. The same two
positions might be judged to be the same if they had large standard errors, or different if their
standard errors were small. It is impossible, in the CMP data, to distinguish measurement error
from “real” underlying change in the policy positions under investigation.
Such problems, while almost inevitable given the huge cost of human coded content
analysis, may soon be overcome by computerized text analysis. For example, Laver, Benoit and
Garry recently proposed a language-blind computerized technique for political text analysis that
retrieves valid party positions on a priori policy dimensions and reports associated standard
errors (Laver, Benoit and Garry 2003). Essentially this technique estimates for one or more policy
dimensions the (unknown) positions of a set of “virgin” texts under investigation, stating these
positions in relation to the (known or assumed) positions of a particular set of “reference” texts.
The reference texts are chosen at least in part because their positions on the policy dimensions
under investigation are either known, or can uncontroversially be assumed. Patterns of relative
word frequencies are first analyzed for the reference texts, allowing the computation, for every
word in these texts, of a key conditional probability – the probability you are reading reference
text Ri, given you are reading word w. Knowing or assuming the position of each reference text on
each dimension under investigation, this conditional probability allows the computation of a
dimension score for each unique word in the set of reference texts. This score reflects the
expected position of a text on the dimension in question, given only that one is reading word w.
Having computed these word scores, relative word frequencies for all of the virgin texts, whose
policy positions are to be estimated, are then computed. This allows the computation of an
expected position of each virgin text on each dimension under investigation, with associated
standard errors, given the words it contains. The application of this technique was recently
extended from manifestos to speeches in the Italian legislature, retrieving estimated policy
positions for individual Italian legislators (Giannetti and Laver 2005). Sooner rather than later,
therefore, systematic research programs using computerized text analysis will provide alternative
sources of information about the policy positions of individual legislators and, crucially, because
they are statistically based will provide estimates of the error associated with each policy
position estimated.
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The word scoring technique for computational text analysis, despite its alluring potential
to analyze immense volumes of text written in languages not understood by the researcher, is not
however a magic bullet for those who are in the business of estimating policy positions. In the
first place it requires good reference texts and valid estimates of the policy positions of these texts
on the dimensional under investigation. These are not always available. It the second place
computer word scoring runs into significant problems when it comes to generating long time
series of the policy positions of particular texts authors. Essentially this is because words change
their political associations over time, which makes it difficult for us to know, if we estimate the
positions of the same author of different texts, issued at different time points, whether any
movement we observe can be attributed to a changing meaning of the words, or to a changing
underlying policy position of the author.
This is not a problem that applies only to computer word scoring and is actually a
particularly explicit manifestation of a rather deep problem in estimating any time series of policy
positions. This has to do with whether any change we observe results from a change in the
underlying policy positions under investigation or a change in the calibration of our measuring
instrument. Thus, when we measure the height or the weight of human beings, we have no reason
to suppose that our measuring instruments are themselves changing over time. We can therefore
infer, when our measurements of height and weight change over time, that the height or weight of
the subject has in fact changed.
We can for obvious reasons be much less confident in assuming that the calibration of
any scale for measuring important features of the political system remains fixed over time. Thus
the CMP has devised a very widely-used left-right scale for measuring party policy positions.
This scale was devised in the early 1980s, from an inductive analysis of party manifesto content
between about 1945 and 1985; the average manifesto used in this inductive analysis was thus
written about 1965. The CMP’s left-right scale’s substantive content has remained fixed since it
was devised. This scale, for example, did not include party manifesto positions on the
environment as part of the left right-scale. As we shall see later in this book, there is very strong
evidence that party positions on the environment are indeed now part of our contemporary
understanding of left and right in politics. The meaning of left and right has almost certainly
changed over time to encompass attitudes on the environment. If a party in the CMP dataset starts
talking more about the environment and less about other content categories in the CMP left-right
scale, then it will appear to be becoming more centrist – measuring this using the CMP left-right
scale. But we might well feel that this party is not “really” becoming more centrist at all – but
rather that the scale we are using is getting progressively more “out of date”.
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We appear to be stuck between a rock and a hard place. If we do not change the
definition of some policy scale in which we are interested, then it remains frozen at a particular
time point and becomes progressively less valid. If we do change the content to reflect the
changing political reality the scale is intended to measure, then how do we compare scale
positions before and after the scale’s definition has been changed? In short, how DO we measure
a valid time series using some scale whose meaning we have good reason to suspect is changing
over time? We are aware of no definitive solution to this problem on offer in the professional
political science literature, although a directly analogous problem confronts economists when
defining the bundle of good they use to measure “inflation”, for example. But this problem is
nonetheless something to be kept firmly in mind by analysts who intend to lay theoretical or
empirical emphasis on observed movements over time, measured on some synthetic political
scale.

The analysis of legislative voting behavior
As far as the US Congress is concerned, the primary source of information on the policy positions
of legislators has, as a matter of research practice, become the systematic analysis of roll call
voting data, with a remarkable recent coordination among scholars on using the NOMINATE
technique (Poole and Rosenthal 1997). This very explicitly assumes a spatial model of party
competition in which differences between the policy positions of legislators can be represented as
Euclidean distances. Conditional on these assumptions, the spatial policy positions of legislators
are retrieved by analyzing roll call voting records, assuming that two legislators with more similar
voting records can be seen as being closer to each other than are two legislators with more
different voting records. The NOMINATE technique is a form of multidimensional scaling, and
using this with a Euclidean metric comes close to the approach of cognitive scientists who feel
that the underlying dimensions being analyzed are not separable. Given this setup, Poole and
Rosenthal (1997: 22) give themselves the job of retrieving “the locations of 11,000 legislators and
70,000 roll calls from the 11,000,000 recorded individual decisions of Congresses stretching from
1789 to 1985”. This is no mean feat, and the promise of generating extended time series of the
estimated policy positions of every individual US legislator, given the partially overlapping
memberships of consecutive legislatures, has made the Poole and Rosenthal approach extremely
attractive to many other legislative scholars. What is particularly striking in an environment in
which levels of party discipline, as we have seen, are relatively low, is that this approach allows
us to plot what is happening inside legislative parties, and thereby to investigate the structure of
intra-party coalitions and factions. Indeed this is actually the main thing that the NOMINATE
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technique does allow us to plot – so it is an appropriate data source of the positions of members
of the US Congress in models that assume endogenous party discipline. If there are two opposing
parties with rigid discipline in the sense that all Party X legislators always vote in the same way
as each other and in the opposite way to all legislators from Party Y, then NOMINATE will
simply tell us the two parties and their legislators are different, which we already know, and will
add no metric information to this.
This highlights the fundamental problem that arises if we want to export techniques of
Congressional roll-call analysis to political systems in which there are very high levels of
legislative party discipline. In a multiparty system where party discipline is close to 100 percent,
roll-call analysis might conceivably allow us to retrieve the positions of parties, rather than
individual legislators – since legislators would be revealing their party membership in their
voting record, rather than their ideal policy positions. However, since multi-party systems also
beget coalition cabinets, and since members of such cabinets are bound together by constitutional
rules of collective cabinet responsibility, it is likely that all parties in the executive coalitions will
vote in the same way, despite having different policy positions. It is also possible that all
members of a diverse opposition to the government will vote in the same way, and against the
government. High levels of party discipline combine with the parliamentary government system,
therefore, to undermine quite fundamentally the potential of roll-call analysis to give us useful
information about the policy positions of either individual legislators or, indeed, of legislative
parties.
The converse situation also presents a problem associated with measuring party positions
on policy from roll-call voting analysis. When party discipline is low and voting sincere,
estimates of legislator positions from the same party will vary significantly, often in both of the
dimensions typically produced by NOMINATE. For investigating many questions about the
behavior of individual legislators, such results may yield valuable insights into intra-party
politics. One setting to which NOMINATE has been successfully exported, for example, is the
European Parliament, where the absence of an executive sustained in office by the legislature, and
consequently looser discipline among European party groups, combine to allow roll-call analysis
to yield fruitful insights into party group cohesion and discipline (Hix 2001; Hix, Noury and
Roland Forthcoming). For producing point estimates of the policy positions of political parties,
however, variance in NOMINATE scores raises the question of where the party’s official position
lies, within the cloud of points described by the positions of its individual legislative members.
Substantively, it may not be warranted in all cases to assume that a party’s position is simply the
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mean of its legislator’s estimated ideal points. Methodologically, the assumption of party-asmean also makes strong assumptions about underlying Euclidean distances, and also ignores the
inherently spherical nature of NOMINATE estimates.
As with any empirical method of measuring positions in policy spaces, of course, the
analysis of roll-call votes also confronts practical limitations regarding data availability. The great
advantage of roll-call votes is that their availability requires no action or consent of the actors
generating observable data. Their great disadvantage, however, is that roll-call votes are
unavailable or only selectively available in many contexts. In some countries—for instance
Ireland and Hungary—no roll-call votes are taken or recorded, making it simply impossible to in
these contexts to obtain estimates of the positions of either legislators or parties using this
method. In other contexts where roll-call votes are available, they are frequently highly selective,
called strategically, perhaps in order to verify discipline among a party’s own members, or to
expose a lack of discipline among a rival party’s members. In the much analyzed European
Parliament, for instance, any vote can be made into a roll-call vote by request of a party group or
32 MEPs (from a current total of 732), and there is evidence that roll call votes tend to be called
on some issues more than others (Carruba et. al. 2004). Consequently, roll call votes tend to be
called selectively and strategically, as well as only for only certain issues, especially in the
European Parliament (Kreppel 2002) p129). In addition to the selection bias this produces, the
policy scales which roll-call vote analysis yields must be interpreted a posteriori, and these
interpretations are by no means self-evident (see McElroy and Benoit forthcoming; Hix et al
2005).

Expert surveys
What we have just described might appear to be a considerable armory of techniques for
estimating the policy positions, of both large numbers of voters and smaller numbers of “elite”
politicians or political parties. So why do we need expert surveys? In this last section we address
this question, discussing epistemological and practical advantages of the expert survey method.
Expert survey methodology has been used in such diverse fields as cognitive psychology,
decision analysis, statistics, sociology, cultural anthropology, and knowledge acquisition. It
entails the use of specific procedures to identify experts, define the problem, before eliciting and
characterizing the experts’ collective judgment (Meyer, Butterfield, Murray et al. 2002). Expert
judgment data is typically used as a means of providing information when other sources, such as
direct measurements, observations, or experiments are unavailable. In these situations, expert
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judgment may be useful to (a) to provide estimates of complex or difficult to observe phenomena,
(b) to forecast future events, and (c) to integrate or interpret existing data (Meyer and Booker
2001), 4). Substantive problems to which expert judgment has been applied include:
•

assessing the social and economic impact of the spread of HIV/AIDS (CINSSA Ltda
1997);

•

studies of climate change;

•

economic forecasts;

•

risk assessment (e.g. (van Dorp, Merrick, Harrald et al. 2001); and

•

estimating empirical policy spaces in political science (Castles and Mair 1984; Laver and
Hunt 1992; Huber and Inglehart 1995; McElroy and Benoit, forthcoming; Marks and
Steenbergen 2004).

Moving beyond these types of application, expert judgment is frequently used to estimate
qualities and quantities that are unobservable directly. Nearly everyone will be familiar with the
scoring of gymnastic, skating, and diving events in the Olympic Games, for example, where
performance quality is estimated by panels of expert judges applying pre-defined criteria. In
academia, expert surveys (peer review) form the basis for evaluating many important decisions,
ultimately determining whether grant proposals are funded and whether individuals are granted
tenure or promotion. Indeed, the anonymous peer review process by which journal editors solicit
opinions on the publishability, or otherwise, of almost any academic paper, is in itself a form of
expert survey.
Turning to the more specific task at hand, using expert surveys to measure empirical
policy spaces involves the a priori identification of salient dimensions of policy competition and
the location of political parties on these dimensions, based on systematically collected judgments
of political experts. To locate a party’s economic policy position, for instance, an expert survey
might present a ten or twenty-point scale anchored by two short characterizations of an extreme
left position on one end, and an extreme right position on another, and ask respondents to locate
each party at a position on the scale. The expert scorings of each party on the economic left-right
economic policy dimension are then summarized statistically in order to measure the party
positions, as well as the degree of certainty and consensus over these positions. In this particular
context, “experts” are defined as people with expertise in party politics in their own national
contexts, having considerable knowledge about the policies positions of those parties. Deciding
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which experts to select for such surveys is extremely important, of course, and we return to this
matter in the next chapter. When chosen properly, however, experts who are knowledgeable in a
field are much more capable of rendering accurate information than those who are less
knowledgeable, and have also been shown to be less prone to overestimate the confidence of their
answers (Lichtenstein and Fischhoff 1977). In addition, research results show that experts are less
subject to biases than non-experts; not only do they possess superior knowledge, but they also
ignore factors such as ordering effects and other irrelevant factors (Haan, Dijkstra and Dijkstra
2003). For these reasons, when using “second-hand” sources of data as opposed to direct
behavioral manifestations of the underlying constructs to be measured, expert surveys are viewed
as superior to the alternative of asking mass publics to identify parties’ locations in policy spaces.
Expert surveys are fundamentally grounded in the a priori approach to measuring
empirical policy spaces, since they almost invariably proceed by presenting predefined scales and
asking respondents to use their best judgments to locate specified political actors on these scales.
The underlying assumption is that the key substantive policy dimensions in the a particular
context can be identified in advance of the location of party groups, based on substantive expert
understanding of potentially salient policy issues. The unknowns which experts are then asked to
estimate are the locations of each party group on these a priori dimensions. The estimates of
party group positions are then taken to be the statistically aggregated judgment of the experts, on
each pre-defined dimension. Unlike factor analytic scorings, constructed scales, or locations in a
purely inductive space from multi-dimensional scaling analyses, expert survey summaries
eliminate the need for subjective and often ad hoc a posteriori interpretation of results in terms of
substantive policy scales.
Expert surveys provide measures that are explicitly second-hand in their approach to
observation, rather than attempting to measure policy positions based on observable first-hand
evidence. Especially in fluid political situations, this may indeed be one of the most attractive
properties of expert surveys. Any inductive technique ultimately relies on expert judgment to
judge the validity of a posteriori interpretations of results but, in fluid or new political contexts,
this judgment may be hard to form, or may overwhelm the evidence, especially if first-hand
evidence is scant. In a very real sense with all a posteriori interpretation, the analyst sets up himor herself as an expert panel of one. Expert surveys, on the other hand, collect the best knowledge
and wisdom of a population of experts, based on their evaluation of all the evidence at their
disposal, and summarizes their consensus in a set of tractable estimates. Indeed, when trying to
resolve which method of estimating party positions is “best” in a given context, we typically fall
back on the expertise and wisdom of political experts. By extension, then, we see systematic
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collection of judgments of political experts on party locations as the best way systematically to
harvest this wisdom, which takes into account all relevant information about a party group’s
position, including voting behavior, political speeches, debates, expressed opinions of party
leaders, and so on. Studies of different forecasting techniques, for instance, have demonstrated
that surveys of expert opinion, in addition to being efficient and economic, do very well in terms
of accuracy because they reflect the most up-to-date core assumptions (Ascher 1978), 203). Even
though experts will vary in their judgments, we can combine and summarize these judgments as a
substantive indication of a party’s likely set of policy locations. In short, our best estimate of
party positions on policy resides in the collective wisdom of experts, available through
systematically collected and summarized expert judgments.
Some measure of the ultimate authority of expert judgments may be seen in their use to
cross-validate the other means of measuring empirical policy spaces reviewed in this chapter.
Once we have used some measurement instrument, such as the coding of text or the scaling of roll
call voting behavior, to estimate the policy positions of political actors, it is of course vital to
assess the validity of our estimates. At its simplest, validity in this context has to do with the
correspondence between our measurements, for example, of some party policy position and the
actual “real” policy position held by the party. Because parties’ “real” policy positions are
intangible and ultimately unknowable, however, we must proceed more indirectly. The two most
commonly used approaches we find in published work in this field are to assess the “face
validity” of the resulting estimates, and to compare new estimates with authoritatively published
and cited alternatives.
A conclusion that a set of estimated policy positions does indeed have face validity
essentially relies upon an informal judgment that these estimates have certain familiar and
expected properties – for example that the positions of prominent actors are more or less in their
“correct” places. But who is to say what is, and what is not, “correct”? Such judgments of face
validity must inevitably be grounded, explicitly or implicitly, in the accumulated wisdom of
country specialists. Thus, if we were to challenge a judgment that a particular set of estimates has
face validity, we would almost certainly be referred to published work by a relevant country
specialist. A clear example of this approach can be found in more recent publications by the
Comparative Manifestos Project, in particular their book Mapping Policy Preferences (Budge,
Klingemann, Volkens et al. 2001). In this, the face validity of the CMP’s left–right ideological
scale is investigated by assessing the substantive plausibility of its measured movements of party
left–right positions in a series of country-by-country discussions. The ultimate arbiters of this
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“plausibility” are in practice selected specialists in the politics of each country, whose published
work is cited in MPP’s footnotes as validating the CMP estimates.
A conclusion that an estimated set of policy positions has been cross-validated against an
independent published alternative is, of course, only convincing if this independent source is
itself widely accepted as valid – as some sort of benchmark against which to measure alternatives.
And who are the arbiters of a valid benchmark in this case? Once more, either explicitly or
implicitly, we are likely to be referred to the judgments of selected country specialists. When two
sets of published estimates differ in substantively significant ways, then how do we resolve the
situation? We can either engage in a methodological investigation of the potential sources of this
difference, or we can appeal to some independent third-party arbiter of substantive validity. Once
more, we will be led to rely on the substantive knowledge of country specialists.
All of this is rather obvious, but the implications are rather deeper than many have
appreciated. We have no access to “real” policy positions against which to validate any particular
estimate of these. We therefore rely, in assessing the validity of such estimates, on some
professionally established benchmark. The validity of the benchmark ultimately derives from
substantive judgments by specialists in the politics of the political system under investigation.
The obvious problem when doing this is that, since country specialists are never in complete
agreement on any matter, and since their discursive writing is always subject to a posteriori
interpretation by the reader, there is a danger that the work of country specialists will be used at
best haphazardly and at worst rhetorically when resolving any issue about the content validity of
particular empirical estimates. What expert surveys of a population of country specialists do, on
the other hand, is to summarize their accumulated wisdom in a systematic way, seeking an
unbiased estimate of their judgments on particular matters that are specified a priori. As such,
expert surveys may well be the most systematic source of reference on questions that might arise
about the validity of estimates derived using other methods.
Beyond the methodological advantages of expert surveys, there is also an enormously
compelling practical reason for their use: Expert surveys may be deployed quickly and
inexpensively, to derive systematic estimates of policy positions, on a similar basis, across a wide
range of countries. Given their relative ease of setup, it is a fairly simple matter to survey experts
at any given time point, without the fixed costs of a huge data-gathering project, detailed
document coding, time-consuming interviews, or costly opinion surveys. This is a far less “noble”
justification than the scientific need for systematic benchmark estimates, but it is no less
persuasive. Using the expert survey method, we were able in a relatively short period of time to
estimate the positions of all significant political parties in 47 countries, on a common set of policy
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dimensions, as well as on a series of country specific dimensions. This is a task that would have
been extraordinarily resource intensive and time consuming for any of the other techniques we
have been discussing. There is also a considerable demand from cross-national researchers for
multidimensional estimates of party positions on a standard set of policy dimensions, a demand
attested to by the wide range of usage and citation of this current book’s precursor, Policy and
Party Competition (Laver and Hunt 1992). In many settings, therefore, expert surveys may
simply be the most efficient way to generate reliable dataset and, for the reasons we have
discussed in the previous paragraphs, it is certainly arguable that they also provide the most
scientific benchmark against which to assess the content validity of other estimates of the policy
positions of key political actors.

CONCLUSION: ADVANTAGES OF THE EXPERT SURVEY METHOD

To summarize the preceding discussions, several cogent justifications follow for the use of expert
surveys when compared to other methods. To begin at a practical level, one huge advantage of
expert surveys is an attractive combination of economy and access. Not only do expert surveys
typically require little time and expense to conduct, but they also enable researchers to explore
policy spaces in almost any context, regardless of the availability of more problematic first-hand
data. Expert surveys may thus be used as a research tool to explore empirical policy spaces
independently of the systematic practical availability of behavioral data such as speeches,
elections, party manifestos, or roll call votes. Put very crudely but nonetheless realistically, data
for many of the countries covered in the expert surveys reported in this book would probably
have been unavailable using any other means. This is no small advantage.
Another compelling advantage of expert surveys arises from their very explicit use of the
a priori approach to estimating key political parameters. First, informal surveys of expert
judgment may be used to identify key policy dimensions in each country, ensuring that
substantive expertise guides the selection of the precise scales to be applied in each context.
Following on this, the use of pre-defined scales provides complete flexibility for designers of
expert surveys to treat policy spaces as high-dimensional or low-dimensional, depending on
expert knowledge in context. Other more explicitly behavioral methods, such as the analysis of
legislative roll call votes, do not offer such choices. Finally, the use of pre-defined scales
eliminates any ambiguity or guesswork from interpreting final results, minimizing ad hoc
interpretation of results by the researcher and the consequent (quite possibly unconscious)
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temptation to read substantive meaning into the tea leaves that appear to form patterns when in
fact there are none.
Another advantage relates to the statistical character of expert sampling, namely the
property that gathering more information increases our certainty in the accuracy of our estimates
(something we explore in detail in the next chapter). Researchers using expert surveys have
control over their sample sizes, furthermore, and it is fairly economical to add more experts to a
survey as informational requirements dictate. Moreover, it is possible, using well-understood
statistical rules, to quantify the uncertainty associated with any estimates of policy location that
expert survey scores produce.
A final, deeper justification for using expert surveys lies in the ability of expert
consensus, summarizing the state of the art of knowledge and expertise, to provide the ultimate
means of estimating intangible and ultimately unobservable empirical policy spaces. Political
scientists may with some justification consider what they do to be science, but we nonetheless
lack the physical measurement benchmarks of many of the empirical natural sciences. In politics,
there is no equivalent of the atomic clock against which to calibrate alternative measurements of
time, and no universally accepted measuring stick against which to calibrate alternative
measurements of distance. When discussing alternative approaches to measuring the key
parameters of political spaces, we often make reference to the need to appeal to the “accumulated
wisdom of country specialists”, whether used implicitly or explicitly, when assessing the
substantive content validity of particular empirical measurements. The obvious problem when
doing this is that, since country specialists are never in complete agreement on any matter, and
since their discursive writing is always subject to a posteriori interpretation by the reader, there is
a danger that the work of country specialists will be used at best haphazardly and at worst
selectively when resolving any issue about the content validity of particular empirical estimates.
What expert surveys of a population of country specialists do, on the other hand, is to summarize
their accumulated wisdom in a systematic way, seeking an unbiased estimate of their judgments
on particular matters that are specified a priori. As such, they may well be the most systematic
source of reference on questions that might arise about the validity of estimates derived using
other methods. Instead of referring to a haphazard selection of country specialists when assessing
the “face validity” of some estimate, our best estimate of the collective wisdom of the population
of country specialists is available in more systematically collected and summarized expert survey
results.

Table 3.1. Comparison of Measurement Approaches of Party Policy Positions

Expert surveys

Mass surveys

Politician surveys

Roll Call Votes

Manifesto
analysis CMP

Manifesto
analysis Wordscores

Second-hand

Second-hand

Second-hand

Behavioral

Behavioral

Behavioral

Flexible
A priori
Direct
Complete

Flexible
A priori
Indirect
Selective –
depends on
response rate

High
A priori
Direct
Complete

Low

Low
A posteriori
Indirect
Selective or
incomplete – depends
on application and
existence of RCVs
Low

Typically Low
A posteriori
Direct
Complete

Low

Flexible
A priori
Indirect
Partial – depends
on response
frequency per
party
High

High

Low

High

High

Low

Medium

High

High

High
Known
This book;
Laver and Hunt
(1992);
Castles and Mair
(1984);
Huber and Inglehart
(1995);
Marks and
Steenbergen (2004)

Low
Known
Thomassen and
Schmidt (1997);
Van der Eijk

Low
Known
Scully and Farrell
(2003)

High
Knowable
Poole and Rosenthal
(1997);
Clinton, Jackman and
Rivers (2004);
Hix (2001)
Hix, Noury and
Roland (2005)

Medium
Unknown
Budge et. al.
(2001);
McDonald and
Mendes
(2001)

High
Known
Laver, Garry
and Benoit
(2003);
Benoit and
Laver (2003)

Characteristic
Evidential basis
Dimensionality level
Scale epistemology
Estimand-observation link
Observability of data

Researcher resource
commitment
“Sincerity” of observed
behavior
Reliability
Estimation uncertainty
Examples
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Chapter 4
Measuring Policy Positions
In the Part I of this book, we explored theoretical issues generated by describing political competition
in terms of “policy spaces” and surveyed different means of mapping these spaces into the world of
real political actors. Set in this context, the primary purpose of this book is to provide a
comprehensive, accurate and reliable database of the policy positions of political parties. The previous
chapter outlined a range of general issues relating to the measurement of empirical policy spaces and
described the advantages of the expert survey method. In this chapter, we describe our own use of
expert surveys to estimate both the locations of political parties on key dimensions of policy, and the
relative importance of each dimension for each party.
DESIGNING THE EXPERT SURVEY
Our approach to measuring empirical policy spaces was to conduct a set of systematic surveys, one
survey for each political system under investigation, of specialists on the politics of the country
concerned. The objective was to collect the information required to locate all politically relevant
political parties on a wide range of policy dimensions associated with party competition, in as many
countries as possible with a tradition of free elections and competitive party systems. The surveys
were conducted from 2002-2003, covered 47 countries, resulted in 1491 valid expert responses,
locating 387 different political parties on scales relating to a total of 37 unique policy dimensions.
This section describes key operational decisions determining the design of our surveys. In Appendix
A, we discuss more detailed aspects of our survey methodology and describe diagnostic tests we
performed o the dataset we generated.
Choosing countries
As with its predecessor (Laver and Hunt 1992), our study was designed to cover as many countries as
possible in which competitive elections are held. We were able to include 47 democracies from four
continents, far more comprehensive coverage than any other survey of its type. Our survey did not
include countries from Latin America, Africa, or Asia (outside of Japan). The decision to exclude
these regions was mainly a practical consequence of limited resources. Given the reality that it would
not be feasible to include all of the world’s democracies in our survey—some 121 of the world’s 192
governments in 2003, according to the Freedom House survey (Freedom House (U.S) 2003)—we
made the decision to cover one region, Europe, as thoroughly as possible. Our primary focus was thus
on European democracies, covering every country from the Iceland to Russia, plus Turkey and Israel.

Benoit and Laver/ Ch 4 Measuring policy positions / 94

Five countries outside of Europe, broadly defined, were also surveyed: the long-standing Englishspeaking democracies of United States, Canada, Australia and New Zealand, as well as Japan. While
almost all of the political systems we surveyed were independent states, there were some exceptions.
In the United Kingdom, for instance, we surveyed Northern Ireland and Britain separately. The
Serbian region of Serbia and Montenegro was also surveyed separately from its federation.
Because of the decision to cover all, and not just the major, countries of Europe, our survey
mapped policy spaces that have never previously been explored. Our placements of parties in
countries such Albania and the former republics of Yugoslavia, for example—especially Macedonia
and Moldova—provide data on countries usually excluded from cross-national data-gathering
exercises. Table A1 in Appendix A provides the full listing of the countries we surveyed.
Identifying experts
The first step in each survey was to identify the population of experts whose judgments we wished to
aggregate. Since the quality of expert survey data is directly influenced by the quality of the expert
panel, this selection must be performed very carefully. The typical expert in our survey was an
academic specializing in political parties and electoral politics of his or her country. These people
were generally familiar with surveys and most would previously have participated, conducted or
employed the results from, surveys of some form or other dealing with politics in their areas of
expertise. Our method for identifying experts was the following. First, we contacted the national
political science association of the country, if such an organization existed, with a request for their
membership lists.1 When no political science association existed, as was the case in many countries,
especially formerly post-communist states, we used a “snowball” strategy where we started with a
very short list of well-known experts from the country, and asked each to name as many additional
experts as possible. We then contacted each of those experts, and asking them to name in turn as
many additional experts as possible. In addition, we scoured the lists from universities and non-profit
organizations in search of additional experts. The vast majority of our experts were drawn from
academia or research institutes and, with extremely few exceptions, excluded both journalists and
political actors.
Identifying political parties
The parties we asked experts to locate included all that were politically relevant, a definition that
included parties meeting any one of three criteria. First, we automatically included every existing2

1

When such list included very large numbers of members, such as that of the American Political Science
Association, we selected members according to their self-declared areas of expertise—specialists in American
politics from the U.S. survey, for instance.
2
The qualification “existing” is required since some parties who may have won seats or votes at the most recent
election had changed or ceased to exist by the time of our survey.
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national political party that won seats in the national legislature at the country’s most recent election.
Second, we included every existing national party that had won at least one percent of the vote
nationally at the country’s most recent election. Finally, we included any other parties that local
experts informed us were politically relevant despite not meeting the other two criteria.3 Most of the
parties included using the third criterion were found in post-communist contests where party systems
were not fully consolidated or were undergoing rapid change. In such cases we relied on the advice of
local experts to guide in the definition of political relevance.
The decision to represent all politically relevant parties generated a long list of parties in some
countries, requiring experts to locate up to a dozen parties or more. For instance, experts were asked
to locate the policy positions of 13 parties in Slovakia, Italy, and Bosnia, 12 in Israel and Poland, and
11 parties in six other countries. The list of parties in a few countries was quite small – two in the
United States and three in Cyprus – but the typical number was much higher. The median number of
parties, over the 47 party systems we covered, was eight. We included as many parties as we feasibly
could because even small parties can be crucial for the analysis of political competition. Iit is quite
common for parties winning tiny seat shares to play important roles in forming governments, and/or
other key roles in important aspects of party competition. Parties’ electoral fortunes also fluctuate,
sometimes quite wildly, between elections; excluding smaller parties based on vote or seat share at
one point in time could lead us to exclude parties playing significant roles in party competition over a
longer period. Our answer, therefore, was to err on the side of caution and include as many parties as
might conceivably be relevant.4
Identifying policy dimensions
Survey instruments of any sort require careful design, and expert surveys are no exception. The
questions of interest must be clearly identified and item wordings must be carefully chosen to elicit
valid responses on these questions. The a priori nature of our expert survey method for measuring
policy positions means that the questions of interest concern the policy dimensions on which parties
are to be located. Selecting these dimensions and defining them carefully are thus key aspects of our
research design, which reflects several importance choices.
First, we made the decision to measure party policy positions in high-dimensional spaces. The
main aim in our study was to measure party positions on policy on as many separate dimensions as
3

On the advice of German experts, for instance, we included five parties in Germany that did not meet the first
two criteria, including the far-right National Democratic Party that had strong showings in Saxony and several
other Lander.
4
In a few cases, this strategy meant that we asked experts to place parties that were on the verge of extinction.
In our survey of Canada in late 2003 and early 2004, for instance, experts located both the Canadian Alliance
and the Progressive Conservative parties, despite the decision of these two parties in December 2003 to disband
and integrate into a new party called the Conservative Party of Canada (not included in our survey). Likewise in
France, our 2002 survey included the Union pour la democratie Francaise (UDF), despite the contemporaneous
dissolution of this party and its reformation into the UEM.
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our local experts deemed politically relevant for any given country. The downside of this decision was
to increase the length and complexity of our survey instrument, potentially affecting reliability. (We
report checks for this potential effect in Appendix A and the results imply that the effect was present
but very small.) The upside was to obtain separate locations for political parties on wide range of
policy dimensions whose substantive meanings were deemed separable. This approach sharply
distinguishes our study from other expert surveys of party policy, since these typically bundle policy
positions into lower dimensional spaces. Castles and Mair for instance, asked experts to locate parties
on a single left-right scale (Castles and Mair 1984). This approach was also followed by Inglehart and
Huber (1995), although they also allowed respondents to include one other dimension of the
respondent’s own choice. Marks et al. on the other hand, asked experts to locate parties on two
dimensions, one dealing with socio-economic left-right positions and the other with a contrast
between “traditional/authoritarian/nationalist” and “green/alternative/liberal” values (Marks et al.
Forthcoming). All of these studies measure policy positions in spaces determined ex ante to be lowdimensional. Our approach, in stark contrast, was to estimate party policy positions on the most
elemental dimensions that local experts deemed validly measurable; no valid configuration of policy
positions is excluded because the underlying dimensions were bundled together by design. This is of
curse a quite distinct matter from the empirical observation in some particular setting that some policy
dimensions may tend in practice to be bundled together in practice, in the sense that party positions on
these dimensions are highly correlated.
A second important feature of our expert survey is that it deployed a core set of policy
dimensions in every country surveyed. The great advantage of this is to collect observations using
directly comparable policy scales for all the countries studied. This enables the possibility of crossnational comparisons, something that within-country inductive methods such as roll-call vote analysis
or factor analysis do not allow. The potential disadvantage of this approach is that, in the attempt to
devise policy dimensions that can be applied to all party contents, we risk ending up with a set of
scales so generic that they do not apply meaningfully to any particular national context. The policy
dimension contrasting moral liberalism and conservatism, for example, referred to party positions “on
matters such as abortion, homosexuality, and euthanasia.” In pre-testing of the set of dimensions to be
deployed in each country, many experts told us this question only partially applies to “their” country.
The issue of abortion, for instance, was virtually absent from the political discourse of parties in
Hungary and some other countries, although homosexuality (issues such as gay marriage) was
occasionally discussed. Similarly, gay rights might no longer be a live political issue in some
Scandinavian countries or the Netherlands.5 In some countries, such as the United States, all three
5

In Belgium, abortion continues to feature in policy discourse, although euthanasia does not. Belgium reported
347 legal acts of voluntary euthanasia in 2004 (Economist, October 15, 2005, p40) generating little or no
controversy, while a single act of euthanasia in the United States—the withdrawal of feeding tubes from Terry
Schiavo—split the nation in half. Switzerland is another country where euthanasia—legal since 1942—is not an
issue of political controversy.
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issues defining the “liberalism vs conservatism” scale were salient and divisive. The temptation in
tailoring policy dimensions to each country is to include in the question wording only issues known to
be salient in that context. The strong reason not to do this, however, is that it compromises scale
comparability when data are used across countries or even across time in the same country. Our
solution to this problem was to err on the side of comparability, maintaining a common dimension
text wording to apply to all political parties in all countries for the core set of policy dimensions
investigated. We made only very rare exceptions to this, at the strong insistence of local experts.6
A hard core of four substantive policy dimensions was thus deployed in every country
covered in our survey; a fifth was deployed almost as widely. The core four were:
•

economic policy (interpreted as the trade-off between lower taxes and higher public
spending);

•

social policy (interpreted as policies on matters such as abortion, gay rights, and
euthanasia);

•

the decentralization of decision making;

•

environmental policy (interpreted as the trade-off between environmental protection and
economic growth).

The fifth dimension, deployed in almost all countries, concerned state involvement in
economic regulation, interpreted in non-post-communist states as “favoring high levels of market
regulation versus deregulation”, and in post-communist cases as “favoring state ownership of business
and industry versus private ownership”.7 Our implementation of this dimension thus highlights
another important feature of our approach: the decision to apply a different set of policy scales to the
19 post-communist countries in our study. Although the four core dimensions were also deployed in
all post-communist countries, a secondary set of dimensions was used in these that were not deployed
in other countries. This is because countries engaged in transitions to democracy and free market
systems from state socialism experience policy competition of a different nature (Kitschelt et. al.
1999) and can involve higher electoral volatility, party system instability, and less stability with
regard to issue positioning (see Zelinski 2002). The additional dimensions applied to the postcommunist cases were:
•

treatment of former communists (permitting the full participation of former communist
rulers in democratic politics, versus prohibiting their involvement);

•
6

access to foreigners to purchase and own of land;

In New Zealand, for instance, issues of social values are conspicuously kept out of all political discourse, and
we were told it would be both meaningless and potentially bad form to ask experts about party policy on such
issues as abortion and homosexuality. Accordingly, this was the only country where this dimension was not
applied.
7
The deregulation/privatization dimension was omitted only from the surveys in Austria, Germany, Denmark,
Ireland, France, and Portugal
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•

freedom of the mass media to publish any material it sees fit, versus regulation of media
in the public interest;

•

nationalism versus cosmopolitanism (in the approach to history, culture, and national
consciousness);

•

promotion of religious versus secular principles in politics;

•

promotion of urban versus rural interests.

A dimension relating to immigration policy was also applied in many countries. This contrasted
support for the full integration of immigrants and asylum-seekers with support for returning
immigrants to their countries of origin.
In the European cases we covered—the vast bulk of countries in the survey—we also
measured party policy in relation to the European Union. Numerous expert surveys have measured
party policy towards European integration, including surveys by Marks et al. (forthcoming), Marks,
Wilson, and Ray (2002), Ray (1999), (Meyer et al. 2002), and Rohrschneider and Whitefield (2005).
None, however, covered all of the 39 European countries included in our survey, nor measured at the
same time the non-EU dimensions of policy that we include. Following extensive discussions with
specialists on the impact of the EU on European national politics, and in the context of our
participation in a quite separate research project on precisely this matter8, our questions on European
integration were designed to measure party policy towards Europe on two critical dimensions:
•

scope of EU policy authority: whether the domain within which the EU can
authoritatively make policy decisions should be expanded or restricted; and

•

approach to EU governance: whether EU institutions should provide direct links to
citizens through representative institutions such as the European Parliament, or should be
controlled instead by national governments.

We also included a measure of a party policy on the issue of expanding the role of the EU in
collective security, peacekeeping, and other military affairs. For countries not yet in the European
Union, including the 10 states that joined in May 20049, we asked only a single question relating to
support or opposition for joining the EU.
In all cases, dimensions chosen for a specific country were pre-screened by at least two
country experts who provided feedback on fit of dimensions to the particular country context. In rare
cases this resulted in the deletion of dimensions, but more often it resulted in the addition of “local”
dimensions important only in that country. In Northern Ireland, Britain, and Ireland for example,
8
This was the EU-funded “Domestic Structures and European Integration” (DoSEI) project, directed by Tomas
Koenig.
9
This also included countries that had been invited to join but had declined – Norway and Switzerland.
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parties were also located on a dimension regarding policy towards Northern Ireland. Similar countryspecific questions were added in Canada (regarding Quebec sovereignty), Palestinian statehood
(Israel), and national identity (Japan). Other dimensions applied in only a few cases included civil
liberties, relations with Russia, defense policy, and health care.
Two scales on which we asked experts to locate parties were quite distinct from the others.
The first was defined as an explicit left-right dimension. Following the questions asking experts to
place the parties on specific policy scales, we asked experts to locate each party’s position on a
general left-right scale. Explicitly leaving the precise interpretation of left and right to the country
specialists being surveyed, we asked them to “locate each party on a general left-right dimension,
taking all aspects of party policy into account.” Including this scale allowed us to draw important
conclusions about the meaning of “left” and “right” in specific national contexts, discussed at some
length later in this book.
The second distinctive scale we included asked experts to locate each party in terms of how
close it was to their own personal policy preferences, taking all aspects of party policy into account.
The purpose of this question was, following Laver and Hunt, to test for respondent bias by checking
whether expert placements of parties on substantive dimensions were correlated with their personal
sympathy for a party’s policies (Laver and Hunt 1992). Appendix A provides the results of a huge
battery of tests we ran to test for evidence of respondent bias, something also discussed later in this
chapter. The conclusion of these tests, however, is that there was no systematic bias in expert
placements introduced by their personal political views—a conclusion replicating similar tests
conducted by Laver and Hunt (Laver and Hunt 1992).
Each scale deployed in each survey was given a precise title, and was anchored at each end
with two precise substantive definitions of the scale endpoints. To take one example, the main
economic policy dimension we deployed was defined as (1) “Promotes raising taxes to increase public
services” and (20) “Promotes cutting public services to cut taxes.” Precise English language wordings
for all scale definitions and endpoints are given in Appendix A.
Questionnaire format
Following a cover letter explaining the survey and its purpose, a sample sheet listed the parties to be
located on each policy dimension, and provided an example of how the parties should be located on
the scale dimensions provided in the questionnaire. For the same reasons as Laver and Hunt, and in
order to maintain comparability with subsequent surveys using the same format, we used a scale
running from 1 to 20, with the lower position indicating the typically “left” position and the higher
value the traditionally “right” position (Laver and Hunt 1992). The use of the twenty-point scale
permits experts to distinguish the positions of many more parties than would a scale with fewer scale
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positions, something that becomes essential when the number of parties approaches two digits – as it
did in many of the countries we covered.
Respondents were presented with one policy dimension at a time, and asked to indicate where
on the scale each party was located. In addition to the party’s policy position, respondents were also
asked to assess the importance of that policy dimension to each party, also on a 20-point scale.
Finally, as we have already indicated, respondents were asked to place each party on an overall leftright scale as well as to indicate how close they felt were each party’s policy positions to their own
views.
In a departure from the Laver and Hunt (1992) survey design, we did not ask respondents to
consider separately the positions of party leaders and party voters. Not only were there few
discernable differences between the two in the Laver-Hunt data, but only leader positions have tended
to be used by researchers employing the Laver-Hunt data.10 Nor did our survey ask respondents to
provide information about internal party politics or activists, data which were also never used in
subsequent research using the Laver-Hunt data. Given the onerous task of completing surveys asking
the location typically eight parties on typically ten policy dimensions, with two scales (position and
importance) for each dimension – plus the general left-right and sympathy dimensions – we felt that
sacrificing other little-used information was justified by the need for quality measures on the key data,
which have to do with policy locations and importance.
In an effort to increase both the quality and quantity of expert respondents, we translated the
survey questionnaires into native languages in every case where local experts advised doing so. This
led us to translate the questionnaires and cover letters into a total of 23 different non-English
languages (see Table A1 of Appendix A and Table 4.1).

Table 4.1. Questionnaire formats, country frequency
Language
Questionnaire
Format

Non-Native
English

Native (incl.
English)

Total

Paper
Web

1
13

18
17

19
30

Total

14

35

*49

Note: *Belgium and Germany counted twice since two different languages
used for surveys in each country.

Each translation was performed by a native speaker of the target language, and checked by at least
one other native speaker who had the original English-language document at his or her disposal for
comparison. Non-native English experts were thus typically not forced to respond to an English-only
10

The only exception of which we are aware is a recent article by one of the authors (Laver 2005).
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questionnaire; indeed, in cases where the questionnaire was translated into a native language, many of
the experts we surveyed did not speak English. Non-English native languages were used to reach 35
expert target groups in all. English was used as a substitute for native languages mainly in the
Scandinavian countries, Flanders, the Netherlands, and Denmark, for convenience, and in Malta and
Cyprus, and Turkey for practical reasons. In Romania, local experts advised us to deploy the survey in
English, although we later translated the survey into Romanian for deployment in Moldova.
The survey questionnaires were deployed in two different formats, with the format selected
for a particular national context depending on advice received from local experts. One method
involved sending printed paper surveys through the regular post, along with pre-addressed (but not
pre-stamped) envelopes for returning the surveys. Paper surveys received were then checked and
keyed by hand into our database of responses. Of the 49 national contexts where the surveys were
deployed11, 19 were deployed using the traditional paper-and-post method. The other method of
deployment was via e-mail, using individually addressed e-mails containing the cover letter as well as
a customized World-Wide Web link leading to our survey page. The web page was designed to look
and function as closely to the paper survey as possible. This had the tremendous advantage of
combining speed and economy of deployment, with elimination of labor costs and error from data
entry since each completed survey was directly recorded in our database. Feedback from respondents
on the web-based system, furthermore, was in general very positive.12 The payoff of the translations
and custom-fitted deployment methods can be seen in Table A.1; these are high relative response rates
compared with previous political expert surveys. In the typical country context, 28 percent of the
experts surveyed returned validly completed forms, an excellent response rate given the lengthy and
demanding nature of the survey questionnaire.
DEALING WITH BIAS AND RANDOM ERROR
Describing a population as opposed to inferring population characteristics from a sample
Analyzing the results of expert surveys involves complex methodological issues of sampling and
statistical inference. Expert surveys differ in an important way from opinion surveys. Their objective
is to uncover an assumed underlying “truth”, the spatial location of a party’s policy position, rather
than to infer attitudes of a population from information about a sample of this, as is the case with
traditional survey methodology. If we were certain every expert would provide a perfectly accurate
location of each party policy position, then we would need to ask only one expert in each country. In
11

Belgium and Switzerland are counted twice since we deployed surveys in two different languages in these
countries, depending on the respondent’s region
12
Entirely open-source software was used for hosting the survey web pages and database, namely MySQL as a
database server, Apache for serving web pages, and Tomcat for providing the server-side JSP web scripting
functionality. These were hosted on a fairly typical desktop Dell Pentium 4 computer running Linux, connected
to the Internet from Trinity College and left running continuously for nearly 18 months. Total infrastructure cost
(excluding the cost of the Internet connection): about $1,200.
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practice of course, expert judgments about the location of the same party on the same policy
dimension will vary for all sorts of reasons; this is why it is important to survey not only a number of
experts, but also experts holding a range of different perspectives. Our confidence in our estimates as
an accurate description of a true party position increases according to the classical rules of sampling,
with confidence intervals shrinking as we increase the number of expert respondents.
Nonetheless we must also remember that the set of respondents to an expert survey is
typically assumed to be the population of qualified experts in the field under investigation – for
instance, all experts from some valid register of country specialists. Of course, the notion of the
“population of experts” in any context is almost metaphysical. At the very least, however, the results
of the expert survey represent a summary of the judgments of the members of the population
surveyed. Because of this key difference between expert surveys and traditional opinion surveys, a
statistical summary of expert survey scores is not an estimate but a description of population
characteristics. This has implications for how we use expert surveys to construct valid measures of
party positions and deal with issues of both bias and random error.

Evaluating bias among experts
It is self-evident that our expert respondents are not random samples from a population, at least not a
population whose characteristics we are attempting to estimate. Experts, by their very definition as
experts, are highly unrepresentative of the population of citizens, voters, or politicians in any given
political setting. As we have just noted, however, we no not want to use our sample of experts to
characterize a population, but rather to characterize unobservable yet meaningful quantities by
systematically consulting the knowledge of experts. The classic problem of sample bias is not a
concern, even if the experts we consult hold strong political preferences, as long as these preferences
do not interfere with their expert knowledge or the ways in which they deploy that knowledge to
complete our survey. Our concern with bias thus has to do with whether the information supplied by
respondents is linked systematically to some respondent characteristic—for example political
preferences—with the consequence that inferences from the set of respondents are biased with respect
to this characteristic. Our chief concern is not so much to obtain an ideologically representative
sample of experts, but to ensure there is no systematic relationship between the experts’ own
ideologies and their judgments about party policy positions. For example, if we survey party positions
in a country whose experts are predominantly left-wing socialists, and if left-wing socialists tend to
rank left-wing parties as more centrist and/or right-of-center parties as more right-wing, than they
“really” are, then our inferences from the expert survey will be biased. In order to be able to test for
this type of respondent bias in our study, we included a “sympathy scale” that asked to experts to
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place all parties on a scale indicating their own closeness to each party’s policies.13 All other things
being equal—in other words, for the same country, party, dimension, and scale—an expert’s
placement of a party should be unrelated to his or her closeness to that party. If experts’ political
sympathies influence their placements of parties, on the other hand, then for any given placement we
will observe systematic differences between experts’ placements, according to their political closeness
to the party concerned.
In the United States, to take a striking example, despite a broadly even split of partisan
affiliation in the voting population, the experts we consulted for the most part responded that they felt
much closer to the Democratic than to the Republican Party. This can be seen in the striking bimodal
distribution of party sympathy scores shown in Figure 4.1. This gives us interesting political
information about US political scientists, of course, but such information is not at all our concern in
this study. As long as our US experts’ feelings about the two parties are unrelated to their placements
of these parties on our policy scales, then our resulting estimates will be unbiased. If, however,
experts sympathetic to the Democrats tend to place the Democrats towards the center and the
Republicans towards the extreme right, while Republican-leaning experts do the exact opposite, then
this would be evidence of respondent bias, since political sympathy would be correlated with party
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Figure 4.1: Distribution of respondent sympathy scores in the United States, N=164

13

Happily for our purposes, nearly all respondents (87.8%) also completed the sympathy dimension.
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Our method for assessing the level of bias among sets of experts is described in detail in Appendix A,
but in a nutshell involves searching for systematic relationships between the political sympathies of
experts and their placements of parties on the general left-right dimension. From the expert
placements of hundreds of parties that we analyzed in this way, only seven appeared to involve
systematic bias that could be statistically distinguished from zero. These are listed in Table A3 of
Appendix A and all are extreme right parties. In each case, the observed bias is that less sympathetic
experts tend to place these parties as more extreme than do more sympathetic experts. These parties
were a tiny minority of the universe of parties we cover, however. Figure A6, in Appendix A, graphs
all differences for all parties by country type, and clearly shows that very few biases emerge that were
statistically different from zero. Thus, returning to the US experts who political views are shown in
Figure 4.1, there was absolutely no evidence that their highly skewed party sympathy scores were
affecting their left-right placements of the US parties in any systematic way.
The results of our systematic attempts to check for the effects of bias in our populations of
expert respondents were therefore very reassuring. We did not find systematic evidence of bias in
expert placements for the overwhelming majority of parties, and are left with a small number of farright parties that do seem to have been rated as more extreme by unsympathetic experts. We are
fortunate that this is a rare occurrence in our surveys, since such cases create a dilemma that is
difficult to resolve. On one hand, academic experts, who are predominantly unsympathetic to
extreme-right parties, seem to be rating these parties as more right-wing than would a hypothetical
“unbiased” expert. On the other hand, such parties seem to invite biased perceptions by expert
observers, so that the notion of an unbiased expert observer is indeed largely hypothetical. If we are
honest, we must admit that our expert survey technique fails in such cases. This is not because of an
inherent flaw in the technique. It is because, in these rare cases (which our technique is however able
to identify), we are using an expert survey to measure something that may well not exist, which is an
unbiased perception of a particular type of party. In this sense our diagnostics suggest that any
assessments of the positions of these extreme right parties should be treated with skepticism, which is
an important finding in its own right.
.
Characterizing measurement error
A particular feature of our approach to estimating party policy positions is that it measures the policy
positions of all politically significant parties on all potentially relevant policy dimensions. The
advantage of this approach is that is leaves open the empirical question of which parties find which
dimensions important. The potential disadvantage is that it may increase the error in our measurement
if we are asking experts to locate smaller political parties, about which they know relatively little, on
policy dimensions of lesser importance. This will be reflected in the relative variation in the
placements, by particular sets of country experts, of the same party on the same policy dimension.
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There are two ways to interpret this variation, only one of which relates to measurement error.
One interpretation is that the policy positions of a particular party may be fundamentally vague and
ill-defined. In this case we expect experts to disagree on the position of a party, and the resulting
variation in expert judgments of the party policy position has substantive meaning. The other is that
variation in expert judgments of the same party policy position is a manifestation of imprecision in
our measurement instrument. It is difficult to separate these two potential effects but, if we can be
certain of anything, we can be certain that our measurement technique generates measurement error,
as does any other measurement technique, and that this error may be both random and systematic. We
dealt with the main potential source of systematic error when investigating the potential for
respondent bias in the previous section. Random measurement error might arise for many reasons;
here we list some of the main potential sources in relation to our expert survey.
•

Different experts may have different conceptualizations of the “target”, having in mind
different time periods or different characterizations of the target party when evaluating the
same party policy position.

•

Different experts may have in mind different substantive interpretations of the “same” scale,
notwithstanding the explicit end points we supplied.

•

Different experts may use the same scales in different ways. Some experts may be
psychologically disinclined to use the full range of the scales, and tend to bunch all parties
towards the center; other experts may do the opposite.

•

Experts may disagree when placing a commonly understood party on a commonly understood
scale. This may happen when experts simply disagree over the position of a party, having
processed all available information and come up with a different answer, perhaps because
they have different access to information or different internal ways of processing that
information. The source of disagreement comes close to the notion of fundamental
uncertainty in any given party’s policy positions.

The important thing about random error is that it does not have any consistent effects across the
policy placements we are attempting to estimate. Instead, it pushes observed scores up or down
randomly, in ways that are not predictable or correlated with other characteristics of the quantities
being measured. In this sense, having more measurement error gives us an unbiased estimate of the
main quantities we are interested in, though this estimate is more uncertain. We will be able to
observe the scale of this error in the variation of different experts’ placements of the same policy
positions. The potential for random measurement error can be reduced, furthermore, by increasing the
size of the set of expert respondents. This increases our confidence that a statistical summary of the
expert positions (for instance, the sample mean) represents a party’s true policy position.
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We systematically investigated the impact of some potential sources of measurement error in
our expert survey and report the results of these diagnostic tests in Appendix A. For example, we
investigated the extent to which the level of variation in expert judgments of a given party was
affected by the following:
•

the number of judgments required of each expert in a given country (the number of
parties times the number of policy dimensions), in the expectation that more onerous
surveys might generate more variation in expert responses, which could be interpreted as
more error;

•

the size of the party, in the expectation that smaller parties might generate more variation
in expert responses – perhaps because their positions are more fundamentally uncertain,
or because lower levels of information about them generate more random error in expert
responses

•

the type of party system, in particular making the distinction between post-communist
party systems and others – in the expectation that there would be more fundamental
uncertainty about party positions in relatively new party systems, and thus greater
variation in the expert judgments.

Detailed results are reported in Appendix A. Party size made almost no difference; smaller parties did
not appear to have more uncertainty associated with their estimated positions than larger parties. The
complexity of the survey (and thus of the party system under investigation) did have a very small, but
nonetheless statistically significant, effect on the variation in expert judgments. This may be because
the expert survey instrument becomes less reliable as the “payload” of the survey increases, or
because there is more fundamental uncertainty about party policy positions in more complex party
systems. By far the most striking finding, however, was that there was a significantly higher level of
variation of expert judgments in the post-communist party systems. It seems plausible to attribute this
to a higher level of fundamental uncertainty among experts about party policy positions in postcommunist countries than to an artifact of our measurement instrument. For whatever reason,
however, it shows that we are somewhat less certain about our estimates of party policy positions in
the post-communist party systems.
Above all, of course, and here we apologize if many of those we are preaching to have
already been converted, the most important thing to bear in mind is that there is indeed error in our
data as in any other data, and that users must take this into account when drawing inferences about
party policy positions. When we report an estimate of the position of a given party on a given
dimension, therefore, the standard error of this estimate is every bit as important as the estimate itself
– and indeed is what gives to estimated position substantive meaning. In the end, what we are able to
do is to establish statistically a range for each party’s position on each dimension investigated –
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allowing users to determine, for example, whether two party positions are, in a statistical sense, “the
same” or significantly “different”.
ASSESSING THE VALIDITY OF OUR RESULTS
It is very difficult, indeed in a strict epistemological sense it may be impossible, to demonstrate
definitively that a given measure of some fundamentally unobservable concept is more valid than
some alternative measure. When different measures of the same unobservable property differ, it can
be very difficult to know which to choose as the “best”. Nonetheless, it is also important to assess the
validity of any new measure by comparing them with existing measures of the same thing, if these
existing measures are accepted as in some sense valid.
As a check on the content validity of our estimates, therefore, it is helpful to compare at least
some aspects our measures with measures generated by a well-known, widely-used, published
measurement instrument relying on a completely different method. It is impossible to compare our
estimates on all policy dimensions, since no other study of which we are aware has estimated party
positions on all of these policy dimensions. However, there is a range of different quite independent
estimates of the positions of parties on the general left-right dimension. A widely used collection of
estimates can be found in the published left-right policy scores derived from the content analysis of
party manifestoes by Comparative Manifesto Project (CMP), published in the CD-ROM issued with
their most recent book, Mapping Policy Preferences (Budge et al. 2001). Because both our expert
surveys and the CMP scales directly measure the positions of parties on a general left-right scale,
comparing these estimates offers a unique opportunity to make direct comparisons between the results
generated by two quite different methods. To the extent that two quite independent methods agree, we
are reassured abut their validity. To the extent to which they do not agree, we may examine
substantive disagreements and attempt to draw inferences from these. Our approach to this
comparison is straightforward; we directly compare the left-right scores and rankings produced by the
two methods.

Cross-national comparisons between manifesto and expert survey estimates
We are in a position to compare our expert survey estimates, with the CMP manifesto-based
estimates, of parties’ left-right positions for the set countries for which both studies estimate left-right
positions (listed in Table 4.3). For each country, we use CMP left-right estimates for most recent
election year covered in the CMP dataset (also listed in Table 4.3). To compare estimated left-right
positions parties in the pooled cross-national dataset thereby created, we plot left-right scores from
both measures, for every national party for which both CMP and expert survey estimates are
available. Figure 4.2 shows this plot, using country-party abbreviations to identify each point. It also
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plots a fitted linear regression line along with a 95 percent confidence interval.14 (The “crossvalidation hypothesis” is in effect that there is a perfect linear relationship between the two measures.)
The large cross-hairs split the plot into four quadrants, intersecting at the mid-point of each scale—0
for CMP and 10.5 for the expert survey estimates.
The first impression from inspecting Figure 4.2 is reassuring: there is a relatively good linear
15

fit between the two measures and there is a nearly perfect intersection of the regression line through
the (10.5, 0) midpoint of the two scales. In this sense, the two scales seem to be measuring the same
thing, albeit noisily. If one set of measures were systematically different from the other, we would not
see this empirical origin correspond so neatly with the theoretical midpoint of the scales. As a check
on face validity, we find this pattern to provide a good indication that, compared to an established
measure, our expert survey data are not measuring something fundamentally different from preexisting, independent measurement instruments.
The second clear impression from inspecting Figure 4.2 is that, despite the good linear fit,
there is a lot of apparently random noise. The expert survey estimates of parties’ left-right positions
explain only 40 percent of the variance in the CMP estimates of ostensibly the same thing.
Furthermore, there is no obvious pattern to this noise that emerges from the overall scatter-plot. To
examine this matter further, therefore, we select individual cases of high disagreement and try to
ascertain why our expert survey estimates and the CMP scores diverge. To identify these cases, we
focus on the outliers in the off-diagonal quadrants: the parties classified as “left” by our expert survey
and “right” by the CMP manifesto analysis, as well as the inverse of this. Table 4.1 identifies all of
these parties, listing our expert survey estimates and the CMP’s manifesto-based scores (along with
the standardized residual).
Drawing on our general knowledge about the parties listed in this table, there are clearly some
that have been located incorrectly on at least one of the left-right scales. We have not identified any
particular pattern that explains these differences, although several of the outliers in Table 4.1 seem to
be parties for which immigration, nationalism, or the environment are important issues. Because none
of these issues are components of the CMP left-right scale used in Mapping Policy Preferences, it is
possible that CMP scores for parties emphasizing these issues could differ from the corresponding
expert survey estimates of their left-right positions. For instance, it might explain why the CMP
ranked as centrist the Austrian Greens and Belgian Ecolo parties, whereas our expert survey scores
placed these parties on the left. Likewise, the CMP ranked as left-of-center several nationalist parties
such as the Belgian VB and the New Zealand First Party, which are scored as right-wing by our
experts. In nearly all cases such as this where the two independent measures disagree, and while
14

CMP scale positions are taken for the most recent election in the CMP dataset published with MPP, and thus
are somewhat earlier in time that the estimates from the 2003 expert survey (see Table 4.3 for a list of CMP
manifesto dates we used).
15
The OLS regression produces the following results: N=114, R2=.40, Root MSE=18.763, Expert survey
coefficient (SE) 3.19 (.372), Constant –33.06 (4.378).
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readers are entitled to draw their own conclusions, we feel quite confident that our expert estimates
come closer to what most observers would regard as the “correct” policy positions that the CMP’s
manifesto-based estimates. To put it crudely, when measures disagree, we are happier with a measure
that puts the Italian Communist Party and the Austrian Greens on the left (as does our measure) rather
than on the right (as does the CMP). Similarly, we are happier with a measure that puts Spain’s
Partido Popular or Greece New Democracy on the right (as does our measure) rather than on the left
(as does the CMP). We can find no off-diagonal case in which our expert survey measure appears to
give the “wrong” answer, in this sense.

Within-country comparisons between manifesto and expert survey estimates
As well as comparing raw left-right scores for each party, we can also compare left-right scores for
parties within each country. Our method for this is also deliberately simple: within each country, we
compare the orderings from left to right of every party for which there are both CMP and expert
survey scores. This method avoids the potential problem that left-right scores in one country are not
directly comparable to left-right scores in another. By using only ordinal information, this method
avoids problems of scale comparability. Table 4.2 shows the left-right orderings produced by the
CMP and our expert survey scores and highlights the differences between these, and reports two
measures of ordinal association summarizing the agreement between measures. Kendall’s tau-a
measures the relative likelihood of the ranks agreeing, rather than disagreeing, and ranges from –1.0
to 1.0. In Ireland, for example, where the only difference between measures is the relative placement
of Fine Gael and Fianna Fáil, the two party orderings are 80% more likely to agree than to disagree.
Spearman’s rho is an ordinal measure of correlation analogous to Pearson’s r but applied to ordinal
data. The countries for which the two measures were in greatest disagreement were Greece and
Australia, where disagreement was 33% and 17% more likely than agreement respectively. In nine of
the 23 countries compared, the expert survey and CMP rankings agreed perfectly.
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Figure 4.2 Across-Country Scatterplot of CMP Left-Right Scores versus Expert Survey Left-Right Estimates
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Left-Right Score

Country

Party

Party Name

Expert Survey Says Left, CMP says Right
AU
AD
Australian Democrats
IT
PDCI
Partito dei Comunisti Italiani
AT
Gru
The Greens
AU
ALP
Australian Labor Party
GR
SYN
Synaspismos
AT
SPO
Austrian Social Democratic Party
IL
Lab
Labor
US
Dem
Democratic Party
CA
BQ
Bloc Québécois
TR
DSP
Demokratik Sol Partisi
Expert Survey Says Right, CMP says Left
NL
CDA
Christen Democratisch Appe`l
NO
V
Venstre
NZ
NP
New Zealand National Party
PT
CDS/PP People's Party
ES
CiU
Convergència i Unió de Catalunya
LU
CSV
Christian Social People's Party
GR
ND
Nea Dimokratia
IS
X-B
Framsóknarflokkurinn
IL
Shas
Shas
ES
PP
Partido Popular
BE
VB
Flemish Block
Action Comity for Democracy and Pensions
LU
ADR
Justice
NZ
NZFP
New Zealand First Party

Expert
Survey

CMP

Standardized
Residual

7.8
3.3
5.4
9.9
6.5
8.8
7.5
7.1
7.2
9.2

56.6
16.8
19.7
29.3
14.8
20.8
15.2
8.8
6.1
6.7

3.47
2.13
1.90
1.65
1.46
1.39
1.31
1.03
0.87
0.55

13.6
12.5
14.6
16.9
13.7
13.2
15.6
12.8
14.4
17.0
18.9

-1.6
-7.3
-7.2
-0.7
-11.5
-17.6
-11.2
-21.1
-16.7
-8.4
-3.0

-0.64
-0.75
-1.11
-1.16
-1.18
-1.44
-1.49
-1.54
-1.58
-1.60
-1.63

17.8
12.5

-7.9
-25.2

-1.70
-1.71

Table 4.1: Largest divergences between expert survey and CMP estimated left-right
positions
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Party Ordering from Left to Right
CMP
Election
Year

Kendall's
tau-a

Spearman's
rho

GR
AU
BE
IT
TR
CH
FI

1995
1995
1998
1995
1998
1997
1996

-0.33
-0.17
0.00
0.33
0.33
0.52
0.52

-0.60
-0.32
-0.20
0.49
0.40
0.75
0.71

IL
NO
SE
DK
ES
IE
LU
AT
CA
DE
IS
NL
NZ
PT
UK
US

1997
1998
1995
1998
1998
1996
1996
1998
1995
1995
1996
1994
1997
1996
1995
1997

0.64
0.71
0.71
0.72
0.80
0.80
0.80
1
1
1
-1
1
1
1
--

0.76
0.89
0.86
0.90
0.90
0.90
0.90
1
1
1
1
1
1
1
1
1

Country

Expert Survey

CMP

KKE SYN PASOK ND
AD ALP NP LPA
Eco PS SPSp VB
RC PDCI Green FI LN AN
CHP DSP ANAP DYP
GPS SPS EVP CVP FDP SVP SD
VAS VIHR SDP KESK SFP KD KOK
Hada Raam Merz Lab Lik YhT Shas
NRP
SV Sp DNA KrF V FrP H
V MP SAP C FP KD M
Enh SF SD RV KrF CD V KF FrP
IU PSOE CiU PNV PP
GR LB FG FF PD
G LSAP CSV DP ADR
Gru SPO OVP FPO
NDP BQ LPC PC
PDS GRÜ SPD FDP CDU/C
X-B X-D
GL PvdA D66 CDA VVD
Allc NZLP NZFP NP
PS PSD CDS/PP
LD Lab Con
Dem Rep

PASOK ND KKE SYN
ALP LPA NP AD
PS SPSp VB Eco
RC Green AN PDCI LN FI
CHP DYP DSP ANAP
SPS EVP GPS CVP SD SVP FDP
VAS SDP VIHR SFP KOK KD KESK
Hada Raam Merz Shas Lab YhT NRP
Lik
SV DNA Sp V KrF H FrP
MP V SAP KD C FP M
SF Enh RV SD CD KrF KF FrP V
IU PSOE CiU PP PNV
GR LB FF FG PD
G LSAP CSV ADR DP
Gru SPO OVP FPO
NDP BQ LPC PC
PDS GRÜ SPD FDP CDU/C
X-B X-D
GL PvdA D66 CDA VVD
Allc NZLP NZFP NP
PS PSD CDS/PP
LD Lab Con
Dem Rep

Table 4.2: Within-country comparisons of CMP and expert survey left-right party orderings

Differences between CMP and expert survey placements
There are two main ways to explain differences our expert survey estimates of left-right positions
and the CMP’s manifesto-based estimated of ostensibly the same thing. The first is that, between
the time of the election for which the CMP scored the party’s manifesto and the time of our
expert survey, some party changed their positions on the left-right scale on radical ways. We
might make this case for the US Democratic Party, for instance: perhaps it was right-of-center in
1997 but moved to the left-of-center by 2003. We might find such an argument much more
difficult to sustain for parties such as the Italian Communists (PDCI) or the Belgian Flemish Bloc
(VB).This would amount to arguing that the Italian Communists were indeed on the right when
assessed by the CMP, but moved dramatically to the left by the time of our survey; and that the
Belgian Flemish Block, widely perceived as among the group of far-right parties in Europe, was
in fact on the left when measured by the CMP, switching dramatically to the right at the time of
our expert survey.
The second possibility is that one of the two measures is wrong for these particular cases.
For any variable with a degree of measurement error, it would be entirely consistent to observe
overall patterns that appear unbiased—that is, right on average as indicated by Figure 4.2—but
mistaken in particular cases such as those listed in Table 4.1. We contend that whichever measure
appears to be more “correct” substantively in the off-diagonal cases (Table 4.1) is the measure
containing less error. Our firm view is that, substantively, when our expert survey and the CMP
estimated diverge, the expert survey estimates are to more plausible substantively.
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Abstract
Expert surveys have become increasingly popular among political scientistic. However, even this
method to detect the policy preferences of parties is not without flaws. For example it can be shown
that in somes cases there is an evidence of bias in the expert placements of parties along the LeftRight dimension, especially against right-wing parties (not necessarily extreme-right ones). We use
the latest expert survey of Benoit and Laver (2006) to unfold the ideal points of the political experts
who actually answered to the survey. By doing this, we show that the Left-Right position of a party
appears to be less important than the policy preferences of experts (and their variance) to explain
the probability of a party being biased. Moreover, the bias is more pronounced when we deal with
the Left-Right dimension compared to other less ambiguous policy dimensions. The consequences
of these findings for empirical research are finally discussed.
Key words: expert surveys; Left-Right dimension; unfolding analysis; ideological bias; Italy
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Introduction

Since Castle and Mair (1984), expert surveys have gained an increasing popularity as a method to
detect the policy preferences of political parties. In this case, as is well known, a survey is
administered directly to country specialists who are asked to locate parties in their own countries on
a set of predefined policy dimensions: from a general Left-Right scale, to a variety of more specific
dimensions (see below). The factors that help to explain the success of expert surveys are several
(Mair 2001). First of all, such surveys provide information on party policy positions in a common
and standardised format, across a wide range of countries. Second, precisely because they reflect
the judgements of experts – who are presumably well informed – they acquire weight and
legitimacy. Finally, expert judgements are quick and easy compared to other methods (such as
content analysis of party electoral programs or legislative behavioural studies). In the present work
we will analyze the expert survey conducted by Benoit and Laver (2006), probably the most
comprehensive and ambition attempt of this sort. However, instead of using experts’ answers to
locate parties within a given policy space, we will use them to directly map the ideal points of the
respondents. We will focus more in-depth on the Italian case given that in this case we can rely on
two expert surveys conducted with the same methodology in a short time span (2003 and 2006).
This fact can, inter alia, allow us to check for the robustness of our results. Our interest is not only
descriptive, though. As Steenbergen and Marks recently wrote (2007: 361) “how valid are expert
judgements really?”. Among other things, it can be shown that in some cases there is a systematic
evidence (i.e., a statistically significant one) of bias in expert placements, especially against rightwing parties. In other words, less sympathetic experts tend to place these parties as more extreme
than do others. In this regard, we will show that the Left-Right position of a party appears to be less
important than the policy preferences of experts (and their variance) to explain the probability of a
party being biased. Moreover, the bias is far more pronounced when we deal with the Left-Right

2

dimension compared to other less ambiguous policy dimensions. The consequences of these
findings for empirical research are finally discussed.

The Benoit-Laver Expert Survey and the Italian Case

Benoit and Laver (herein after BL) conducted their survey mostly in 2003, covering 47 countries
(all European countries plus Canada, United States, Australia, New Zealand and Japan) and
resulting in 1.491 expert responses, the far more comprehensive coverage than any other survey of
this type. The typical expert in their survey was an academic specializing in political parties and
electoral politics of her country. The lists of specialists was usually provided by the national
political science associations for each of the countries concerned. The parties that experts were
asked to locate included all that were politically relevant (i.e., political party that won seats in the
national legislature or that had won at least 1% of the vote nationally at country’s most recent
election). Regarding the policy preferences of parties, BL deployed a core set of four substantive
policy dimension in every national survey to allow a directly comparable policy scales among
different countries. In addition, they also measured policy positions on more country-specific
dimensions, judged applicable on a country-by-country basis. The core four dimensions were:
economic policy, social policy, the decentralization of decision making and environmental policy.
For each policy dimension, they used a scale running from 1 to 20, with the lower position
indicating the typically “Left” position and the higher value the traditionally “Right” position. To
take two examples, the previous economic policy dimension was defined as (1) “Promotes raising
taxes to increase public services” and (20) “Promotes cutting public services to cut taxes”, while the
social policy dimension was defined as (1) “Favors liberal policies on matters such as abortion,
homosexuality, and euthanasia” and (20) “Opposes liberal policies on matters such as abortion,
homosexuality, and euthanasia”. A party that is pro-market and liberal on social issues would then
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take a value close to 20 in the economic policy and a value close to 1 in the social policy
dimension.
The Italian expert survey was conducted in 2003. The total respondents were 54 (only
German, Sweden and Britain had a higher number of respondents in Western Europe) with a
response rate of 30% (two points higher than the mean response rate for the entire sample). In
addition to the four dimensions mentioned earlier, in the Italian survey were included other five
policy dimensions concerning: deregulation, immigration, EU policy authority (interpreted as
whether the domain within which the EU can authoritatively make policy decision should be
expanded or restricted), EU accountability (interpreted as whether EU institutions should provide
direct links to citizens through representative institutions such as the European Parliament or should
be controlled instead by national governments), and a policy dimension on the issue of expanding
the role of the EU in collective security, peacekeeping and other military affairs. The experts were
also asked to locate each party on a general Left-Right dimension, taking all aspects of party policy
into account.
Besides, and crucially for the aim of this paper, a “sympathy scale” was added in the survey.
This “sympathy scale” asked experts to place all parties on a scale indicating their own closeness to
each party’s, taking all aspects of party policy into account. As a result, a party perfectly close to
expert’s own personal policy preferences would take a value of 1, while the farthest party would
take a value of 20. The aim of this question was to test for any possible respondent bias by checking
whether expert placements of parties on substantive dimensions were correlated with their personal
sympathy for a party’s policies. All other things being equal, an expert’s placement of a party
should be unrelated to her closeness to that party (we will return back to this point more in details).
The same question, however, can even be used to locate respondents’ ideal points with respect to
their policy preferences (see below).
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Benoit and Laver replied the expert survey for the Italian case in early 20061. In this case the
number of Italian experts who answered was slightly less (i.e., 40). Given the anonymity of the
respondents, we are not able to check for the presence of any overlapping between the 2003 and the
2006 set of respondents. However, the fact that we can rely on two surveys for the same country is
particularly useful because it allows us to control for any temporal trend in the distribution of
political experts’ ideal points. This, as we will see, can even be used as an indirect check on the
robustness of our results.
Table 1 reports parties’ scores along each policy dimension for the 2006 survey (the
corresponding Table for 2003 can be found in BL), while Figure 1 plots the mean Left-Right
position as well as the sympathy score for each party considered in the two surveys. As can be seen,
by excluding the three most leftist parties (RC, PCDI and Greens) we can produce an almost perfect
linear relationship between the Left-Right placement of a party and its average level of “sympathy”.

Table 1

Figure 1

Unfolding the Policy Preferences of Italian Political Experts

As previously said, the “sympathy question” can help us to locate the policy preferences of the
respondents. To this aim, employing an unfolding analysis is an attractive methodological solution.
The unfolding model is a model for preferential choice, i.e., it assumes that different individuals
perceive various objects of choice (or set of stimuli, using the psychometric jargon) in the same
way but differ with respect to what they consider an ideal combination of the object’s attributes. In
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We thank Kenneth Benoit and Michael Laver for having kindly provided us the data.
5

unfolding, the data are usually preference scores (such as rank-orders of preference) of different
individuals for a set of choice objects. These data can be conceived as proximities between the
elements of two sets, individuals and choice objects. Individuals are representated as “ideal” points
in a geometric space so that the distance from each ideal point to the object points correspond to the
preference scores. The greater the respondent’s preference for an object, the smaller the distance
from the ideal point to that object point, and vice versa. The aim of the unfolding analysis is to
estimate the locations of each ideal point, using the respondent’s expressed preferences for the
objects under study (in our case: political parties) (Borg and Groenen 2005; Everitt and Dunn 2001)
2

.
There are two main classes of unfolding models. External unfolding models assume that a

similarity configuration of the choice objects is already given. In this case, we only seek to locate
the ideal points of the respondents. In an internal unfolding problem, by contrast, only preference
data are given, from which both the object configuration and the ideal points have to be derived3.
Taking advantage of the information we can extract from the expert survey about parties’
locations, we estimated an external unfolding model under two different scenarios4. In the first one,
2

More formally, respondent r’s preferences for object i are expressed as a function of the object
m

points and r’s ideal point, as follows: Pref ri = α r − ∑ β r ( xid − yrd )2 + ε ri . Prefri is respondent r’s
d =1

measured preference for object i; xid is the coordinate for the point representing object i along the dth
dimension; yrd is the coordinate for r’s ideal point along the same dimension; αr and βr are
coefficients specific to respondent r, while ε is a random error term (Jacoby 2006).
3

See Enelow and Hinich (1984) for a classical application of an internal unfolding analysis in

political science.
4

The analysis has been conducted using the preference scaling algorithm (PREFSCAL) included in

Spss®. This algorithm has the advantage to fit the ideal point model for unfolding avoiding trivial
and degenerate solutions (Busing et al. 2005).
6

we assume that the respondents judge their closeness to each party mainly in terms of the LeftRight dimension, considered as the single dimension that most constraints parties’ positions across
a broad range of policies (Gabel and Huber 2000)5.
However, the Left-Right division can be too crude to accommodate many important political
division in a way that makes any sense. For example, a classical liberal (as well as a libertarian),
which combines support for socially liberal policies with laissez-faire economics – has no
unambiguous place on a Left-Right scale. As a result, in our second scenario we assume that
experts judge their closeness to each party in terms of two distinct (at least on a theoretical grounds)
dimensions: the Economic dimension (i.e. Taxes vs. Spending) and the Social one6. The choice of
these two dimensions is dictated by the following reasons. On one side, they remain a classical
source of structure in political competition and in the definition of a personal ideological position7;
on the other side, and more pragmatically, they allow to do a more informed comparative analysis,
given that the Economic and the Social dimensions are two of the four dimensions deployed, as
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To better clarify the logic we followed, note that we can rely on two sets of information: 1) the

answers from each respondents to the sympathy question. 2) the mean position of each party along
the Left-Right dimension as it results from the expert survey. The external unfolding analysis just
tries to take advantage of both sets of information treating parties’ scores as the “anchors” through
which recovering the ideal points of the respondents. The same applies to the two-dimensional case
(see below).
6

Warwick (2002) terms this second dimension as “social control”. The essence of this dimension is

whether society should impose norms or rules to control individual behavior or, alternatively,
accomodates as much personal freedom and individualism as possible. This dimensions is
sometimes even referred to as a libertarian/authoritarianism or social authoritarianism dimension.
7

A similar two-dimensional space of political competition is developed, among the others, in

Keman (2007), Marks and Steenbergen (2004), Laver, Benoit and Garry (2003).
7

already stressed, in each country surveyed. While we must recognize the possibility that the “same”
policy dimensions may mean different things in different countries, it nonetheless remains the case
that these two dimensions are at least broadly equivalent in their substance8.
The main alternative to the method employed here would have been to run a
multidimensional scaling analysis (MDS) on the sympathy question to recover directly from the
data the positions of the object points, and then estimating the external unfolding analysis using the
object points locations found through MDS. This method would have provided us a directed
empirical evidence about respondents’ perceptual structures and the evaluative criteria they actually
employ when thinking about the objects under analysis. However, the locations of the coordinate
axes (i.e., the dimensions of the space in which the ideal points of the respondents are located) are
completely arbitrary in this case: the axes are simply a device to “hang the point” within the mdimensional space, but they have no intrinsic substantive interpretation. It is the researcher that
must put a label about the dimensions that differentiate the objects (Poole 2005; Jacoby 2006). As a
consequence, the “uniqueness” of each case prevents any possible comparison, precisely because
there is no such a thing as a common policy space across cases. Viceversa, by constraining the

8

In addition to the party’s policy position, respondents to the Benoit-Laver questionnaire were also

asked to asses the importance of each policy dimension to each party, also on a 20-point scale (BL:
88). As in BL, we can therefore estimate the weighted mean importance scores for any dimension,
as a proportion of weighted mean saliency, given the sample of countries we analyzed (see below).
As a result, among the core set of the four substantive policy dimension deployed in each country,
the economic and social policy dimensions are the ones that record the highest weighted mean
importance (respectively 1.09 and .98, compared to .93 for the decentralization dimension and to
.88 for the enviroment dimension), reassuring us about their relative importance. Besides, for the
non-European countries analyzed, the social policy dimension ranks first, preceding the economic
one.
8

objects points locations (i.e., the parties) on a set of policy dimensions established ex-ante, as we
did in the present analysis, we make obvious the interpretation of the space in which the
respondents’ ideal points are located, therefore allowing a cross-national comparability9.
In the Italian case, the fit measures of the unfolding analysis in the two scenarios are very
similar and acceptable10. In other words, both the Left-Right dimension as well as the twodimensional space comprised by the Economic and Social dimensions are able to effectively
recover the ideal points of the respondents with respect to the objects locations. Figure 2 plots the
locations of the Italian parties in the first scenario as well as the Kernel density distribution of the
ideal points of the respondents in the two surveys. As we can see, the shape of the distribution in

9

It is worth noting that the gains we obtain in terms of fit measures using a formally optimal but

theoretically unintelligible solution over our constrained (but theoretically intelligible) unfolding
analysis are minimal when we use a single dimension, while the gains slightly increase using two
dimensions. This signals, among other things, how the first scenario should probably be the
preferred one in comparative terms (i.e., across countries, the experts can be reasonably thought to
evaluate their closeness to each party in terms of the Left-Right dimension). However, we are
willing to trade-off a lower fit to the data even under the second scenario in exchange of a more
theoretically justified solution that promises to be more stable over replications.
10

The Pearson correlation between the disparities and the scaled distance is .83 (Italy 2003) and .81

(Italy 2006) in the first scenario and .83 and .77 in the second scenario, while the Spearman rank is,
respectively, .82 and .79 (first scenario) and .82 and .77 (second scenario). Either of these
correlations assesses the degree to which the scaled distances (from the unfolding analysis) are
monotonic to the dissimilarities data: a higher value implies a better goodness-of-fit measure.
Regarding the badness-of-fit measure, the penalized-stress value (Busing et al. 2005) is slightly less
in the second scenario (.66 and .71 respectively) than in the first one (.73 and .74). Smaller values
indicate better scaling solutions.
9

the two periods remains quite stable11. This is a good news for our analysis. Indeed, given such a
short time span elapsed between the two Italian surveys, a sharp difference between the two
distributions would have made us quite suspicious about the reliability of our results. According to
our estimation, roughly the 90% of respondents’ ideal points in 2003 (and the 85% in 2006) places
itself to the left of the midpoint of the Left-Right scale (i.e., 10.5), producing a mean position that
remains in both surveys fairly close to the Democrats of the Left Party (mean score in 2003: 6.02 –
standard error(s.e.): .40; mean score in 2006: 6.42 –s.e.: .51).

Figure 2

The locations of experts’ ideal points under the second scenario, together with the expert mean
location and parties’ position, are plotted in Figure 3. In an interesting way, the quadrants that
appear in the figure can be used to describe four broad belief systems (see Lielie and Maddox
1984). The Southwest quadrant identifies a Social Democrat “character”, i.e., a person who
supports government economic intervention and has a liberalish position in the social dimension.
The Northeast quadrant identifies its exact opposite: a Conservative type. The Southeast quadrant
identifies a Classical liberal (or a Libertarian) type, i.e., a person who supports expanded individual
liberties but opposes economic intervention. The final quadrant (the Northwest one) is more
difficult to describe. In this quadrant we have who supports government economic intervention

11

The two-sample Kolmogorov-Smirnov’s test for equality of distribution functions confirms it (P-

value: .959). We cannot therefore reject the null hypothesis that the two distribution functions are
the same.
10

while being conservative from a social point of view. Lielie and Maddox use the term “Populist”,
but we prefer to use “Paternalist” to avoid the ambiguities often involved in the previous term12.
According to this typology, in both Italian surveys almost all of the respondents falls
between the Social Democrat and the Libertarian quadrants, while the mean position along the two
dimensions clearly identifies a “Social Democrat type” in Italy 2003 (economic mean: 8.69 – s.e.
.56; social mean: 6.53 s.e. .26) as well as in Italy 2006 (economic mean: 8.89 – s.e. .62; social
mean: 7.09 – s.e. .30)13. More in details, a stable 67% of the respondents falls in the Social
Democrat quadrant in both surveys, while roughly one fourth of experts falls in the Libertarian
quadrant. As in the previous case, also in the second scenario the mean ideal point remains fairly
stable across the two surveys.

Figure 3

A cross-national comparison

We replicated the unfolding analysis employed in the Italian case for every country surveyed in BL
that satisfies the two following conditions: 1) at least 20 respondents to the sympathy question (to
guarantee a reasonable pool of respondents for each country under investigation14). 2) at least 5

12

See Riker (1982).

13

The fact that the standard error of the economic mean is roughly two-times the standard error of

the social mean, illustrates how the respondents present a higher diversity of preferences along the
first dimension compared to the second one.
14

The only two exceptions are Norway (18 respondents) and New Zealand (19 respondents). In

both cases, however, the response rate to the survey is higher than the mean response rate for the
entire sample. Viceversa, we did not consider Turkey, despite its 29 respondents, because its rate of
11

parties considered in the survey (given that a fewer number of objects would undermine the
reliability of the unfolding analysis). As a result, for example, we did not analyze United States,
despite its 167 respondents, precisely because in this case the American experts had to evaluate
their own closeness to just two parties. These two conditions left us with 21 countries out of 47
surveyed (plus the 2006 Italian survey), and resulting in 958 expert responses (61.6% of the total
expert responses reported in BL).
Table 2 reports the mean location of experts’ ideal points in each country analyzed under the
first scenario (i.e., considering the Left-Right dimension) with the corresponding standard error. We
even reported the Overall mean for the entire sample (8.66 – s.e. .12)15. As we can see, the mean
position of the Italian political experts (both in 2003 and in 2006) is the most leftist one, followed
by Netherlands, Israel and New Zealand, while Japan, Hungary and Germany present the means
closest to the midpoint of the scale.

Table 2

The results under the second scenario are plotted in Figure 416. With the partial exception of Japan,
all expert means fall into one of the two lower quadrants. The coordinates of the Overall mean are

response is very low (9%). France was not considered because the sympathy question was not
measured in its survey.
15

As the fit of the unfold analysis improves, we get more confident about the results (including the

location of the mean), as well as about the comparability of the results. In this sense, in Table 3 we
did not report the countries that record a notably low fit (i.e., a Pearson correlation as well as a
Spearman rank lower than .65: Ireland, Poland, Slovenia and Czech Republic).
16

The economic dimension in Figure 4 comes from one of two sources, depending on the type of

country. For most countries, economic policy is represented by the “tax cuts versus spending
12

respectively: 10.31 along the Economic dimension (s.e. .15) and 6.57 along the Social Liberalism
dimension (s.e. .12). In this sense, the Overall mean position is placed right between the Social
Democrat and the Libertarian quadrants. The highest percentage of Social Democrats can be found
among the experts in Netherlands and in New Zealand (around 90%), while the highest percentage
of Libertarians can be found in Germany, Sweden and Hungary (above 70%)17. Regarding the
Italian case covered in the previous section, its two means are slightly to the left of the Overall
mean along the Economic dimension (albeit just in 2003 in a statistically significant way), while
along the Social Liberalism dimension the two Italian means and the Overall mean are remarkably
close to each other. Finally, among the patterns that arises from Figure 4, one of the most intriguing
is the rather homogenous cluster formed by the post-communist countries included in the analysis
firmly placed in the Libertarian quadrant.

Figure 4

increases” dimension (like in the Italian case). For post-communist countries, however, following
BL we employed the dimension of “state ownership of business and industry versus privatization”
dimension. To represent liberal versus conservative social policy, we used the aforementioned
“social” dimension with the exception of New Zealand where social policy was not measured. In
this case, following once again BL, we employed the immigration dimension.
17

Under the second scenario, the average Pearson correlation is .81, the average Spearman rank is

.79 and the average penalized stress value is .65. On the contrary, under the first scenario these
values are respectively .74, .72 and .74. The countries in which the second scenario improves
considerably the results compared to the first one, are New Zealand, Sweden, Czech Republic and
most notably Ireland and Poland. Viceversa, in Japan and Denmark the goodness-of-fit of the model
is better under the first scenario.
13

Expert preferences and bias: an analysis

As we emphasized in the introduction, expert surveys have nowdays become one of the main
methods (if not the main one) to detect the policy preferences of political parties. The central
question, however, is how valid is the information that one get from these surveys. The validity
question was raised prominently, from a theoretical point of view, by Ian Budge (2000)18. An
important concern is that the criteria on which experts base their judgements on can be (very)
different. One expert may be judging the position of the electorate; another, the position of the party
leadership; and yet another expert may be evaluating the views of party activists. Similarly, one
expert may conceptualize, for example, the Left-Right ideology in terms of the position of a party
on economic issues, while another may concentrate on social issues. There is, however, a more
fondamental problem that logically precedes the previous ones.
Indeed a vast empirical literature argues that party positions estimated on the basis of survey
data are not always reliable, as respondents tend to place the parties they like closer to where they
locate themselves and parties they dislike farther away than their actual position would warrant – a
phenomenon known as rationalization (Markus and Converse 1979; Gilljam 1997)19. This is a point
well recognized in BL: “the classic problem of a sample bias is not a concern [in expert surveys],

18

See also Mair (2001) and Steenberg and Marks (2007).

19

Because the problem of rationalization is widely known, it is now common for investigators to

use the mean or the median location of candidates or parties on issue scales to provide a good
estimate of the total electorate’s view of a party’s stand (Markus 1982). Razionalization effects that
push and pull individual party placement along the scale should indeed cancel out across
respondents and make the measures quite robust, unless the push (or pull) is just in one direction.
This seem our case (see below).
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even if the experts we consult hold strong political preferences, as long as these preferences do not
interfere with their expert knowledge” (BL: 90). They even propose a method to check for it.
Focusing on the general Left-Right dimension only, seen as the main dimension of political
competition, 1) they divided the expert response data into country-party sections, each section
comprising expert placements of Left-Right for the same party in the same country. 2) for each
section, they regressed experts’ placements on their sympathy scores for the party in question. 3)
they then computed the mean and variance of the predicted Left-Right score for an expert with the
“indifferent” sympathy score set to 10.5 (the midpoint of the 1 to 20 scale), thinking of this as the
“corrected” placement. 4) finally, they compared the “corrected” expert placements with the
“actual” placement (i.e., the mean score of the party as resulting from the expert survey) to see
whether these differences are statistically distinguishable.
We replicated their analysis. However, to compute the mean and variance of the predicted
Left-Right score for the indifferent expert, we used the statistical simulation software CLARIFY
(King et al. 2000)20. If, by comparing the 95% confidence interval of the actual placement and of
the "corrected" expert placement of a given party, there is no overlap, we conclude that the two
scores are indeed (significantly) different. Only if this happens, then the (eventually) ideologically
skewed nature of the population of experts would become a problem. As a result, on a pool of 158
observations (i.e., the number of parties surveyed in the countries reported in Table 2), we found 20
biased parties (12.7%)21. Table 3 summarizes them.

20

CLARIFY is a parametric simulation program that runs under Stata©. It allows the analyst to

calculate any quantities of interest from standard statistical models, reflecting at the same time the
degree of uncertainty around those quantities. More in details, CLARIFY relies on repeated random
draws from a probability distribution to learn about its characteristics.
21

This in contrast with what found in BL, where only five parties resulted biased (among the parties

which we controlled for).
15

Table 3

Almost two-third (65%) of the biased parties are extreme-right ones22. From one side one could
argue that this result is simply a statistical artifact. Indeed, such parties “seem to invite biased
perceptions by expert observers, so that the very notion of an unbiased expert observer [i.e., an
expert with a sympathy score for such parties close to the “indifferent” threshold of 10.5] is indeed
largely hypotethical” (BL: 92). However, it is worth noting that a) not every extreme-right party is
biased (just the 59%); b) not every biased-party is indeed an extreme-right one (one-third of the
total). Besides, the bias does not merely work against small (and marginal) party. Notably, in Italy
2003, three-fourth of the centre-right coalition that actually won the 2001 election appears to be
biased. In Spain, the same happens to Partido Popular and to Partido Nacionalista Vasco. In Canada
is biased a party that got the 25.5% of the total votes in the 2002 General Election, while in
Netherlands the two parties biased got toghether more than 10% of votes in 2003 General
Election23.
We can try to investigate more in depth such findings with the help of the results we got in
the previous section. In details, we estimated a logit model where our binary dependent variable is

22

To decide when exactly we can identify a party as an “extreme-right” one is of course quite

arbitrary. Here we define it as a party with a mean score higher than 17 on the Left-Right
dimension.
23

Moreover, on average, the net bias effect appears to push, rather than pull, the individual party

placement, i.e., experts who are predominantly unsympathetic to a party, seem to be rating this
party farther away than would an hypothetical “unbiased” expert. Viceversa, the analysis does not
show that experts tend to pull parties they like closer than their “corrected” position would warrant.
16

the status of partyi (0=not biased; 1= biased), and our independent variables are its average LeftRight score (LEFT-RIGHT), the distance (in absolute terms) between the mean Left-Right score for
partyi and the mean location of experts’ ideal points in partyi’s country (as reported in Table 2)
(DISTANCE), and the variance of experts’ ideal points in partyi’s country (VARIANCE). This last
variable, in particular, captures a rather simple idea: in any survey, including expert ones, being
able to rely on a variety of points of views is (usually) a good thing by itself.
Table 4 reports the results of the two models we estimated. Model I is a normal logit. Both
DISTANCE and VARIANCE are significant, and both coefficients present the expected sign. More
in details, as DISTANCE increases, or VARIANCE decreases, the probabilities of partyi of being
biased increase. Quite interestingly, the score position of partyi, while being with a positive sign
(i.e., as partyi increases its score, its probabilities of being biased increase), is only significant at
90%. Note, however, that the number of observations in our analysis is fairly low (just 158) and that
the population fraction of events is enough rare (12.3% of the cases have values of 1). Knowing that
logit coefficients are biased in small sample (under about 200) and that logit can substantially
understimates the probability of rare events, we therefore also estimated a model using rare events
(RE)logit (Model II)24. As a result, now the impact of LEFT-RIGHT becomes clearly (statistically)
insignificant25.

24

(RE)logit implements the procedures suggested in King and Zeng (1999a,b) for generating

approximately unbiased and lower-variance estimates of logit coefficients and their variancecovariance matrix by correcting for small samples and rare events.
25

On the contrary, the LEFT-RIGHT variable is significant at 95% when we estimate both models

without controlling for the impact of the other two covariates. In other words, the impact of LEFTRIGHT on the probabilities of being biased runs (partially) through the other two variables. Note
that the degree of multicollinearity between our independent variables is negligible.
17

Table 4

In this regard, Figure 5 plots the predicted probabilities of being biased by DISTANCE at four
different values of LEFT-RIGHT (holding VARIANCE at its sample mean) according to the
estimates of Model II. As can be seen, for low values of DISTANCE, the probabilites remain quite
similar in the four cases, and it is only when DISTANCE increases above 6 that the probabilites
build quite rapidly for the two higher Left-Right scores. In particular, the full effect of DISTANCE
for a right-wing party (i.e., with a score of 15) is .66, and for an extreme-right party increases to .74
26

. Besides, there is a not negligible chance of being biased (according to the model) even for a

centrist party (i.e., with a Left-Right score of 10.5). For example, a standard deviation increase in
the mean value of DISTANCE, increases its probabilities of being biased by 260% (from 3.2% to
12.1% in terms of predicted probabilities, holding VARIANCE at its sample mean). Even if the
absolute risk (i.e., the probability that an event occurs given chosen values of the explanatory
variables) is not huge (but still remarkable), the increase in the relative risk is impressive and it
deserves to be stressed27.

26

The full effect is calculated by substracting the probability associated with the lowest value of the

independent variable from the probability associated with the highest value of the independent
variable.
27

In a similar fashion, decreasing VARIANCE by one standard deviation from its mean (holding

the other two covariates at their sample mean) increases the relative risk of a party being biased of
almost 200% (from 3.2% to 9.4%). Relative risks are typically considered important in rare event
studies (like for example in International Relations studies on the determinants of wars) if they are
at least 10-20%, but of course they can range much higher and have no upper limit. On the
difference between absolute and relative risk, see King and Zeng (2001a, b).
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Figure 5

Summing up, it seems that a razionalization problem is indeed present even in BL expert survey.
This bias is relevant because it can jeopardize the usefulness of expert scores for empirical analysis,
given than now we do not have anymore any reliable positions for the biased party. For example, if
the presence of bias implies a different ranking of parties along the Left-Right dimension, the
location of the median party in a given party system can become an impossible task. And so on.
Of course it is still possible that our results, and the consequent level of bias (1.2 out of 10
parties), have nothing to do with the “true” characteristics of the different communities of political
experts. As is well known, information drawn from individuals (as well as experts) is quite
vulnerable to selection bias. Besides, the selection bias is often due to low response rates. In this
regard, the mean response rate for BL records a not-so-high 28%.
Unfortunately, we have no way to check for it directly. Nevertheless, even in the BL survey
there are some good news. Indeed no single party under the second scenario (Figure 5) appears to
be biased in both the policy dimensions therein considered (the Economic and the Social
dimensions). Besides, we have just 2 parties (1.1%) biased in the Economic dimension (Forza Italia
in the Italian 2003 survey and Partido Popular in Spain), and 6 (3.2%) in the Social one (most
notably the SPD in Germany and AN in the Italian 2003 survey). As a result, instead (or in
addition) of trying to increase the rate of response in the hope of decrasing the level of bias (if a
selection bias problem is indeed present), a good advice would be to attempt to give a more
circumscribed policy-meaning to the questions administered, avoiding as far as possible ambiguous
terms such as, precisely, “Left-Right”. Huber and Inglehart’s (1995) conclusion from a relatively
open-ended expert survey to measure Left and Right in 45 countries was that the Left-Right
dimension “is an amorphous vessel whose meaning varies in systematic ways” (Inglehart and
19

Huber, 1995: 90) depending on national political, economic, and social contexts. The uncertainty of
resulting Left-Right locations can therefore render expert judgements unreliable. Our results point
in the same direction, suggesting in addition that it is probably the inherent ambiguity of a label as
“Left-Right” that can make appear a bias against some parties among the experts28.

Conclusion

Expert surveys have become increasingly popular among political scientistic for a variety of (good)
reasons. However, even this method to detect the policy preferences of parties is not without flaws.
In this paper we used the latest expert survey of Benoit and Laver (2006) to unfold the ideal points
of the political experts who actually answered to the survey. By doing this, our attempt was not
only descriptive. On the contrary, we took in serious consideration the aferomentioned problem. In
particural we showed how in more than 10% of the parties analyzed, there seems to be an evidence
of bias in the expert placements of parties along the Left-Right dimension, especially against rightwing parties (not necessarily extreme-right ones). Moreover, the Left-Right position of a party
appears to be less important than the policy preferences of experts (and their variance) to explain
the probability of a party being biased. This result could be due to a low rate of responses that
elicits a self-selection bias among the experts. However, the bias is less pronounced when we pass
from a label as “Left-Right” to less abstract policy dimensions (like Taxes vs. Spending or Social
policies). In this regard, while our analysis suggests that any precise assesment of the positions of
28

As stressed, in BL survey it was explicitly asked to locate each party on a general Left-Right

dimension, taking all aspects of party policy into account. Moreover, BL devotes an entire chapter
of their book to analyze the substantive meaning of “Left” and “Right” in specific national contexts.
Our findings, however, suggest that a label as “Left-Right” can remain quite difficult to handle for
analytical purpose.
20

parties along the Left-Right dimension should be treated cautiously, especially in some given cases,
on the other hand it reassures us about the use (and the usefulness) of expert parties scores along
other more specific policy dimensions29.

29

Steenberg and Marks (2007), for example, proves the validity of their expert survey to locate

party positions on Europe integration. In their case, however, the policy-content of the dimension
analyzed is well-enough defined.
21
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Tables
Table 1: Summary Data from the Italian expert survey (2006)

Economic

EU
EU
EU
Social Environment Decentralization Peacekeeping Immigration Deregulation Accountability Authority

LeftRight

Rc

3.57

3.34

5.25

13.74

16.89

2.85

3.13

7.26

11.38

2.28

Pdci

3.56

4.09

6.09

13.38

15.94

3.37

3.59

7.53

10.53

3.05

Green

5.44

3.28

2.30

11.30

15.90

3.32

5.53

6.56

7.65

4.15

Ds

6.39

5.78

7.97

9.47

8.00

4.90

7.64

6.36

5.68

6.10

Rose

11.75

1.94

10.41

8.70

5.70

6.43

14.29

5.63

6.45

8.19

Marg

8.97

12.59

9.14

9.71

7.23

7.03

10.17

7.21

6.16

8.51

Iv

8.52

9.04

9.00

10.86

8.06

8.79

8.58

7.33

7.62

9.35

Udeur

9.16

16.36

11.89

11.72

7.33

10.18

9.25

10.14

9.91

10.60

Pri

13.64

8.18

14.70

9.14

5.62

11.53

14.09

8.71

8.88

11.64

Npsi

11.26

6.68

11.80

9.45

6.63

10.11

11.64

9.75

9.58

11.82

Udc

10.67

17.68

12.71

10.77

6.97

11.59

10.43

10.72

9.47

12.33

Fi

16.82

13.84

17.32

8.03

6.39

14.66

15.74

15.30

15.74

14.98

An

10.41

17.68

14.42

13.62

6.00

16.43

8.62

14.65

13.53

16.28

Ln

16.39

18.38

16.26

2.11

12.19

19.33

14.49

16.16

18.76

17.30

Msft

7.78

18.96

12.40

17.91

11.56

19.14

5.40

18.19

17.64

19.03

As

7.81

18.76

12.82

17.67

10.47

19.37

5.52

18.06

17.75

19.08

Table 2: Cross-national comparison of the ideal points of the respondents along the Left-Right dimension:
1=Left, 20=Right. The mean expert position reported
Country
Italy03
Italy06
Netherlands
Israel
New Zealand
Switzerland
Belgium
Norway
Spain
Canada
Denmark
Finland
Uk
Portugal
Sweden
Germany
Hungary
Japan
Overall Mean

mean
6.02
6.42
6.68
6.91
6.92
7.48
7.71
8.20
8.64
8.65
8.67
9.02
9.30
9.53
9.99
10.13
10.33
10.73
8.66

25

s.e.
0.40
0.51
0.34
0.80
0.79
0.54
0.51
0.70
0.28
0.30
0.86
0.48
0.33
1.04
0.46
0.14
0.35
0.72
0.12

obs.
51
40
20
28
19
47
21
18
75
99
23
32
58
20
61
91
37
44
784

Table 3: Parties for which the respondent sympathy affects Left-Right placement
Mean

National Democratic Party (NPD - Germany)

obs.

mean

82

19.66

Clarify

95% c.i.
19.52

19.79

point estimation
17.18

95% c.i. (1)
15.35

19.00

Movimento Sociale Fiamma Tricolore (MSFT - Italy 2006)

36

19.42

19.17

19.66

16.36

13.97

18.67

German People's Union (DVU - Germany)

86

19.40

19.23

19.56

16.27

14.12

18.38

Alternativa Sociale (AS - Italy 2006)

37

19.08

18.76

19.40

12.86

9.03

16.71

National Front (FN - Belgium)

19

18.90

18.19

19.61

14.17

12.83

15.55

Flemish Bloc (FB - Belgium)

20

18.86

17.98

19.74

16.14

14.61

17.75

Republicans Partei Rechtsstaatlicher (REP - Germany)

82

18.84

18.59

19.08

14.31

12.43

16.21

Schweizer Demokraten (SD - Swizerland)

44

18.55

17.69

19.40

10.23

4.34

16.28

Act New Zealand (ACT - New Zealand)

19

18.15

17.47

18.83

16.20

14.98

17.45

Lijst Pim Fortuyn (LPF - Netherlands)

20

17.62

16.69

18.55

14.83

12.72

16.67

Partey Rechtsstaatlicher Offensive (SCHIL - Germany)

84

17.54

17.21

17.87

15.12

14.33

15.95

Canadiana Alliance (CA - Canada)

101

17.46

17.09

17.82

16.38

15.77

16.95

Eidgenšssische Demokratische Union (EDU - Switzerland)

40

17.45

16.65

18.25

14.16

11.90

16.26

Partido Popular (PP - Spain)

76

16.99

16.50

17.47

15.17

14.55

15.77

Lega Nord (LN - Italy 2003)

50

16.98

16.45

17.51

14.05

11.98

16.13

Alleanza Nazionle (AN - Italy 2003)

51

16.96

16.54

17.38

15.66

14.72

16.47

Forza Italia (FI - Italy 2003)

51

15.61

14.97

16.25

13.56

12.55

14.59

Perussuomalaiset (PS - Finland)

32

15.44

14.23

16.65

9.90

5.94

13.64

Partido Nacionalista Vasco (PNV - Spain)

75

14.50

13.91

15.09

13.12

12.39

13.90

Groen Links (GL - Netherlands)

20

4.95

4.30

5.60

7.13

6.15

8.08

Table 4: Models estimates for the probability of being biased
(standard error clustered over countries): logit model and (RE)logit model
Model estimates
Constant
LEFT-RIGHT
DISTANCE
VARIANCE
Model summary
Number of cases
Likelihood ratio
Hosmer-Lemeshow’s test
McFadden's R2
McFadden's Adj R2

Coefficient
-6.28
.222
.424
-.215
Statistic
158
58.65
11.86
0.489
0.422

Model I (logit)
s.e.
95% c.i.
1.75
-9.71
-2.86
.129
-.0315
.475
.135
.160
.688
.076
-.365
-.066
P-value
0.000
0.157
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Coefficient
-5.09
.135
.444
-.201

Model II (relogit)
s.e.
95% c.i.
1.71
-8.44
-1.75
.126
-.112
.382
.131
.186
.701
.074
-.346
-.055

Figures
Figure 1: Relationship between the Left-Right score of a party and its average level of sympathy
(Expert survey: Italy 2003 and 2006)

Figure 2: The Kernel density distribution of the ideal points of the respondents along the Left-Right
dimension (Italy 2003 and 2006): 1=Left, 20=Right.
Mean expert position reported with its .95% c.i.
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Figure 3: The mean expert position in the second scenario (Italy 2003 and 2006)

Figure 4: The mean expert position in the second scenario (all countries considered)
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Figure 5: Predicted Probabilities of Being Biased by Distance
(selected Left-Right Party Score) – Model II estimates

Appendix
Key to party acronyms reported in the tables: Rc = Communist Refoundation Party; Pci = Italia Communist
Party; Pds = Democratic Party of the Left; Ds = Democrats of the Left; Psi = Italian Socialist Party; Psdi =
Italian Social Democratic Party; Psu = United Socialists Party; Pri = Italian Republican Party; Dc = Christian
Democracy; Ppi = Italian Popular Party; Pli = Italian Liberal Party; Pr = Radical Party; Ccd = Christian
Democratic Centre; Ln = Northern League; Msi = Italian Social Movement; An = National Alliance; Fi = Go
Italy.
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Introducing the Manifesto Data: Background
TEXTS AS DATA
Political texts are at once the most widely available source of evidence about politics and the most neglected in terms of quantitative analysis. Practically everything
that gets done politically is recorded in protocols or minutes, issued as directives
or laws, or reported as proceedings of committees or legislative bodies. Political
causes are advocated in recorded speeches and interviews, pamphlets, posters,
and, of course, party platforms and manifestos. The latter are unique in being
the only authoritative party policy statement approved by an oﬃcial convention
or congress. Possibly because of this they stand alone in being full ‘ﬁve year plans’
for the development of society.
Political historians and commentators have, of course, always used texts as their
major source. But they have done so selectively—giving rise to controversy about
bias and unrepresentativeness in the evidence. This extends to the reading and
reporting of the texts themselves. Quantitative analyses in the form of counts of
key words, sentences, or expressions can be carried out according to speciﬁed procedures over the whole range of relevant documents. This provides a superior basis
for tackling problems of selection, reliability and validity, or at least specifying
them clearly so they can be taken into account in evaluating results.
This book, like its predecessor, reports procedures and results for one series of
political documents, the programmes parties issue for elections. All the (quasi-)1
sentences in each document are classiﬁed into a set of policy-related categories
according to an established set of rules and instructions (speciﬁed in Appendix II).
Each decision is recorded on a copy of the original document so that it can be
reviewed and corrected if necessary. The distribution of sentences over the categories is what distinguishes one document from another. Shifts in the distribution
mark policy changes over time and highlight diﬀerences in one party’s document
as compared with others. Parties can be compared in this way with each other, at
any one election: in terms of their ‘tracks’ from one election to another; and either
within countries or across countries.
These dynamic estimates contrast with the other main measure commonly
employed to estimate party policy positions—‘expert judgements’ based on survey
responses of political scientists in each country to questions set by the investigators
about where the national parties stand. Being essentially qualitative judgements
couched in quantitative form (e.g. placement of parties on a ten-point scale) they
share many of the problems of historical judgement—primarily the question of
what evidence the party placements are based on, and whether this is the same
as that used by the other experts involved in the survey (Budge 2000). Such
judgements give a little more precision to traditional ‘party family’ classiﬁcations
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(McDonald and Kim 2007). But being based on long-standing ideological positions they do not relate to any clearly speciﬁed time point such as a particular
election, and hence lack any dynamic quality (McDonald and Mendés 1999).
Documentary estimates do possess these qualities. However, their major disadvantage is the immense amount of time and resources necessary for hand-coding
large numbers of documents. The estimates reported here are based on the labours
of more than ﬁfty coders over twenty-ﬁve years, not to mention the eﬀorts of
supervisors and other members of the team, with ﬁnancing from the WZB. Over
the lifetime of the entire MRG/CMP programme (1979–2003 and continuing)
perhaps a million and a half euros have been invested in data gathering and
preparation.
This makes clear what a precious resource is being opened to readers of this and
the previous Oxford University Press volume! The expense and eﬀort involved also
explain why ours is the only comparative text-based data-set of its kind and why
short cuts like expert judgements are often taken. The costs are prohibitive and it
is only the dedication of the original MRG and the institutional basis provided by
the Wissenschaftzentrum which explain the data-set’s existence.
However, for the reasons given above many such text-based data-sets are essential to the development of systematic political science. As a result eﬀorts have
increasingly been devoted to computerizing content analysis. Texts can be read in
as raw data and words processed into numbers using one of several programmes
now available (see Chapter 6). This may well be the way content analysis will go in
the future. In Chapter 6, we consider the progress that has been made and how far
computerization incorporates the basic logic of the approach we have employed
in hand-coding. Before we embark on more detailed discussion, however, we
should summarize the development of the manifesto data as they now stand, thus
concretely illustrating the strengths and weaknesses of the estimates we present in
this book.

THE MANIFESTO RESEARCH GROUP AND COMPARATIVE
MANIFESTO PROJECT 1979–2004
The MRG was formed in 1979 by Ian Budge and David Robertson, both at that
time in the Department of Government, University of Essex. It was constituted
formally as a Research Group of the European Consortium for Political Research
(ECPR) which hosted many of its early meetings and obtained funding from the
Volkwagenstiftung and Tercentenary Fund of the Bank of Sweden. This supported
most of its work in the 1980s.
Operationally the MRG consisted of a number of political scientists who were
interested in two questions: (a) what political issues divided post-war political
parties and (b) were they converging or diverging in ideological or policy terms?
The last question had practical implications for interpretations of post-war politics. But it also had theoretical implications for ‘rational choice’ interpretations of
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party strategic behaviour. Downs’ inﬂuential interpretation of two party competition (Downs 1957: 112–19) would lead to expectations of party convergence on
the position of the median voter. The manifesto data allow us to see in practice
whether this occurred.
The MRG grouped country specialists with the requisite language ability and
substantive knowledge, whose interest was primarily in the politics of ‘their’ country, and comparativists who often had wider theoretical interests. The object was
to produce a book which would analyse party divisions within separate chapters
for each country—however within a common framework which permitted some
comparative analysis and conclusions at the end (Budge, Robertson, and Hearl
(eds.) 1987).
Robertson had already carried through a pioneering analysis of British party
manifestos 1922–74 (Robertson 1976). The coding scheme based on reading these
documents counted their sentences into twenty-two general policy areas. What
the count of sentences over these categories recorded was the relative emphasis
parties placed on them, not positive or negative references made to them. Political
opposition was expressed by emphasizing another issue—peace, say, as opposed
to military strength, freedom as opposed to planning, and so on.
It is important to emphasize two points about this coding, which formed
the basis for the ﬁnal MRG scheme applied to the documents covered here
(Appendix II). One is that it derived from the documents themselves: relative
emphases were the way in which British parties expressed themselves. Second,
confrontation between the parties is there, but it takes the indirect form of emphasizing another issue rather than direct negative comment on a rival position on
each issue. Budge and Farlie (1977, and especially 1983) who extended Robertson’s
coding to the USA (1922–76), developed a ‘saliency theory’ of party competition
from the success of relative emphases as a coding scheme (see below and also
Stokes 1966; Riker 1993; Budge et al. 2001: 78–85). However, one could use relative
emphases to count words or sentences without necessarily subscribing to saliency
theory.
Indeed some members of the original MRG found it hard to believe that relative
emphases were the main way parties diﬀerentiated themselves from each other,
in spite of the British and American evidence. Hence, the compromise coding
scheme drawn up in 1979 created a number of pro and con categories in issue
areas where direct confrontation between opposing policies seemed most likely
to occur. This scheme is summarized in Table I.1 (see Appendix II for a detailed
presentation).
When results from the actual coding came in about a year later it emerged that:
(a) national parties generally emphasized either pro or con positions but not
both in any one issue area;
(b) the undiﬀerentiated categories (i.e. those deriving from or developed in
sympathy with the earlier relative emphases coding) performed well in diﬀerentiating parties. As a result MRG coding practices developed from then on the basis
of a relative emphases approach.
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Table I.1 The standard MRG/CMP coding of election
manifestos 1945–98
Domain 1: External Relations
101
Foreign Special Relationships: Positive
102
Foreign Special Relationships: Negative
103
Anti-Imperialism: Negative
104
Military: Positive
105
Military: Negative
106
Peace: Positive
107
Internationalism: Positive
108
European Community: Positive
109
Internationalism: Negative
110
European Community: Negative
Domain 2: Freedom and Democracy
201
Freedom and Human Rights: Positive
202
Democracy: Positive
203
Constitutionalism: Positive
204
Constitutionalism: Negative
Domain 3: Political System
301
Decentralization: Positive
302
Centralization: Positive
303 Governmental and Administrative Eﬃciency: Positive
304
Political Corruption
305
Political Authority: Positive
Domain 4: Economy
401 Free Enterprise: Positive
402
Incentives: Positive
403
Market Regulation: Positive
404
Economic Planning: Positive
405
Corporatism: Positive
406
Protectionism: Positive
407
Protectionism: Negative
408
Economic Goals: Positive
409
Keynesian Demand Management: Positive
410
Productivity: Positive
411
Technology and Infrastructure: Positive
412
Controlled Economy: Positive
413
Nationalization: Positive
414
Economic Orthodoxy: Positive
415
Marxist Analysis: Positive
416
Anti-Growth Economy: Positive
Domain 5: Welfare and Quality of Life
501
Environmental Protection: Positive
502
Culture: Positive
503
Social Justice: Positive
504
Welfare State Expansion
505
Welfare State Limitation
506
Education Expansion
507
Education Limitation
Domain 6: Fabric of Society
601
National Way of Life: Positive
602
National Way of Life: Negative
603
Traditional Morality: Positive
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604
605
606
607
608

Traditional Morality: Negative
Law and Order: Positive
Social Harmony: Positive
Multiculturalism: Positive
Multiculturalism: Negative

Domain 7: Social Groups
701
Labour Groups: Positive
702
Labour Groups: Negative
703
Agriculture: Positive
704
Middle Class and Professional Groups: Positive
705
Minority Groups: Positive
706
Non-Economic Demographic Groups: Positive

An unanticipated consequence of imposing these initial checks was, however,
that a number of explicitly pro and con categories were built into the coding
scheme. Production coding of manifestos from 1945 to 1982 had already incorporated them, and future coding had to include them to maintain comparability. The
‘minority’ category on each set of paired pro and con positions did not generally
attract a high number of references. Hence, it was still possible to regard the coding
scheme as essentially based on relative emphases. But it was not an entirely pure
reﬂection of them.
This ambiguity carries several implications for users of the data:
(a) it makes the estimates more ﬂexible, in that those who wish to devise paired
confrontations from the data can do so (Table 6.1). Such confrontations include
both the original pro and con codings and ‘relative emphasis’ categories that can
be taken as opposed (e.g. ‘freedom’ vs. ‘planning’). As we point out, it is not
clear whether the diﬀerent types of pairing reﬂect the same kind of opposition,
however—a point developed below in relation to Table 6.1.
(b) inclusion of pro and con categories in addition to relative emphases, which
might also be taken as indicating support or opposition in that speciﬁc instance,
contributed to ‘noise’ and coding error. It was unclear whether a reference such
as ‘beating swords into ploughshares’ should be coded simply as ‘peace’ or as
‘military negative’. In contrasting the explicitly pro and con positions towards an
issue, it is therefore unclear whether these account for all references to the topic
in the manifesto or whether there has been some ‘seepage’ of references out to
another issue area.
One reaction to these possibilities is to aggregate categories so that those which
may have been somewhat confused with each other in coding are grouped on
the same side of a scale thus improving overall validity and reliability. The prime
example of this is the Left-Right continuum discussed below (Table 1.1).
Another consequence of early group discussions, with far-reaching consequences for coding, was the anxiety of country specialists about providing a suﬃciently subtle coverage of ‘their’ national politics. This resulted in a multiplication
of the number of categories from Robertson’s original 22 (1976) to a ﬁnal 56.
Having more detail may be a strength. However, it turned out that many of the
new categories attracted few references (between a third and a half of speciﬁc
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scores in the data-sets are zero). They also increased ambiguity about where to
locate sentences. Less serious was the allowance made for country specialists to
create subcategories under general categories of the coding scheme which could
be aggregated back to the general category (Budge, Robertson, and Hearl 1987:
466–7; Budge et al. 2001: 98). Most of these, contrary to the original expectations
of the researchers, were also thinly populated and so have been mostly used
in aggregate form. However, they are always available for those with particular
interests to pick out and use and may be of special interest to CEE specialists
seeking to detail events after 1990 in speciﬁc countries (see Appendix II).
These early MRG discussions feed directly into the uses that can be made of
the codings and the interpretations put upon them. New users need to be alerted
to this. In Chapter 6, we take up some of these points and indicate in detail how
on the one hand they permit extended applications of the data and on the other
impose cautions and constraints.
With these crucial decisions made, the MRG forged ahead with production coding from 1980 to 1983, eventually covering the nineteen countries whose analysis
is reported in Ideology, Strategy and Party Change (Budge, Robertson, and Hearl
(eds.) 1987). This helped to develop many of the techniques reported above such
as aggregating individual categories through factor analysis to describe the policy
dimensions within which parties diﬀerentiated themselves. With regard to the two
original questions which had motivated the group (a) the main policy dimension
parties emphasized, quite against MRG expectations, was the Left-Right one (see
Table 1.1 for the issues which deﬁne this), (b) parties did converge in Left-Right
terms over the thirty-year period examined. But parties moved so much and
judgements were so conditioned by the ﬁrst and last years chosen for comparison
that the more considered conclusion was that there was no irrevocable tendency to
either convergence or divergence but simply ﬂuctuation within a deﬁned and consistent party policy space. (The ﬂuctuations were probably inﬂuenced by strategic
considerations (cf. Adams 2001).)
By the time the original book was published it had become clear that the
MRG policy estimates were capable of adaptation and extension to many other
research purposes important for democracy. From 1983, they were applied to
coalition formation and policymaking (Laver and Budge (eds.) 1992), leading to
the conclusion that policy proximity did not really work as an explanation of why
parties joined coalitions.
By this time the MRG was winding down. Many original members left having
answered their initial research questions. The data and document collections
clearly had a potential for general research in and beyond political science (cf.
citations in the Bibliography of Manifesto-based Research). To preserve them,
the collection of original documents was partly published in microﬁche (Hearl
1990) and deposited at the German Social Science Archive at Cologne. Updated
and periodically extended, these collections are available for interested scholars
through the archive (za@za.uni-koeln.de). The data up to 1988 was also deposited
at the British Social Science Data Archive at Essex. The full data-set up to 2003 is
now available at both archives.
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Collection and coding of documents in most of the original countries and
eventually in all OECD members was passed over to the CMP based at the WZB
in 1989 and directed by Andrea Volkens, using a worldwide network of coders.
At the same time a separate initiative of Hans-Dieter Klingemann and the WZB,
also directed by Volkens, covered collection and coding of party programmes in all
the emerging democracies of CEE, as far as the Caucasus. This is the basis for the
major time series reported in this book and CD-ROM for CEE countries 1990–
2003 (the corresponding OECD estimates being also reported for comparisons
and checks). Needless to say the CEE project, though formally distinct, was carried
through using the same procedures and coding as the OECD ones. So, they are
totally comparable.
With consolidation and continuance of the time series assured, a reduced
MRG carried on substantive research which supplemented the manifesto material
with public policy indicators such as expenditures (Klingemann et al. 1994)—
conclusion, that party emphases and expenditure change generally track each
other across ten democracies, as required by mandate theory. A further investigation of the operation of the median mandate (McDonald and Budge 2005)
has been published by Oxford University Press. A taster of how the manifesto
median estimates enable us to investigate democratic relationships is provided in
Chapter 7. Other research has focused on patterns of party interaction revealed
by the estimates, within a post-Downsian perspective (Downs 1957; Budge 1994;
Adams 2001). A number of further research developments, which use the manifesto estimates in diﬀerent ways, can be found in Bara and Weale (2006).
The last substantive publication of the MRG itself was of course the predecessor
to this volume (Budge et al. 2001). It presented the full time series for OECD
countries and Israel up to 1998 on a CD-ROM available for immediate use. The
text illustrated uses to which the data could be put, extended them to government and (median) electoral preferences, described coding and computational
procedures, and applied tests of reliability and validity. It argued for macrolevel
assessment of the estimates rather than mechanical inter-coder reliability checks,
given the constantly expanding nature of the data and the diﬀerent languages
involved. However, a generalized measure of error for Left-Right estimates was
presented (Heise 1969; Budge et al. 2001: 139). This is extended here (Chapters 4
and 5).
Previous methodological assessments are equally applicable to the data we
report here, so we shall not repeat them but simply consider relevant points.
Interested readers should go back to the ﬁrst volume for a full account. However, some aspects of the methodology have emerged as requiring more detailed
consideration and we go into them in Chapters 2–6. One topic we raise is the
extent to which party election programmes (manifestos, platforms) should be
considered as statements of underlying party ideology or simply of current policy.
These are clearly not the same thing though they may inﬂuence each other as we
argue below.
We realize, of course, that most readers will be interested primarily in what
our estimates tell them about real politics, particularly in CEE over the past two
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decades. While methodological discussions inform us about the basis on which
estimates were made they are no substitute for the estimates themselves—which
we now report in Chapter 1 as ‘maps’ of party movement along the Left-Right
dimension.

NOTE
1. A ‘quasi-sentence’ is deﬁned as an argument or phrase which is the verbal expression of
one idea or meaning. It is often marked oﬀ in a text by commas or (semi-)colons. Long
sentences may contain more than one argument so that they need to be broken up into
quasi-sentences.

4
Evaluating Validity with the Standard
Left-Right Scale: Matching Measurements
to Conceptual Intentions
The mappings based on the standard MRG Left-Right scale distinguish between
parties reasonably well and in plausible ways, grouping them to Left and Right
as we would broadly expect and identifying changes which we can link to known
historical events. This is true not only for the ex-Communist countries studied in
Part I but also for the range of established post-war democracies examined in our
previous volume (Budge et al. 2001: 24–50). Thus far, therefore, our representations pass the test of face validity.
Here we want to push the issue further and move beyond our own interpretations of the valid conﬁrmations we think we see in the data. One is entitled to ask,
for instance, whether the rich cross-temporal variation we see in Left-Right scores
is really informative or, instead, reﬂects errors in recording essentially stable and
ideologically ﬁxed policy positions of the parties (Pelizzo 2003). This is particularly pertinent as the major alternative measures of party positions, expert judgements, do give relatively stable and ﬁxed estimates (Budge et al. 2001: 128–30).
One is also entitled to ask whether this rich cross-national variation really allows
us to use Left-Right scores to validly analyse cross-national comparisons of policy
choices by voters, parliaments, and governments.

VALIDITY: WHAT IS INTENDED FOR LEFT-RIGHT
MEASUREMENTS?
To address the question of measurement validity, one asks how well the scores
assigned to parties match what one intends to measure. Chapter 1 described the
thinking and procedures that gave rise to the content of the MRG/CMP LeftRight scale. There we also remarked that our intention has been to produce a
Left-Right score for each party-in-an-election based on its oﬃcial programme.
With valid election-speciﬁc information of this sort one can inquire about party
competition in an electorate (Budge and Farlie 1977; Budge, Robertson, and Hearl
1987), policy-based coalition formation (Laver and Budge 1992), parties in the
policymaking process (Budge and Hoﬀerbert 1992; Klingemann et al. 1994), and
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parties in the democratic process generally (McDonald and Budge 2005). Both
the input intention, in relation to scale construction, and output intention, in
regard to scale application, are equally important considerations. Together they
reveal all the major elements necessary for evaluating the validity of our LeftRight scores: we want comparable cross-national and cross-temporal Left-Right
scores that signal parties’ policy commitments to the electors they are promising
to represent.
A major alternative to the CMP Left-Right scores are the Left-Right scores
produced by expert surveys. They have been produced with the same intentions.
Peter Mair and Frank Castles report that their expert survey was motivated by
two concerns: (a) ‘left-right diﬀerences between parties had a major relevance for
public policy outcomes’ and (b) ‘left right diﬀerences between parties were . . .
relevant to policy-based coalition[s]’ and ‘crucial to the functioning of party
systems more generally’ (Mair and Castles 1997: 151). And eschewing reliance
on personal impressions or party family distinctions, they felt that ‘what was
needed . . . was a more systematic data base, in which variations across a common
cross-national scale could be compared, and in which real diﬀerences between
parties could be measured’ (Mair and Castles 1997: 151).
Both approaches are in the best tradition of a scientiﬁc research programme.
They start with impressions, translate the impressions into hypotheses, and recognize that personal impressions are not necessarily interpersonally comparable—
what looks leftist to us may look mainstream centrist to you. They also refuse
to take the easy road by relying on easy-to-access extra-personal categories, such
as party families. Family aﬃliation is a good rough indicator of party positions
within a nation, but relying on family aﬃliations across nations requires us to
ignore diﬀerences within family groupings. That would make all cross-national
diﬀerences entirely dependent on which families are present in a party system,
and it would require acceptance of static positioning across time. The question at
hand is how far do the two approaches carry the scientiﬁc programme towards a
valid conclusion, to a valid set of measurements.
We undertake four analyses. The ﬁrst involves the preliminary step of showing that the CMP Left-Right party positions are a good match to three expert
surveys—Castles and Mair (1984), Laver and Hunt (1992), and Huber and Inglehart (1995). With that as the backdrop, our second analysis proceeds to ask
whether there are dynamics in the Left-Right party positions that are worth
recording and taking into account. Our third analysis considers cross-national
comparisons by asking how far expert surveys and the CMP carry the measurements beyond the impoverished designations based on party–family aﬃliations.
Our fourth and ﬁnal analysis looks into the reportedly anomalous cases of radicalright parties where, despite their historical extremism, the CMP does not always
designate these parties as the most extreme-right parties in a nation.
The results allow us to draw a rather sharp distinction between what the expert
surveys and CMP are measuring. On the expert survey side we see a record
of party positions based on long-run reputation. Party reputations are mostly
stable, so the expert surveys lack a dynamic quality. Reputations are also so
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strongly associated with a party’s family aﬃliation that the survey results lack
some degree of cross-national comparability. Third, extreme-right parties have
reputations based principally on select policy issues, and expert surveys appear
to add extra weight to those issues when assigning Left-Right positions to such
parties.
On the CMP side of the line we see a record of policy promises. There are identiﬁable dynamics in party position taking; at least one-third of parties take systematically diﬀerent positions across time. There are within-family cross-national
diﬀerences that matter for making valid cross-national comparisons. And, while
radical-right parties are characterized as extremists for their authoritarian and
exclusionary policies on social integration and immigration, their positions across
the whole set of issues that comprise a Left-Right dimension are not so extreme
after all.

LEFT-RIGHT PARTY POSITIONS IN THE CMP
AND EXPERT SURVEYS
Left-Right is the core currency of political exchange in Western—and indeed
new—democracies (cf. Chapter 3). It is ever present in our thinking about politics
even though it cannot be said to tell us everything we want to know. Here we want
to know how similar the tale is when recorded by expert survey and CMP data.
The three expert surveys and the CMP cover in common seventy-nine parties
in seventeen Western nations.1 The Castles–Mair and Huber–Inglehart surveys
were expressly designed to locate parties in the Left-Right space. Laver–Hunt
asked experts to place parties along a pro–con continuum in each of eight policy
categories.
Figure 4.1 records the commonality in Left-Right party scores for the two LeftRight expert surveys and the CMP, as located in a factor space deﬁned by those
three scores and the eight policy categories scores from Laver–Hunt. Five of the
eight Laver–Hunt issue categories are highly correlated with Left-Right, though
party alignments on the environment, urban interests, and decentralization leave
room to manoeuvre. After extracting two dimensions (varimax rotation, with
dimension extraction for eigenvalues ≥1.0), we rotated the axes so that the ﬁrst
factor would indicate Left-Right as marked by Castles–Mair while having no
relationship to the second factor. This makes factor one something close to a LeftRight factor and nothing else. With that, each squared loading (communality, h 2 )
on factor one can be interpreted as a statement of the validity of each measure as
an indicator of party Left-Right positions.
Castles–Mair and Huber–Inglehart are, by the factor analytic standard applied
here, the two most valid measures. Each has a communality, h 2 , in the vicinity of
0.9. The CMP is a valid indicator, again by the standards of validity founded on
this factor analysis, but about a sixth of its variance is distinctly diﬀerent from that
of the expert surveys, i.e. h 2 = .872 = .76, and 1 (.76/.90) = .16.
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Fig. 4.1. Factor analysis of Left-Right scorings in two expert surveys and the MRG/CMP
scale, together with expert placements of parties on eight speciﬁc policy scales

What contributes to CMP distinctiveness? One possibility is that the CMP contains one-sixth more noise than the expert measures. Another possibility, which
our analyses support, is that the so-called speciﬁc variance in CMP scores (where
total variance is composed of commonly shared plus indicator-speciﬁc plus error
variances) is informative cross-temporal and cross-national variation that goes
unrecorded by the expert scores.
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PARTY POSITION DYNAMICS
Elsewhere McDonald and Mendés have shown that three sets of expert survey
scores from the early 1980s through early 1990s are highly reliable but have very
little dynamic variation (McDonald and Mendés 2001: 100). Ninety-eight to 99
per cent of the reliably estimated cross-time variation is stable. A re-analysis that
extends the analysis to 2002–3 is very much in line with these stability estimates.2
This is troubling because it presents us with the possibility that the expert scores
are akin to locating parties in the Left-Right space according to their party–family
aﬃliation. Measurements based on family aﬃliations would be highly reliable
from one decade to the next, but we would be hard-pressed to ﬁnd dynamic
variation.
Are the expert scores missing any important dynamic variation? We investigate
that possibility for party Left-Right locations of eighty-one parties in seventeen
Western nations.3 Except for two Danish parties and with allowance for the special circumstances of Belgium, France, Italy, and the Netherlands, the eighty-one
parties include those for which we have data on coded manifestos in consecutive
elections totalling more than half of a nation’s elections from the late 1940s
through 1998.4 The Belgian parties split along the lines of language during the
period 1968–77, and we treat the pre- and post-splits as separate party systems.
Parties under France’s Fifth Republic, but not the Fourth Republic, are included.
The analysis of Italian parties stops in 1992 after which many of the Italian parties
reconﬁgured. Finally, the three separate Christian parties in the Netherlands combined at the time of the 1977 Dutch election to form the CDA; the three parties
and the CDA are treated as four separate parties.
Our approach to uncovering evidence of systematic change, in this chapter, is based on estimating an autoregressive equation on each party’s series of
positions—in Chapter 5, we return to this question and consider alternative
approaches to uncovering the dynamics. Party positions that shift over the long
run, such as those forming a trend, will result in an autoregressive equation that
indicates whether a party’s long-run expected value (a sort of dynamic mean) is
diﬀerent from its mean as reported in Figure 4.2.5 A party that changes by drifting
away from its mean position for a sustained period but later coming back to it—
a characteristic of cyclical movements—will result in an autoregressive equation
with patterned change that leaves the long-run expected value and the mean close
to one another. Finally, results from an autoregressive equation that indicates
that the mean is a reasonable description regardless of a party’s position at the
previous election, are situations where parties are moving as if randomly around
their respective mean positions, neither trending nor drifting.
To describe in more detail how the autoregressive equation can be used to
identify what we label as changers, drifters, and homeostatic wanderers, we start
with the equation as applied to any one party’s Left-Right position. It takes this
form:
LRt = · + ‚ LRt−1 + εt
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where LRt is a party’s Left-Right position for the current election; LRt−1 party’s
Left-Right position at the previous election; · the intercept; ‚ the slope; and εt a set
of (assumed to be) well-behaved (homoscedastic and non-autocorrelated) errors
in party positions at the current elections. When the estimated value of ‚ is not
distinguishable from zero, it indicates that the movements around the party LeftRight mean are, so far as we can tell, random deviations from its typical (mean)
position, to which a party can be expected to return at the next election. When
‚ is distinguishable from zero and in the interval −1 to +1 (all our estimates are
in that interval), party movements show signs of sustained changes through time.
For example, a statistically signiﬁcant slope of .75 indicates that a deviation from a
party’s long-run typical Left-Right position is expected to move towards (but not
to) that position at the next election. The speed at which it approaches that longrun typical position is (1 − ‚). In the case of the example (1 − ‚) is 1 −.75, or .25;
therefore, that party is expected to move one-quarter of the way from where it was
at the last election towards where it is expected to be in the long run.
The diﬀerence between where we can expect a party to be in the long run and
where it is on average is one way to describe how and by how much a party has
changed. To estimate where a party’s Left-Right position will be in the long run,
we divide the intercept by 1 minus the slope, i.e. [·/(1 − ‚)] (see Spaﬀord 1971;
Price and Sanders 1993).
As we see, there are parties for which the slope is distinguishable from zero,
and the diﬀerence between the mean and the party’s long-run expected position
is large. We call these parties changers. There are also instances of parties with
slopes distinguishable from zero but with small diﬀerences between mean versus
long-run expected value. These are parties that drifted one way, then the other—
going through cycles of reliably predictable and moderately sustained movements.
We call these parties drifters. Finally, there are parties that diverge from and
converge towards their mean values in an essentially unpredictable manner. For
these parties, movements away from their mean positions are expected to be short
lived, with an expectation of each one returning to its mean position at the next
election. We call these parties homeostatic wanderers.
For a party with patterns of change that show a shift to a new position, as would
be true for a party whose positions create a trend, we have said there is a large
diﬀerence between its mean Left-Right position and its long-run expected LeftRight position. Figure 4.2 is a histogram that displays these diﬀerences for each
of the eighty-one parties. Not many parties show much diﬀerence. Only 10 of the
81 parties (12.3 per cent) have expected long-run positions that diﬀer from their
respective mean positions by more than ±4 points. Two of those 10 parties—
the Dutch CDA and Italy’s PSI—show changes larger than ±4, but their changes
are based on estimated slopes that we deem to be unreliable.6 That leaves eight
parties that changed their Left-Right positions through time in a reliably estimated
manner. They are the eight, so-called, changers.
The eight changers are listed in Table 4.1. There, too, we provide a description
of the pattern of change along with each party’s mean value over the period, its
so-called target position (which is where, based on our analysis, we expect the

Evaluating Validity with the Standard Left-Right Scale

69

34

30

23
20

10
8
6
3a

3
2

<−12

−8

−4

1

1
0

4

8

>12

Fig. 4.2. Histogram of the diﬀerence between a party’s mean and long-run expected LeftRight position over eighty one parties 1945–98
Source: Compiled by authors from CMP data (Budge et al. 2001).
One large leftward changer (−34, Dutch ARP) is not fully depicted in this representation; it is one of the
three cases in the category labelled < −12
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party Left-Right position to settle over the long run), and its Left-Right position by
decade. The ﬁrst thing to notice is that of the eight changers, four no longer existed
in the same organizational form in the mid- to late 1990s. Two Italian parties,
the PSDI and PRI, each of which had been moving to the right, were themselves
transformed when the party system as a whole changed after the 1992 election. In
addition, two other changers are Dutch Christian parties—ARP and CHU—that
combined, also with the Catholic KVP, to form the Christian Democratic Appeal
(CDA), in the 1970s. The movements of both Dutch (Protestant) Christian parties
show a trend leftward, and after they merged into the CDA, they held a centre-left
position. That leaves four parties that have diﬀerent Left-Right positions in the
1990s compared to where they stood in, say, 1960.
Patterns of change for these four still-in-existence changers are consistent with
what informed observers of these parties tell us was happening throughout the
period. The Austrian FPÖ is reported to have placed itself to the left during the
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Table 4.1. Identiﬁcation and description of movements by changersa
Country

Party

CMPid

L-R
Mean

Target

Austria

FPÖ

42420

2.5

14.2

Ireland

FG

53520

11.1

6.5

Italy

PSDI

32330

−12.2

−4.5

Italy

PRI

32410

−0.7

15.3

Netherlands

ARP

22523

5.0

−29.6

Netherlands

CHU

22525

8.9

−3.1

Norway

SP

12810

−5.3

−17.3

USA

DEM

61320

−12.8

−1.9

Pattern of change
Numerical value of L-R mean by decade
Started centre, moved left, then steadily
back to centre and continued on past
centre to right
50s = +4.5 60s = −26.8 70s = −13.8
80s = +4.6 90s = +39.5
Started right, moved steadily to
centre-left until 80s, then moved to
centre-right
50s = +46.6 60s = −2.0 70s = −17.6
80s = +2.8 90s = +9.3
Started left and moved rather steadily
towards and to centre
50s = −28.5 60s = −24.1 70s = −5.3
80s = +3.5 90s = +2.3
Started left-centre and moved, in
step-like manner rather steadily to
right
50s = −17.0 60s = −10.0 70s = −1.0
80s = +22.8 90s = +36.7
Steady movement from centre-right to
centre-left when it ended in early 70s
50s = +16.1 60s = +1.6 70s = −16.1
80s = ∼∼∼ 90s = ∼∼
Started right, moved to centre in the 60s
and ended in centre-left in the early 70s
50s = +21.5 60s = +4.0 70s = −17.7
80s = ∼∼∼ 90s = ∼∼∼
Started right-centre, moved steadily and
quickly left, reaching left-centre by
mid-60s and stayed there
50s = +18.8 60s = −12.7 70s = −16.6
80s = −15.7 90s = −15.6
Started left-centre into the 1980s, then
moved steadily to and through centre
to centre-right
50s = −19.1 60s = −15.6 70s = −20.4
80s = −14.1 90s = +10.5

a

A changing party takes Left-Right positions in a manner that changes predictably from one election to the next and
produce an estimated long-run Left-Right position removed from its mean Left-Right position over the post-war
period (beyond ±4 points).

Source: Estimations and compilations by authors based on CMP data (Budge et al. 2001).

1960s in order to gain favour with the SPÖ for government coalition bargaining
purposes, but then gave up that strategy and moved strongly to the right (Müller
2000: 87). Mair (1986) reports that Fine Gael took noticeable steps to the left
during the 1960s and 1970s and stood clearly to the left of Fianna Fáil during
that time. Hanne Marthe Narud and Kaare Strøm have said of the leftward drift
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of Norway’s SP that ‘the party’s opposition to European integration has gradually generalised into a greater scepticism towards market economies’ (Narud and
Strøm 2000: 164). Finally, US Democrats, most especially under the leadership of
President Clinton but presaged by smaller movements towards the centre during
the 1980s, are generally understood to have moved there over time (see, e.g.
Erikson, MacKuen, and Stimson 2001).
Nineteen parties are classiﬁed as drifters, more than twice the number of changers. The drifters are listed in Table 4.2. Recall that our classiﬁcation criterion for
drifters versus changers is that, while a drifter’s position undergoes predictable and
sustained changes, in the long run its Left-Right position is not much diﬀerent
from its mean position over the entire period. This is reﬂected in the column in
the middle of the table, where the mean and (long-run) target values are reported.
One general pattern of drift covers the Anglo-American parties. In Australia, New
Zealand, the UK, and the USA, the drifters each moved towards the right—a
movement that also describes the US Democrats in Table 4.1. The reason many
of these appear to be drifters rather than changers is that along the way their
movements were erratic enough not to provide a ﬁrm basis for describing them as
trends. Among the drifters in Belgium (if we were to add in the combined liberals
of the 1950s and 1960s), the Netherlands, Norway, and Sweden, the movements
follow a pattern where the 1960s and 1970s show a leftward shift followed by
rightward shifts during the 1980s and 1990s. Four other parties did not head
towards the right side of the spectrum during the 1980s and 1990s—the Irish FF,
Danish CD and KrF, and the Swiss CVP. Fianna Fáil moved rightward in the 1960s
and 1970s only to move leftward towards the centre in the 1980s and 1990s. The
two Danish parties, CD and KrF, started on the right, both having won seats for
the ﬁrst time in the traumatic 1973 Danish election, and tended to move slightly
leftward towards a centre-right position. The Swiss CVP appears to have moved
erratically but decidedly to the left over the entire period.
The modal outcome is that of the homeostatic wanderers. There are 54 of them,
66.7 per cent of all the parties analysed—too many to be reported in a table.
These are parties that, as the wandering portion of their label suggests, have
moved around without developing patterns of sustained change across time. We
say of them, then, that, so far as we can tell from the autoregressive estimations,
their movements are as if random. Of course, the ‘homeostatic’ qualiﬁer in the
label indicates that a party’s wandering is anchored in a meaningful position,
presumably meaningful for their leaders as well to voters.
It is proper to enquire further whether the wandering is untethered or homeostatic. A set of completely random numbers will have a mean; hence, having
a mean can hardly be a justiﬁcation for inferring that these parties have an
identiﬁable ideological home. The inference of homeostasis therefore rests on
how widely these parties wander away from their respective mean positions. The
standard deviations around the mean positions of homeostatic wanderers are actually slightly smaller on average than the standard deviations around the regression lines of the changers and the drifters. Among the 54 homeostatic wanderers,
the average standard deviation is 12.4; for the changers and drifters, the average
standard deviation around their regression lines is 13.1 (average s e values). In that
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Table 4.2. Identiﬁcation and description of movements by driftersa
L-R
Country

Party

CMPid

Mean

Target

Australia

LAB

63320

−11.1

−7.3

Belgium

CVP

21521

−1.9

1.5

Belgium

VU

21913

−2.9

−3.4

Canada

PC

62620

4.2

6.2

Denmark

CD

13330

21.9

21.3

Denmark

KrF

13520

20.3

18.6

Ireland

FF

53620

6.4

8.3

Netherlands

PvdA

22320

−25.0

−25.5

Netherlands

D’66

22330

−18.3

−18.3

NZ

LAB

64320

−24.4

−24.5

Pattern of drift
Numerical value of L-R mean by decade
Started left, stayed left through the 70s,
drifted to varied positions at and
around the centre
50s = −22.5 60s = −14.2 70s = −22.1
80s = +3.2 90s = +5.6
Started centre-left in late 60s, moved
steadily to centre-right in 80s, and
moved to centre
50s = ∼∼∼ 60s = −12.8 70s = −8.2
80s = +7.7 90s = +1.7
Started centre, veered to centre-left in late
60s, climbed back centre-right and
moved to centre
50s = ∼∼∼ 60s = −5.8 70s = −8.4
80s = +4.7 90s = −2.9
Centre until mid-70s and drifted to
right-centre thereafter
50s = −2.4 60s = −0.6 70s = +2.3
80s = +14.9 90s = +17.6
Started right (70s), stayed right in 80s
and moved to centre in 90s
50s = ∼∼∼ 60s = ∼∼∼ 70s = +26.7
80s = +25.1 90s = +6.0
Started right (70s), moved to centre-right
in 80s, and stayed
50s = ∼∼∼ 60s = ∼∼∼ 70s = +30.0
80s = +12.2 90s = +12.3
Started centre, moved right in 60s and
70s, jumped back to centre in late 70s
and stayed centre
50s = +8.0 60s = +22.4 70s = +26.5
80s = −10.2 90s = +0.7
Started left (60s), moved steadily left in
60s and 70s, and back towards and to
centre-left in 80s and 90s
50s = −21.3 60s = −27.6 70s = −43.3
80s = −22.5 90s = −8.9
Started left (60s), moved further left in
70s, and to centre-left in 80s and 90s
50s = ∼∼∼ 60s = −18.3 70s = −30.8
80s = −11.7 90s = −13.0
Started left, moved steadily towards
centre in 60s and 70s, drifted
unsteadily back to left in mid-80s and
90s
50s = −34.6 60s = −29.4 70s = −16.4
80s = −11.2 90s = −22.2
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Table 4.2. (Continued)
L-R
Country

Party

CMPid

Mean

Target

Norway

KF

12520

0.1

−2.4

Norway

Høyre

12620

4.2

3.2

Sweden

SDP

11320

−23.2

−20.6

Sweden

FP

11420

−4.2

−6.4

Sweden

MSP

11620

36.9

34.9

Sweden

CP

11810

−3.3

−0.7

Switzerland

CVP

43520

10.1

6.6

UK

CON

51620

7.9

10.5

USA

REP

61620

13.9

15.9

a

Pattern of drift
numerical value of L-R mean by decade
Started centre-right, drifted steadily to
centre-left til 90s, and jumped back to
centre
50s = +15.7 60s = −4.5 70s = −5.2
80s = −13.8 90s = +2.0
Started centre-right, drifted steadily
towards centre-left from 60 till mid-70s,
and moved back to centre-right
50s =+16.4 60s = 0.0 70s = −14.2
80s = −2.3 90s = +14.4
Started left, moving a little further left in
60s, jumped to centre-left in early 70s,
drifted back left, only to move to centre
in 90s
50s = −32.7 60s = −46.0 70s = −18.9
80s = −21.2 90s = +4.7
Started centre-right, jumped to left in 60s,
and gradually drifted back to
centre-right
50s = +10.8 60s = −33.4 70s = −15.6
80s = +3.3 90s = +12.5
Started right, moved to centre-right in 70s,
moved back to right
50s = +51.8 60s = +40.3 70s = +14.0
80s = +40.5 90s = +40.5
Started centre drifting right, swung
centre-left in 60s and stayed until early
80s, drifted to centre-right
50s = +2.5 60s = −6.5 70s = −16.2
80s = −6.8 90s = +12.9
Started right, jumped to centre in mid-60s
and stays centre
50s = +25.1 60s = +19.9 70s = +1.2
80s = +0.6 90s = −6.8
Started variably though slightly left, drifted
towards centre-right through 60s and
70s and to right in 80s and 90s
50s = −8.0 60s = +0.8 70s = +11.0
80s = +29.7 90s = +26.8
Started erratically around centre, more
reliably centre in late 60s and 70s, and
moved right in 80s and 90s
50s = +7.0 60s = +4.3 70s = +3.7
80s = +28.5 90s = +27.3

A drifting party takes Left-Right positions in a manner that changes predictably from one election to the next but
has an estimated long-run Left-Right position close to its mean Left-Right position over the post-war period (within
±4 points).
Source: Estimations and compilations by authors based on CMP data (Budge et al. 2001).

74

Mapping Policy Preferences II

sense, the unpredictable variation of the homeostatic wanderers based on their
means is slightly less than the unpredictable variation based on the otherwise
predictable movements of the changers and drifters. In short, a mean position
of a homeostatic wanderer generally characterizes its positions and a regression
equation a position of a changer or drifter.
Our evidence indicates that one-third of the eighty-one parties changed their
Left-Right positions in detectable, systematic ways. Given the systematic change,
it is really necessary to try to capture the dynamic aspects of party positioning. On
the other hand, only four ongoing parties have changed their long-run positions
to a substantial degree. This limited number of changers makes it understandable
that long-run perceptions of party positions, what we think is recorded by expert
surveys, would record high degrees of stability.
In anticipation of what we will have to say in Chapter 5, a word of caution is in
order. The dynamic variation beyond that which we have here labelled systematic
should not be thrown on the junk pile, as if it amounts to nothing more than noise.
Much of it has been explained as systematic policy adjustments to the circumstances of each election (Budge 1994; Adams 2001; Adams et al. 2004). Statistical
models of cross-temporal attributions of stability, change, and noise require one
to have in mind a model of ‘true behavioural change’ in order to be able to
separate noise in the measurements from change in the behaviour (Heise 1969)—
an issue we take up directly in Chapter 5. Here we have employed a commonly
used model of ‘true’ behaviour change in the form of a Markovian process. In
eﬀect, the assumption we are making here says that when behaviour truly changes
it does so by way of particular forms of systematic Markovian process movements,
depending on a party’s current position, but not on its previous positions nor on
how long it has taken its current position. It then adds by implication that to the
extent behaviour is not following a Markovian process, the remaining portion of
the measured signal is noise.
A close examination of systematic change by parties would reveal widely
accepted real changes that do not show themselves as such in our results. One
clear example is Britain’s Labour Party. Surely it has moved from left to right
under the leadership of Tony Blair and the CMP records that movement. But,
because it showed up so late in the CMP series, this is eﬀectively left as noise
because, by 1998, it was still too early to say whether the movement was systematic in the statistical sense (cf. our similar point in Chapter 1 about the
British Conservatives’ move to Left in the 1950s if we cut the series oﬀ at 1959
(Figure 1.15a)).

CROSS-NATIONAL VARIATION
An important purpose of party position indicators is to provide valid indications of party diﬀerences across nations. Party–family aﬃliations are not up to
the task of drawing consistent distinctions between parties across nations, even
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though family aﬃliations are surely useful for rank orderings within nations
(see, e.g. the within-nation rank orders from diﬀerent studies in Mair 2001:
21–2).
Under the assumption that family aﬃliation does not travel especially well
across countries, one has to expect that some part of the variation within families
comes from national inﬂuences on individual parties. Norway’s political space,
for example, while containing variance that is largely associated with parties
from diﬀerent families, makes its own contribution to the location of Norwegian parties. In other words, we expect that Norway’s political parties are generally to the left of parties of the same family in, say, Australia and the USA.
This is because Norway’s Labour Party (DNA), an aﬃliate of the social democratic family, is to the left of social democratic Australian Labour and American Democrats, and the Norwegian Høyre (conservative family) is to the left of
Australian Liberals and American Republicans (also belonging to the conservative
family).
This analysis focuses on seventy-nine parties belonging to one of eight families
in seventeen nations, the same nations used in the factor analysis above (see
Note 1). We include parties from eight families: Communists, Greens, Social
Democrats, Liberals, Christians, Agrarians, Conservatives, and Nationalists. To
create a Left-Right score from the Laver–Hunt data, we follow the recommendation in McDonald and Mendés (2001: 99) and calculate a weighted sum of the
Laver–Hunt scores on their public ownership, tax/spend, and social permissiveness
policy dimensions. The CMP scores are based on average Left-Right scores over
the period 1978–96 (except for Italy for which we calculate a CMP mean through
the 1992 elections). For convenience, we linearly transformed all four sets of scores
so that each one’s metric ranges from a minimum of zero (0 = extreme left)
to a maximum of ten (10 = extreme right). In the case of the CMP data, for
which possible maximum left and right values are far removed from the observed
maximum values, the re-scaling set −50 = 0, 0 = 5, and +50 = 10, i.e. the rescaled CMP scores equal [(CMP + 50)/10].

Variation Across Families
We begin by asking how the four sets of Left-Right scores line up by party family.
The family averages are shown in Table 4.3. As one would expect, on average,
Communists are far left; Greens and Social Democrats are on the left; Liberals,
Agrarians, and Christians are centre to centre-right; Conservatives are on the
right; and Nationalists are far right. On this general ordering, all four data-sets
agree.
With respect to variability across and within families, however, the CMP data
stand distinct. Perhaps most noteworthy is that there is more cross-family variation and less within-family variation in the expert survey sets compared to the
CMP. The experts record more homogeneity within families and more distinctiveness between and among families compared to the latter. The R2 values at
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Table 4.3. Average party Left-Right positions by party family
Party family

N

Mean (std. dev.)
Manifesto
project

Communist
Social Democrat

8
22

Green

4

Liberal

13

Agrarian

5

Christian Democrat

11

Conservative

14

Nationalist

2

All parties

79

Castles and
Mair

Laver and
Hunt

Huber and
Inglehart

1.83
(.99)
3.75
(1.18)
3.62
(1.29)
5.35
(1.52)
5.16
(1.60)
5.67
(1.08)
6.13
(1.63)
7.89
(1.06)
4.70
(1.91)

1.70
(.48)
3.54
(.98)
3.83
(.83)
5.84
(1.17)
6.10
(.99)
6.31
(.70)
7.18
(.73)
9.45
(.50)
5.09
(2.08)

1.77
(.35)
3.80
(1.08)
3.45
(.70)
6.10
(1.33)
6.19
(.66)
6.79
(.49)
7.12
(.87)
8.55
(.95)
5.23
(2.05)

1.86
(.43)
3.74
(.82)
2.85
(.71)
6.01
(1.30)
6.39
(1.35)
6.27
(.99)
6.95
(.77)
9.63
(.53)
5.12
(2.06)

.553
.509
1.336

.832
.815
.892

.844
.829
.850

.812
.793
.936

Summary statistics
R2
R −2
se

Notes: Table entries are for party families mean Left-Right locations based on 0–10 metrics for all four data-sets.
Summary statistics come from regressing the party positions onto dummy variables for each of seven families,
withholding one family to serve as the baseline category.

the bottom of the table indicate that sizeable proportions of the Left-Right variation for the expert data are associated with family aﬃliation; all three exceed .8.
Given that error variance (simple noise) almost surely constitutes between 5
and 10 per cent of the total variance of each set of expert scores, these R2 s
are probably too high. At a minimum, this is contrary to the stated purpose of
moving beyond family to more ﬁnely graded Left-Right scores. Therefore, at ﬁrst
reading, the expert survey data do not appear to tell us much about Left-Right
party positions beyond what party–family aﬃliations, standing alone, could have
told us. The CMP data are not so strongly associated with party family. Compared to the expert survey data, the CMP data have a smaller standard deviation
for the seventy-nine parties considered overall (s = 1.91 vs. about 2.06). Also,
within each and every party family the CMP standard deviation is larger than
the corresponding standard deviation in the expert data. It follows, then, that
the R2 value when predicting CMP scores from party family is more modest.
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Only 55 per cent of the variation in CMP Left-Right scores is associated with
family aﬃliation.

Variation Aross Countries
One way to estimate where in Left-Right space each nation’s party system operates
relative to the space of other nations’ party systems is to calculate the distance
between each party’s Left-Right position and its family mean, and then average
those distances by nation.7 For nations whose parties stand uniformly to the left
of their respective family means, the average distance will be negative; for nations
whose parties stand uniformly to the right of their respective family means, the
average distance will be positive.
Table 4.4 reports the national averages. For the CMP data, a statistically significant 38 per cent of the variation in these party diﬀerences is associated with the
nations. Among the expert survey sets of scores, the constructed Left-Right score
for Laver–Hunt has the highest percentage of variance associated with nations:
32 per cent, but with such a large number of dummy variables, it falls short of
statistical signiﬁcance (F = 1.780, p = .055). For the Castles–Mair as well as the
Huber–Inglehart scores, the variance associated with the nation dummy variables
is clearly not greater than chance.
The ﬁndings suggest that party locations identiﬁed by expert surveys, especially
Castles–Mair and Huber–Inglehart, correspond so closely to party–family aﬃliation that information about nations does not tell us very much about party
positions. This conclusion is troubling but should not be overdrawn. It is conditional on a statistical analysis that considers all nations jointly. When attention
is switched to speciﬁc nations, one can see common tendencies that have to be
taken to mean that not all the expert results, for each and every country, are just
noise. All four data-sets, for example, have parties in Canada placed to the left of
their family counterparts. On the other side as well, the CMP and expert surveys
place parties in Australia to the right of their respective families, on average. Given
such commonalities, it has to be said that there is some degree of cross-national
validity, or at least reliability, in all four studies.
The question is whether the selected common tendencies are generalizable? We
can look at the generalizability by correlating the four sets of national positions
reported in Table 4.4. The six correlations are (N = 17):
CMP and C-M = .575 (p = .008)
CMP and L-H = .703 (p = .001)
CMP and H-I = .329 (not signiﬁcant, p = .099)
C-M and L-H = .427 (p = .049)
C-M and H-I = .036 (not signiﬁcant, p = .445)
L-H and H-I = .742 (p < .001)

Table 4.4. Average distance, by nation, between party Left-Right positions and party
family means
Country

N

Average distance (standard deviation)
Manifesto project

Canada

3

Norway

6

UK

3

Ireland

4

Spain

5

Finland

7

Germany

5

France

6

Sweden

4

Italy

7

Belgium

7

Netherlands

4

New Zealand

2

Austria

3

Australia

4

Denmark

7

USA

2

Summary Statistics
R2
R −2
se

Castles and Mair

Laver and Hunt

Huber and Inglehart

−.64
(1.07)
−1.38
(.65)
−.42
(1.80)
−.90
(.83)
−.61
(.43)
−.46
(1.35)
.02
(.85)
−.51
(.90)
.51
(1.49)
.84
(1.15)
.18
(.82)
−.29
(1.01)
−.53
(.25)
1.05
(.58)
1.33
(1.08)
.91
(1.88)
1.25
(.59)

−.52
(.17)
−.48
(.77)
−.56
(1.02)
−.06
(.58)
.59
(.82)
−.20
(.45)
−.01
(1.04)
−.13
(.70)
−.21
(.52)
−.13
(.97)
.13
(.97)
.22
(1.19)
−.46
(1.02)
−.03
(.86)
.83
(1.08)
.35
(.98)
.44
(1.16)

−1.20
(.51)
−.57
(.52)
−.39
(1.49)
−.34
(.34)
−.58
(.93)
−.06
(.47)
−.13
(.69)
−.08
(.54)
.05
(.45)
.17
(.74)
.14
(.87)
.23
(.81)
.67
(1.31)
.51
(.72)
.42
(.56)
.68
(1.01)
.72
(.38)

−1.01
(.92)
−.31
(.78)
−.25
(.96)
−.37
(.88)
−.56
(.61)
.58
(.96)
−.34
(.64)
.11
(.67)
−.03
(.89)
.12
(.76)
−.23
(.64)
.20
(.59)
.82
(1.09)
.82
(1.50)
.18
(1.43)
.41
(1.07)
−.35
(.15)

.376
.216
1.129

.182
−.029
.863

.315
.138
.753

.233
.035
.877

Notes: Entries are average within-nation diﬀerences between a party’s location and its respective family mean.
Negative/positive values mean that parties within a given nation are on average to the left (negative) or right
(positive) of their party family mean. Summary statistics come from regressing the diﬀerences onto sixteen nationspeciﬁc dummy variables, with one nation serving as the baseline. Standard deviations are reported in parentheses.
Reporting the standard deviations supplies the greatest ﬂexibility for readers to test hypotheses about individual
√
nations. The homoscedastic standard errors for nation i are equal to se / ni , where se is the standard error of
estimate from the regression (reported under summary statistics at the bottom of the table). The standard errors
√
corrected for heteroscedasticity through weighted least squares equal (s/ ni ), where s is the standard deviation
reported in the table. For testing paired comparisons without assuming homoscedasticity, the standard error for
√
any pair of nations, a and b, is (sa /na + sb /nb , where sa is the standard deviation for nation a and sb nation b.
Nations are ordered top to bottom according to the average Left-Right national position across all four data-sets,
with left-most nations at the top.
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The evidence of generalizable commonalities across the four studies is mixed.
The Castles–Mair national spaces share essentially no variance with Huber–
Inglehart (r = .036; therefore, r2 = .001). The CMP and Laver–Hunt country
locations share something in the vicinity of 50 per cent of variance. In between,
the CMP and Castles–Mair share about a third of their variation and Castles–Mair
and Laver–Hunt one-sixth.
Close inspection of the country-speciﬁc numbers in Table 4.4 reveals that the
mixed generalizability comes in large part from ﬁve nations being located in very
diﬀerent positions in one or another of the data-sets. Castles–Mair places Spanish
parties substantially to the right in relation to their party families, while the other
three studies have Spanish parties substantially to the left relative to their party
families. Also, Castles–Mair locates the Austrian system near the centre while the
other three place it considerably to the right. Huber–Inglehart locates Finland’s
parties on the right; the other three have Finland on the left. Even more surprising,
Huber–Inglehart places the US Democrats and Republicans to the left of their
family counterparts; the other three studies arrive at the more commonly held
view that American parties are substantially to the right of family aﬃliates. Finally,
the four studies render a rather dramatically split decision on New Zealand’s
party system. Castles–Mair and the CMP put New Zealand’s party system on the
left, relatively speaking, while Laver–Hunt and Huber–Inglehart report that New
Zealand’s party system is on the right.
Re-calculating the correlations of national spaces across data-sets after excluding the ﬁve anomalous nations shows the following (N = 12).
CMP and C-M = .706 (p = .005)
CMP and L-H = .753 (p = .003)
CMP and H-I = .597 (p = .021)
C-M and L-H = .794 (p = .001)
C-M and H-I = .635 (p = .013)
L-H and H-I = .926 (p < .001)
Within the restricted set of twelve countries, all the correlations are statistically
signiﬁcant.
The evidence on cross-national comparability shows that party Left-Right
locations identiﬁed in expert surveys are much more strongly conditioned by
party–family aﬃliation than is the case for the CMP, which says meaningful
cross-national variation in expert survey scores is muted relative to what we
see in the CMP scores. On this aspect of measuring what is intended to be
measured, the CMP has a substantial edge. The evaluation should not be read
as an all-or-nothing judgement, of course; some of the reasons for the missing
variation in expert surveys can be identiﬁed, and, to the extent it is, it can be
remedied.
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Our ﬁnal inquiry into the validity of the CMP’s Left-Right scale takes its motivation from commentators who have told us there must be something wrong
with the scale because it misrepresents the positions of some radical-right parties
(Gabel and Huber 2000: Special Issue of Electoral Studies (ed.) 2007 passim). A
prominent case in point is Italy (Pelizzo 2003). The neo-fascist Alleanza Nazionale
(MSI from 1948 to 1972 and MSI-DN from 1972 to 1994) has been and is by all
accounts a party on the extreme right. On average, however, the CMP scores AN as
a centre-right party. Two particular features of the CMP Left-Right construction
account for the AN centrism in the CMP data. The ﬁrst is, again, related to
reputation; the second has to do with how the CMP calculates Left-Right scores.
Both are core matters of validity—what do we intend to measure?
The AN gains much of its radical-right reputation from its fascist heritage, ﬁerce
anti-communist rhetoric, and monarchist sympathies. At times, however, it takes
positions that accord with policies associated with the left, as in the mid-1980s
when it supported the PCI (communist) referendum measure to raise the ceiling
on the wage indexation system. The AN like some other radical-right parties is not
always hostile to welfare state provisions, and supports a strong state with many
forms of intervention into the economy—necessary in their eyes to safeguard
national integrity.
Data from a recent expert survey acknowledge as much (Benoit and Laver
2006). They asked country experts to place parties along a Left-Right dimension
and along several speciﬁc policy dimensions, one of which is a pro-welfare versus
anti-welfare state indicator of raising taxes to increase public services versus cutting public services in order to cut taxes. The AN, along with its dissident members
who formed the MS-FT and the anti-immigrant LN, are by the experts’ rendering
the three most extreme-right parties in Italy as of 2003. All three are also judged to
be the most socially conservative and anti-immigrant of the Italian parties. On the
welfare state indicator, however, the AN is judged to be moderate, and its MS-FT
oﬀshoot is left-leaning. How does a party with a moderate or leftist position on the
welfare state end up being a party located at the extreme right end of the political
spectrum? The very real possibility is that its reputation precedes it. Given that
‘everyone knows’ that the AN, MS-FT, and LN—by the very labels they are given,
viz. radical- and extreme-right parties—are very far to the right, the reputation
associated with the label is the score assigned.
The reputational issue is not one just associated with Italian parties. Figure 4.3
shows the relationship between the Benoit–Laver Left-Right and pro-tax versus
anti-tax and spend positions in ﬁve countries, including Italy, each with one
or more radical-right parties (the designation of which parties are among the
radical right comes from Norris 2005: Table 3.1). In all ﬁve countries, radical-right
parties are the parties standing farthest to the right in the system in the experts’
judgements. Nevertheless, with the single exception of the Fremkridtspartiet (FrP,
Progress Party) in Denmark, the radical-right parties are not the ones judged to
stand farthest right on taxing and spending within the context of their respective
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Fig. 4.3. Relationship between expert judgements of party Left-Right placement and tax and spend positions in ﬁve countries in 2003
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party systems. In several cases, including the AN in Italy, as we have said, the
radical-right party positions on taxing and spending are judged to be downright
centrist.
Given the policy mix of the radical-right party issue positions, where do they
belong along the Left-Right spectrum? As with all questions related to measurement validity, the answer depends on one’s intention. If the intention were to
ensure that the measurement comports with the descriptive labels or to ensure
a match with the experts’ perceptions, the CMP has a validity problem (which,
as we will see below, could be solved). But, since the intention is to record the
policy promises to electors and to be able to check whether the policies they pursue
while in parliament and government square with those promises, placement of a
party such as the AN by the CMP is not necessarily out of line. In sum, the difference between the CMP and expert survey placements is principally a function
of experts scoring party reputations more than speciﬁc party promises and policy
commitments.
A second reason the AN score in the CMP appears to be out of line with
expert perception is a consequence of how the CMP calculates Left-Right scores. It
takes Left-Right to be indicated by the diﬀerence between summations of thirteen
right and thirteen left policy categories. Parties that do not say much about these
twenty-six policy categories receive scores around zero, near the centre on the LeftRight dimension. The AN is a party that typically has little to say about issues in
the CMP’s twenty-six Left-Right categories. With little to say about issues that
identify where it stands in the Left-Right space, it looks rather centrist.
To identify this scoring decision as a part of the source of a seemingly anomalous AN Left-Right placement is a long way from justifying the decision, certainly. The diagnosis does not so much answer the criticism as raise a diﬀerent
question: Is the diﬀerence in summations the valid form for calculating a LeftRight score? An alternative scoring procedure could be applied. Hee-Min Kim and
Richard Fording introduced a ratio-calculation alternative to the CMP’s diﬀerence
scoring (Kim and Fording 1998; see also Laver and Garry 2000). They subtract
the scores in thirteen left categories from scores in the thirteen right categories,
but they then divide the diﬀerence by the sum total of all Left-Right scores, i.e.
[(Right − Left)/(Right + Left)]∗ 100. This has the eﬀect of consciously wiping out
how salient Left-Right issues are to a party and, instead, scores a party for its Right
versus Left emphasis among only the Left-Right issues it values enough to include
in its manifesto.
One congenial result produced by the ratio measure is to score the AN, on
average, as among the most right-leaning parties in the data-set. Of the 135 parties
in Western democracies for which we have ﬁve or more manifestos, the MSI
average Left-Right ratio score ranks as the nineteenth most right-leaning.
That is the good news, seemingly. The bad news is that its re-scored position
imposes a validity problem or, more accurately said, creates an invalidity problem.
While the ratio scoring now puts the AN in line with the Left-Right location one
would think a radical-right party would have, it glosses over the fact that often
the AN is not telling voters much about where it stands over the full range of
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Left-Right issues. The ratio scoring has the eﬀect of handing the relative weight
given to speciﬁc issues over to the party (a good thing in and of itself) not on
the sole basis of how much it values a particular issue but on the additional
basis of how much it does not value issues associated with Left-Right policies.
A near obsession with government support for agriculture and a statement or two
about education expansion in rural areas does not make a party an extreme-left
party; as well, a near obsession with government support for agriculture plus a
passing statement or two favouring protectionist policies does not make a party
an extreme-right party.
Parties face people and circumstances involving a broad swathe of issues. A
party may choose to put its emphasis on one or a small set of issue domains or
even subcategories within a domain. Such a focused interest forms an important
concern to the CMP data collection, relying as it does on saliency. But when a party
chooses not to make Left-Right issues much of a concern they are not staking out
an extreme position on the Left or Right. That is what the CMP Left-Right scoring
records, validly given the intention of the scale.

SUMMARY AND CONCLUSION
The validity of the CMP Left-Right scale stands up rather well to the empirical
scrutiny brought to bear on it in this chapter. Parties’ average positions match
the positions along the Left-Right dimension that experts see. And the CMP’s
measurements move beyond the collective judgements of experts by recording
positional dynamics and cross-national diﬀerences. Identifying typical positions,
observing dynamics, and facilitating comparisons across nations are goals that
prompted the creation of the MRG. The project continues to respond to critics
and other commentators who want the data to be accurate in all its particulars.
Attention to speciﬁc objections helps to focus attention in useful ways. Sometimes there are actual problems. But more often, as with Left-Right locations of
radical-right parties, the commentary assists in clarifying the very concept the
CMP intends to measure. What might at ﬁrst look like a validity problem is
sometimes more a matter of the commentator wanting to measure something
diﬀerent.
We have leaned heavily on expert scoring as the major alternative to the CMP
and found it wanting in three respects—largely because it depends too much on
parties’ long-term reputations. Long-term reputational scoring washes out most
dynamic variation, mutes the variance associated with party systems of diﬀerent
nations, and gives extra weight to particular issue categories. The CMP-expert
comparisons in this chapter have not been intended as criticisms; rather, they
have been used to spotlight three key elements that have to be considered as part
of a validity evaluation. The expert survey scores are what they are. Given what
they are—records of various parties’ reputations—they are reliable. But they lack
important variation that would make them more valid, given the intentions of the
survey administrators and of the CMP.
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There is, of course, safety in numbers and comfort in the consistency that gives
rise to the experts’ reliability. But this is not all that is important, and it is not
what is centrally important to validity. The downside to safety in numbers, when
the numbers involve appeals to experts, is the risk of committing the combined
fallacies of ad populum appeals to authority. In the spirit of a scientiﬁc programme, of which the CMP and expert surveys form parts, it is the evidence that
matters most, not anyone’s or, for that matter, everyone’s impression. The ﬁndings
presented in this chapter indicate that the evidence compiled and used by the CMP
to construct its Left-Right scale is valid.

NOTES
1. The nations are Australia, Austria, Belgium, Canada, Denmark, Finland, France, Germany, Ireland, Italy, the Netherlands, New Zealand, Norway, Spain, Sweden, the UK,
and the USA. Unfortunately, the CEE countries are not covered in all the surveys, so
we have to omit them from the analysis. We also take the CMP data only up to 1998
to facilitate comparison with the expert surveys conducted in the 1980s and 1990s. We
could have added data from Kenneth Benoit’s and Michael Laver’s 2002–3 expert survey,
which we do use in an analysis later in this chapter, but that would have forced us to drop
France, because they did not solicit Left-Right information on French parties, and Italy,
because the Italian party system was transformed after 1992 (Benoit and Laver 2006).
2. We re-estimated the stability based on the Castle–Mair (early 1980s), Huber–Inglehart
(early 1990s), and Benoit–Laver (early 2000s) surveys (see Note 1). Because we lose
parties from France and Italy (Benoit–Laver does not record left-right scores for France,
and the Italian party system has been remade) and a few other parties, the common pool
of parties (conditioned by a party having had to appear in the Laver–Hunt survey of the
late 1980s), numbers 56. Estimated stability for the early 1980s to 1990s under the truncated set of parties and using the Castles–Mair, Laver–Hunt, and Huber–Inglehart data
is .947. Using the Castles–Mair, Huber–Inglehart, and Benoit–Laver data, the estimated
stability is a similar .942. Both estimates are lower than the previously reported .982, but
that apparently is due to the diﬀerent set of parties included in the analysis rather than
having arrived at something diﬀerent. That is, if we were arriving at something diﬀerent,
the re-estimate from the three previously used data-sets would be in the vicinity of .982,
and not of .942.
3. These are not exactly the same seventeen nations used in the factor analysis. Here we
exclude Spain, because the number of elections since democratization is too small and
we include Luxembourg, which was not present in the factor analysis because its parties
had not been scored by Castles and Mair.
4. A few of the manifesto data points are estimated from the party’s manifesto at an earlier
election. Such carryover data present problems for our analyses on two counts. They
artiﬁcially reduce variation and create autocorrelation. Therefore, we exclude carryover
manifestos. The exclusion is usually for one election at the beginning or end of a party’s
series. The single election exclusions are the Belgian PVV in 1995, the Belgian FDF in
1965, the Belgian VU in 1958, the Canadian SC in 1972 and 1974, all Danish parties
in 1998, all Norwegian parties in 1997, and the Swiss SVP in 1947. Dropping the 1998
Danish data caused observations on the Danish CD and KF to go from 11 of 22 (half)
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to 10 of 21 (less than half). Still, we decided to keep both Danish parties in the analyses.
In the case of the French Conservatives, the entire series had to be excluded because
several of its manifestos are recorded as estimates. Finally, the single manifesto score
of the United Socialists in Italy for the 1968 election is the 1968 score that we assign
individually and separately to the PSI and PSDI.
5. As we explain immediately below, the dynamic mean is distinguishable from the mean
conceived as the average of all cases. The dynamic mean is the end-state towards which
changes tend. It can be calculated by estimating an autoregressive equation and seeing
whether the slope is zero. If the slope is zero, then the mean value of Y at any given
time is estimated to be equal to the autoregressive intercept. If the slope is diﬀerent from
zero, then the mean, which is estimated to vary, is estimated by the intercept divided by
one minus the slope. For informative discussions about autoregressive equations, with
substantive applications to politics, see Spaﬀord (1971) and Sanders and Price (1991).
6. We take what could be considered a liberal approach to a decision rule for reliably
estimated relationships, but what we have done in fact is to take account of the eﬀect of
measurement error. Errors in an X variable reduce the magnitude of an estimated slope,
and errors in both the X and Y variables are likely to increase the slope’s standard error.
Given that a t-ratio is (b/sb ), the eﬀect of measurement errors makes tests of statistical
signiﬁcance at conventional levels (e.g. p < .05) prone to Type II errors. Therefore, we
loosen the conventional standard of, say, p < .05, so that reliably predicted behaviour is
deemed to exist when a slope’s t-value has a magnitude such that t < −1.5 or t > 1.5.
Twenty-one parties show a statistically signiﬁcant relationship at conventional levels,
compared to 27 using our looser 1.5 t-value. Note that the liberal decision rule has no
eﬀect on our subsequent analyses and evaluations, except to cause us to provide detailed
descriptions of change for twenty-seven instead of twenty-one parties in Tables 4.1
and 4.2.
Tests of statistical signiﬁcance could also be aﬀected by autocorrelated errors. We have
checked for autocorrelation for each of the eighty-one party series. When a lagged value
of Y is on the right hand side, the test (e.g. Durbin’s h) is a large sample test and is not
especially powerful. With our small samples of between six and twenty one elections for
any one party, about half of the tests are not calculable. However, we have calculated
values of rho for all parties. We ﬁnd an estimated rho between ±.25 for 72 of the 81
parties. Therefore, in no more than a few cases could it be said that a concern about
autocorrelation is warranted.
7. Analysing diﬀerence-score variables can create inferential complications. They assume
that the coeﬃcient on X, in a (Y–X) calculation is 1.0. If it is not, then analysing the
reasons for the diﬀerences reﬂects in part the reasons for the diﬀerences themselves and
in part the reasons why the coeﬃcient is not 1.0. We have checked to ensure that such
complications do not confound our analyses of cross-national diﬀerences. In addition to
asking how the diﬀerence scores relate to nation dummy variables, we created a variable
from the party family means and moved it to the right-hand side of the equation.
Thereafter, we regressed the respective party scores onto the mean party family values
(i.e. Y-hat from the party family regression) plus the nation dummy variables. That
allows us to check whether the coeﬃcient on that variable equals 1.0. It very nearly equals
1.0 for all four sets of party Left-Right scores—CMP, Y-hat slope, = 1.003; Castles and
Mair = 1.010; Laver and Hunt = 1.009; and Huber and Inglehart = .994.
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1. What is this site about, who created it, and why? [TOP]
In Lombard, Snyder-Duch, and Bracken (2002), we reviewed the literature regarding intercoder
reliability in content analysis research and reported a study that characterized the assessment and
reporting of reliability in 200 studies in the mass communication literature between 1994 and 1998.
Consistent with earlier examinations (Pasadeos, Huhman, Standley, & Wilson, 1995; Riffe & Freitag,
1997), we found that only 69% (n = 137) of the articles contained any report of intercoder reliability;
even in these articles, few details were provided in the average 4.5 sentences devoted to reliability
and important information was ambiguously reported, not reported, or represented inappropriate
decisions by researchers. Based on the literature review and these results, we proposed guidelines
regarding appropriate procedures for assessment and reporting of this important aspect of content
analysis.
This supplemental online resource contains:
Background information regarding what intercoder reliability is and why it's important
A modified version of the guidelines from the article
Descriptions of and recommendations regarding currently available software tools that
researchers can use to calculate the different reliability indices
Information about how to obtain and use the software
Further clarification of issues related to reliability
The online format will allow us to update the information as the tools, and perspectives on the
different indices and their proper use, evolve.

http://matthewlombard.com/reliability/
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2. What is intercoder reliability? [TOP]
Intercoder reliability is the widely used term for the extent to which independent coders evaluate a
characteristic of a message or artifact and reach the same conclusion. Although in its generic use as an
indication of measurement consistency this term is appropriate and is used here, Tinsley and Weiss
(1975, 2000) note that the more specific term for the type of consistency required in content analysis
is intercoder (or interrater) agreement. They write that while reliability could be based on correlational
(or analysis of variance) indices that assess the degree to which "ratings of different judges are the
same when expressed as deviations from their means," intercoder agreement is needed in content
analysis because it measures only "the extent to which the different judges tend to assign exactly the
same rating to each object" (Tinsley & Weiss, 2000, p. 98); even when intercoder agreement is used
for variables at the interval or ratio levels of measurement, actual agreement on the coded values
(even if similar rather than identical values 'count') is the basis for assessment.

3. Why should content analysis researchers care about intercoder reliability? [TOP]
It is widely acknowledged that intercoder reliability is a critical component of content analysis, and that
although it does not insure validity, when it is not established properly, the data and interpretations of
the data can not be considered valid. As Neuendorf (2002) notes, "given that a goal of content
analysis is to identify and record relatively objective (or at least intersubjective) characteristics of
messages, reliability is paramount. Without the establishment of reliability, content analysis measures
are useless" (p. 141). Kolbe and Burnett (1991) write that "interjudge reliability is often perceived as
the standard measure of research quality. High levels of disagreement among judges suggest
weaknesses in research methods, including the possibility of poor operational definitions, categories,
and judge training" (p. 248).
A distinction is often made between the coding of manifest content, information "on the surface," and
latent content under these surface elements. Potter and Levine-Donnerstein (1997) note that for
latent content the coders must provide subjective interpretations based on their own mental schema
and that this "only increases the importance of making the case that the judgments of coders are
intersubjective, that is, those judgments, while subjectively derived, are shared across coders, and
the meaning therefore is also likely to reach out to readers of the research" (p. 266).
There are important practical reasons to establish intercoder reliability too. Neuendorf (2002) argues
that in addition to being a necessary, although not sufficient, step in validating a coding scheme,
establishing a high level of reliability also has the practical benefit of allowing the researcher to divide
the coding work among many different coders. Rust and Cooil (1994) note that intercoder reliability is
important to marketing researchers in part because "high reliability makes it less likely that bad
managerial decisions will result from using the data" (p. 11); Potter and Levine-Donnerstein (1997)
make a similar argument regarding applied work in public information campaigns.
The bottom line is that content analysis researchers should care about intercoder reliability because
not only can its proper assessment make coding more efficient, without it all of their work - data
gathering, analysis, and interpretation - is likely to be dismissed by skeptical reviewers and critics.

4. How should content analysis researchers properly assess and report intercoder reliability?
[TOP]
The following guidelines for the calculation and reporting of intercoder reliability are based on a review
of literature concerning reliability and a detailed examination of reports of content analyses in
communication journals; the literature review and study are presented in detail in Lombard, SnyderDuch, and Bracken (2002) and Lombard, Snyder-Duch, and Bracken (2003).
First and most important, calculate and report intercoder reliability. All content analysis projects
should be designed to include multiple coders of the content and the assessment and reporting of
intercoder reliability among them. Reliability is a necessary (although not sufficient) criterion for validity
in the study and without it all results and conclusions in the research project may justifiably be
doubted or even considered meaningless.
Follow these steps in order.
1. Select one or more appropriate indices. Choose one or more appropriate indices of intercoder
reliability based on the characteristics of the variables, including their level(s) of measurement,
expected distributions across coding categories, and the number of coders. If percent agreement is
selected (and this is not recommended), use a second index that accounts for agreement expected by
chance. Be prepared to justify and explain the selection of the index or indices. Note that the selection
of index or indices must precede data collection and evaluation of intercoder reliability.
2. Obtain the necessary tools to calculate the index or indices selected. Some of the indices can be
calculated "by hand" (although this may be quite tedious) while others require automated calculation.
A small number of specialized software applications as well as macros for established statistical
software packages are available (see How should researchers calculate intercoder reliability? What
software is available? below).
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3. Select an appropriate minimum acceptable level of reliability for the index or indices to be used.
Coefficients of .90 or greater are nearly always acceptable, .80 or greater is acceptable in most
situations, and .70 may be appropriate in some exploratory studies for some indices. Higher criteria
should be used for indices known to be liberal (i.e., percent agreement) and lower criteria can be used
for indices known to be more conservative (Cohen's kappa, Scott's pi, and Krippendorff's alpha). A
preferred approach is to calculate and report two (or more) indices, establishing a decision rule that
takes into account the assumptions and/or weaknesses of each (e.g., to be considered reliable, a
variable may be at or above a moderate level for a conservative index, or at or above a high level for a
liberal index). In any case the researcher should be prepared to justify the criterion or criteria used.
4. Assess reliability informally during coder training. Following instrument design and preliminary
coder training, assess reliability informally with a small number of units which ideally are not part of the
full sample (or census) of units to be coded, and refine the instrument and coding instructions until the
informal assessment suggests an adequate level of agreement.
5. Assess reliability formally in a pilot test. Using a random or other justifiable procedure, select a
representative sample of units for a pilot test of intercoder reliability. The size of this sample can vary
depending on the project but a good rule of thumb is 30 units (for more guidance see Lacy and Riffe,
1996). If at all possible, when selecting the original sample for the study select a separate
representative sample for use in coder training and pilot testing of reliability. Coding must be done
independently and without consultation or guidance; if possible, the researcher should not be a coder.
If reliability levels in the pilot test are adequate, proceed to the full sample; if they are not adequate,
conduct additional training, refine the coding instrument and procedures, and only in extreme cases,
replace one or more coders.
6. Assess reliability formally during coding of the full sample. When confident that reliability levels
will be adequate (based on the results of the pilot test of reliability), use another representative
sample to assess reliability for the full sample to be coded (the reliability levels obtained in this test
are the ones to be presented in all reports of the project). This sample must also be selected using a
random or other justifiable procedure. The appropriate size of the sample depends on may factors but
it should not be less than 50 units or 10% of the full sample, and it rarely will need to be greater than
300 units; larger reliability samples are required when the full sample is large and/or when the
expected reliability level is low (Neuendorf, 2002; see Lacy and Riffe, 1996 for a discussion). The units
from the pilot test of reliability can be included in this reliability sample only if the reliability levels
obtained in the pilot test were adequate. As with the pilot test, this coding must be done
independently, without consultation or guidance.
7. Select and follow an appropriate procedure for incorporating the coding of the reliability sample
into the coding of the full sample. Unless reliability is perfect, there will be coding disagreements for
some units in the reliability sample. Although an adequate level of intercoder agreement suggests that
the decisions of each of the coders could reasonably be included in the final data, and although it can
only address the subset of potential coder disagreements that are discovered in the process of
assessing reliability, the researcher must decide how to handle these coding disagreements.
Depending on the characteristics of the data and the coders, the disagreements can be resolved by
randomly selecting the decisions of the different coders, using a 'majority' decision rule (when there
are an odd number of coders), having the researcher or other expert serve as tie-breaker, or
discussing and resolving the disagreements. The researcher should be able to justify whichever
procedure is selected.
8. Report intercoder reliability in a careful, clear, and detailed manner in all research reports. Even
if the assessment of intercoder reliability is adequate, readers can only evaluate a study based on the
information provided, which must be both complete and clear. Provide this minimum information:
The size of and the method used to create the reliability sample, along with a justification of
that method.
The relationship of the reliability sample to the full sample (i.e., whether the reliability sample is
the same as the full sample, a subset of the full sample, or a separate sample).
The number of reliability coders (which must be 2 or more) and whether or not they include the
researcher(s).
The amount of coding conducted by each reliability, and non-reliability, coder.
The index or indices selected to calculate reliability, and a justification of this/these selections.
The intercoder reliability level for each variable, for each index selected.
The approximate amount of training (in hours) required to reach the reliability levels reported.
How disagreements in the reliability coding were resolved in the full sample.
Where and how the reader can obtain detailed information regarding the coding instrument,
procedures, and instructions (e.g., from the authors).
Do NOT use only percent agreement to calculate reliability. Despite its simplicity and widespread use,
there is consensus in the methodological literature that percent agreement is a misleading and
inappropriately liberal measure of intercoder agreement (at least for nominal-level variables); if it is
reported at all the researcher must justify its value in the context of the attributes of the data and
analyses at hand.
Do NOT use Cronbach's alpha, Pearson's r, or other correlation-based indices that standardize coder
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values and only measure covariation. While these indices may be used as a measure of reliability in
other contexts, reliability in content analysis requires an assessment of intercoder agreement (i.e., the
extent to which coders make the identical coding decisions) rather than covariation.
Do NOT use chi-square to calculate reliability.
Do NOT use overall reliability across variables, rather than reliability levels for each variable, as a
standard for evaluating the reliability of the instrument.

5. Which measure(s) of intercoder reliability should researchers use? [TOP]
There are literally dozens of different measures, or indices, of intercoder reliability. Popping (1988)
identified 39 different "agreement indices" for coding nominal categories, which excludes several
techniques for interval and ratio level data. But only a handful of techniques are widely used.
In communication the most widely used indices are:
Percent agreement
Holsti's method
Scott's pi (p)
Cohen's kappa (k)
Krippendorff's alpha (a)
Just some of the indices proposed, and in some cases widely used, in other fields are Perreault and
Leigh's (1989) Ir measure; Tinsley and Weiss's (1975) T index; Bennett, Alpert, and Goldstein's (1954)
S index; Lin's (1989) concordance coefficient; Hughes and Garrett’s (1990) approach based on
Generalizability Theory, and Rust and Cooil's (1994) approach based on "Proportional Reduction in
Loss" (PRL).
It would be nice if there were one universally accepted index of intercoder reliability. But despite all
the effort that scholars, methodologists and statisticians have devoted to developing and testing
indices, there is no consensus on a single, "best" one.
While there are several recommendations for Cohen's kappa (e.g., Dewey (1983) argued that despite
its drawbacks, kappa should still be "the measure of choice") and this index appears to be commonly
used in research that involves the coding of behavior (Bakeman, 2000), others (notably Krippendorff,
1978, 1987) have argued that its characteristics make it inappropriate as a measure of intercoder
agreement.
Percent agreement seems to be used most widely and is intuitively appealing and simple to calculate,
but the methodological literature is consistent in identifying it as a misleading measure that
overestimates true intercoder agreement (at least for nominal-level variables).
Krippendorff's alpha is well regarded and very flexible (it can be used with multiple coders, accounts
for different sample sizes and missing data, and can be used for ordinal, interval and ratio level
variables), but it requires tedious calculations and automated (software) options have not been widely
available.
There's general consensus in the literature that indices that do not account for agreement that could
be expected to occur by chance (such as percent agreement and Holsti's method) are too liberal (i.e.,
overestimate true agreement), while those that do can be too conservative.
And there is consensus that a few indices that are sometimes used are inappropriate: Cronbach's
alpha was designed to only measure internal consistency via correlation, standardizing the means and
variance of data from different coders and only measuring covariation (Hughes & Garrett, 1990), and
chi-square produces high values for both agreement and disagreement deviating from agreement
expected by chance (the "expected values" in the chi-square formula).
Before they examine their reliability data, researchers need to select an index of intercoder reliability
based on its properties and assumptions, and the properties of their data, including the level of
measurement of each variable for which agreement is to be calculated and the number of coders.
Whichever index or indices is/are used, researchers need to explain why the properties and
assumptions of the index or indices they select are appropriate in the context of the characteristics of
the data being evaluated.

6. How should researchers calculate intercoder reliability? What software is available? [TOP]
There are four approaches available to researchers who need to calculate intercoder reliability:
By hand
The paper-and-pencil and a hand calculator approach. This can be exceedingly tedious and in many
cases impractical.
Specialized software
A very small number of software applications have been created specifically to calculate one or more
reliability indices. Four considered here are:
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How to Measure Interest Group Influence
Analyzing interest group influence should be of central concern to scholars
of European policy-making. However, only few researchers have in fact
studied interest group influence, mainly owing to methodological difficulties
in operationalizing influence. This chapter therefore presents and tests a
new methodological approach to measure interest group influence that
draws on quantitative text analysis to analyze consultations of the European
Commission. By extracting policy positions from interest group consultation
submissions and comparing them with the Commission’s preliminary
consultation draft, the Commission’s final policy proposal, and the final
legislative act adopted by the Council and the European Parliament, I am able
to draw conclusions about the winners and the losers of the policy-making
process in the European Union. Since this is a novel approach and text
analysis has not been used before in interest group research, I demonstrate
the validity of this measurement approach by presenting a case study in which
I compare the results obtained by computerized text analysis with traditional
hand-coding. The results correlate highly and quantitative text analysis proves
to be a powerful tool to measure interest groups’ policy positions thus paving
the way for the large-scale analysis of interest group influence conducted in
this book.
The chapter proceeds as follows: I first present a review of methodological
approaches that have been suggested for the measurement of interest group
influence. I thoroughly discuss the advantages and disadvantages of each
approach and point out their shortcomings. I then propose a new approach
to influence measurement that draws on quantitative text analysis and enables
researchers to study interest group influence across a wide variety of policy
issues and interest groups. I present this new approach by first discussing
several text analysis techniques that could potentially be used for the study
of interest group influence and then comparing these approaches in a case
study in which I test the applicability of these techniques in interest group

This chapter constitutes a revised and much extended version of “Measuring Interest Group
Influence Using Quantitative Text Analysis” which was published in European Union Politics
(10, 4) in 2009.
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research. Based on the results of the case study, I finally draw conclusions
for the applicability of text analysis in interest group influence research in
general and for the measurement of interest group influence in this study in
particular.

3.1 OVERVIEW OF APPROACHES TO INFLUENCE
MEASUREMENT
The lack of empirical studies on interest group influence is largely due to
methodological difficulties in operationalizing interest group influence. So far,
three different approaches to the empirical measurement of interest group
influence can be identified: process-tracing, assessing attributed influence, and
gauging the degree of preference attainment (Dür 2008c).
Process-tracing is the most frequently applied methodological approach
to interest group influence measurement (e.g. Cowles 1995; Long 1995;
Michalowitz 2007; Princen 2007). Process-tracing offers major strengths (Dür
2008c): Due to the small number of cases, scholars have a profound knowledge
of the examined cases and are able to include nearly all explanatory factors
in the analysis. These studies therefore provide high internal validity and are
well-suited for checking rival theories and for generating new hypotheses.
However, process-tracing also suffers from several shortcomings (Dür 2008c):
Case studies typically focus on one particular issue so that it is not possible
to examine the effect of the issue context since contextual variables are
held constant. Moreover, the concentration on one or just a few cases limits
the external validity, that is, the generalizability of the results. In addition,
process-tracing mostly relies on observable actions and since lobbying often
takes place behind closed doors or structural power is at work, important
channels of influence might not be covered.
The second methodological approach is the attributed influence method
which draws either on the self-evaluation of interest groups or on the
assessment of experts (e.g. Egdell and Thomson 1999; Pappi and Henning
1999; Dür and De Bièvre 2007a). This method has several advantages (Dür
2008c): It is relatively simple, it can be applied to a large number of cases, and
it captures all channels of influence. However, it is certainly debatable (Dür
2008c): Self-evaluation rests on the subjective assessment of the interest group
leaders and is subject to misleading incentives (e.g. Whiteley and Winyard
1987). On the one hand, groups might exaggerate their influence in order to
signal success to their members (Dür and De Bièvre 2007a). On the other hand,
groups might understate their influence in order to drive public authorities
to grant them more access and to avoid the creation of counterlobbies.
Expert assessment may be shaped by prominent cases or findings of other
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academic studies. A more general problem of the attributed influence method
is the fact that it measures perceived rather than actual influence (Polsby
1960).
The third methodological approach is assessing the degree of preference
attainment (see e.g. Schneider and Baltz 2003; Bailer 2004; Selck and
Steunenberg 2004; Schneider, Finke, and Baltz 2007; Dür 2008a; Bernhagen
2012). Political controversies are modeled spatially and each actor involved can
be placed on a point of a policy scale to represent the position that it favors. By
comparing the policy outcome with the policy preferences of interest groups,
one can draw conclusions about the winners and losers of the decision-making
process. This approach offers several advantages (Dür 2008c): It provides an
objective measurement of influence, it covers all channels of influence, and it
can be applied to a large number of cases.
First, in contrast to the attributed influence approach which relies on
the subjective evaluation of experts or interest groups themselves to assess
the degree of interest group influence, the preference attainment approach
provides an influence measurement which is not biased by subjective
perception. Comparing the policy preferences of interest groups with the
Commission’s preliminary draft proposal, the Commission’s final proposal,
and the final legislative act adopted by the Council and the European
Parliament allows one to objectively assess who was successful in shifting the
policy output over the course of the legislative process towards their ideal
points.
Second, the preference attainment approach captures interest group
influence which has been exercised through various channels. One can
distinguish four major ways in which interest groups can influence
policy-making: Interest groups can influence policies by employing an “inside
lobbying” strategy, that is, directly exchanging policy-relevant information
with decision-makers through formal or informal contacts (e.g. Hansen 1991;
Bouwen 2004b; Eising 2007a; Coen 2009). Interest groups can also employ an
“outside lobbying” strategy by conducting protests or demonstrations to exert
pressure on policy-makers via the public arena (e.g. Lipsky 1968; Kollman
1998; Imig and Tarrow 2000; Imig 2002). In addition, interest groups can
shape policy-making by influencing the selection of decision-makers (e.g.
Austen-Smith 1987; Fordham and McKeown 2003; Maniadis 2009). Finally,
interest groups can affect policy-making through structural power, that is,
interest groups simply have an impact on policy decisions since they control
business investments and job creation (e.g. Lindblom 1977; Bernhagen and
Bräuninger 2005). No matter through which of these channels interest group
influence is in fact exerted, the preference attainment method is able to capture
it since influence should by definition be observed in the policy outcome (see
section 1.1.2).
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Third, in contrast to process-tracing, the preference attainment method
can be applied to a large number of cases which allows for generalizations
of the findings. In addition, analyzing a large number of interest groups
and policy issues implies that errors made in the evaluation of an actor’s
influence in specific cases should cancel out across the entire analysis (see also
Dür 2008c, 567).
The preference attainment approach, however, also suffers from several
problems, namely the black-boxing of the processes through which influence
is exercised, alternative explanatory factors accounting for the coincidence
between policy output and preferences, and the measurement of policy
positions (Dür 2008c).
While it is an advantage of the preference attainment approach that it covers
all paths to influence, it is not clear through which of these processes influence
is in fact exerted. However, the black-boxing of the processes through which
influence is exerted is not very problematic for this study since the goal of this
book is only to explain variation in influence, but not to account for different
channels or strategies. The objective is to explain why some interest groups
are more influential than others, but since the theoretical model does not
consider lobbying strategies or channels as important explanatory variables,
the black-boxing is not a severe problem for this study.
The problem of controlling for alternative explanatory factors refers to
the fact that if the policy output reflects the policy preference of an interest
group, it does not necessarily mean that the policy output can be attributed
to the lobbying activities of this particular group. The objectives of interest
groups and the policy preferences of decision-makers could, for instance,
just coincide in which case an interest group was just lucky (Barry 1980a,b).
To empirically disentangle influence and luck, I draw on the observable
implications illustrated in figure 1.1. The crucial point that distinguishes
influence from pure luck is a causal link between the policy preference of
the actor and the output of the policy-making process (Nagel 1975, 29).
If an interest group is able to influence a political decision, there must be
a causal connection between the attributes of this interest group and the
political decision. Hence, there should be a systematic association between
actor properties and the policy output. If an actor has indeed been able to
influence political decisions which brought about the policy output, one can
observe a systematic, that is, statistically significant effect of actor properties.
The third problem of the preference attainment approach is the measurement of policy preferences. So far, two approaches can be distinguished:
Some researchers just assumed certain policy preferences a priori (e.g.
Frieden 2002; Dür 2008a). This approach is associated with the following
limitations: First, it is only applicable to a very general left–right dimension
such as business, as opposed to environmental groups or to importers versus
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exporters. Second, it cannot take into account differences within a certain
type of group, such as differences among various environmental associations.
Thus, policy preferences have to be measured empirically for each interest
group and each issue under analysis. So far, this has only been done by
asking interest groups themselves about their policy positions (e.g. Mahoney
2007a, 2008; Baumgartner et al. 2009). However, preferences may change
over time and thus policy positions cannot be measured at a precise time
point (Laver and Garry 2000, 622). Similarly, interviewees may have trouble
recollecting their positions and activities on issues that occurred a long
time ago and as a result, interviews can only be used to gather information
about interest group preferences on recent issues. What is needed is a more
objective measurement of interest groups’ policy preferences at a precise
point in time that allows measurement of issue-specific policy positions
of interest groups across a large number of cases and without any time
limitations.
To sum up, the preference attainment approach to interest group influence
is the most promising since it provides an objective measurement, covers
all channels of influence, and can be applied to a large number of cases. I
therefore draw on the preference attainment technique to measure interest
group influence in this book. However, as illustrated above, one of the major
problems associated with this approach is the measurement of policy positions.
In order to overcome this problem, I looked into other subfields of political
science and found that research on political parties has long been dealing
with the measurement of policy positions. Party scholars have developed
new promising research methods for extracting policy positions from party
manifestos by drawing on text analysis (Laver and Garry 2000; Budge et al.
2001; Laver, Benoit, and Garry 2003; Klingemann et al. 2006; Klemmensen,
Hobolt, and Hansen 2007; Slapin and Proksch 2008). Combined with the
increasing electronic availability of interest group documents, I expect that
interest group researchers can benefit enormously from crossing the borders
to party research and learn from its experiences. In particular, I argue that text
analysis can be a very helpful tool for measuring interest group influence since
it allows the large-scale measurement of policy positions as required by the

Two further techniques to measure policy positions are roll-call analysis (e.g. Clinton,
Jackman, and Rivers 2004; Poole 2005) and expert surveys (e.g. Huber and Inglehart 1995; Benoit
and Laver 2006; Marks et al. 2006). Whereas roll-call analysis could in principle be applied to
standardized consultations that consist of closed questions and answers in order to locate interest
groups in the policy space, the measurement of the position of the European institutions is
problematic since they do not complete questionnaires. The usefulness of expert surveys is equally
limited since these typically measure the general positioning of actors in the policy space, such as
a placement on the left–right dimension. Since the relative positioning of interest groups in the
policy space can, however, vary considerably across issues, an approach is needed that measures
the policy preferences of political actors regarding a specific policy proposal. As a result, roll-call
analysis and general expert surveys cannot be applied in this particular study.
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preference attainment approach to influence measurement. Since quantitative
text analysis is a fairly recent technique which has not been applied to the study
of interest groups so far, I test the applicability of text analysis to interest group
research in the following sections. After a short summary of the development
of text analysis, I present an overview of three widely used and promising text
analysis techniques for the measurement of policy positions. I then conduct a
case study in which I test the applicability of these three approaches to interest
group research for one policy issue.

3.2 OVERVIEW OF TEXT ANALYSIS TECHNIQUES
Textual data are arguably the most widely available source of evidence on
political processes. Content analysis was developed to make systematic use of
this rich data source. It is a “research technique for making replicable and valid
inferences from texts . . . to the context of their use” (Krippendorff 2004, 19).
Berelson and Lazarsfeld (1948) were probably the most important pioneers of
systematic content analysis. They analyzed German media broadcasts during
World War II for the American government in order to understand and
predict events in Nazi Germany. After World War II and probably as a result
of their work, content analysis has spread to numerous disciplines. Content
analysis has been used for various purposes, such as analyzing media coverage,
propaganda analysis, or authorship studies (e.g. Mosteller and Wallace 1964).
As the development of computers progressed, so did the use of computer-aided
quantitative text analysis (Alexa and Züll 2000; Roberts 2000; Lowe 2003).
Political documents have a great potential to reveal information about the
policy positions of their authors: Texts can be analyzed as many times as
one wishes and they provide information about policy positions at a specific
point in time. By 1979, political scientists had therefore begun to use content
analysis for the measurement of policy positions of political parties. Ian Budge
and David Robertson initiated the Comparative Manifesto Project (CMP)
which analyzed party manifestos in Eastern Europe, the European Union, and
the OECD from 1945 until today by means of manual hand-coding. Since
the manual analysis of party manifestos is extremely time-consuming and
cost-intensive, computer-based text analysis approaches for the measurement
of policy positions have been developed in recent years (Laver and Garry 2000;
Budge et al. 2001; Laver, Benoit, and Garry 2003; Klingemann et al. 2006;
Klemmensen, Hobolt, and Hansen 2007; Slapin and Proksch 2008). The most
important advances for extracting policy positions from texts are Wordscores
(Laver, Benoit, and Garry 2003) and Wordfish (Proksch and Slapin 2008; Slapin
and Proksch 2008). Whereas the CMP draws on quasi-sentences as the unit
of analysis, Wordscores and Wordfish employ the so-called “bag of words”
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approach by using single words as the unit of analysis. Even though single word
usage ignores the contextual nature of language, Benoit and Laver (2003b) have
demonstrated that the results based on single words do not differ much from
the results obtained drawing on word pairs and triplets which capture the close
context of words.
The quality of a content analysis is evaluated according to its validity and its
reliability. Validity is “the extent to which a measuring procedure represents the
intended, and only the intended concept” (Neuendorf 2002, 112). Reliability is
“the extent to which a measuring procedure yields the same results on repeated
trials” (Neuendorf 2002, 112). Hand-coding is usually associated with a high
degree of validity but only low reliability. By contrast, the great advantage of
Wordscores and Wordfish is a high degree of reliability, but these are often
criticized for a lack of validity. Hence, in the ensuing sections, the validity of
Wordscores and Wordfish is tested by comparing them with hand-coding. In the
following sections, I illustrate the CMP as well as the Wordscores and Wordfish
approaches in more detail before turning to the actual comparison of the three
approaches.

3.2.1 Hand-coding
Manual hand-coding is probably the most widespread approach in text
analysis. A hand-coded content analysis involves the following steps: First,
the researcher develops a categorization scheme based either on theoretical
assumptions or on inductive reasoning. Second, the texts are divided into
smaller units of analysis, such as paragraphs, sentences, or words depending
on the research design. Third, the text units are assigned to the categories of the
coding scheme based on human judgment. The manual hand-coding analysis
results in a dataset which contains the number of text units per category of
the coding scheme. The Comparative Manifesto Project (Budge et al. 2001;
Klingemann et al. 2006) has probably produced the most well-known and
widely used dataset for party positions by manually coding party manifestos
(for applications, see e.g. Adams et al. 2006; Marks et al. 2007; Knill, Debus,
and Heichel 2010). The CMP has used trained human coders to analyze 3,018
party manifestos of 780 different parties in 54 countries over the postwar era
(Volkens 2005). The CMP developed a classification scheme with 56 categories
grouped into seven policy domains. Where possible, directly opposing pro and
contra categories were specified. However, in addition to bipolar issues which
are clearly positional (such as “social services expansion” positive or negative),
also unipolar issues were defined as “left” or “right” such as “nationalization,”
which is classified as a left-wing issue, or “law and order,” which is considered
to be an issue on the “right.” In total thirteen categories were defined as left and
thirteen categories were defined as right.

How to Measure Interest Group Influence

67

The unit of analysis is a quasi-sentence, defined as “an argument or phrase
which is the verbal expression of one idea or meaning” (Klingemann et al.
2006, xxiii). Human coders divided the party manifestos into quasi-sentences
and allocated them to one of the specified categories. In the end, the
number of quasi-sentences per category was obtained for every manifesto. The
construction of the left–right scale is based on saliency theory which assumes
that policy positions are revealed by the number of statements devoted to an
issue. The central idea is that parties compete with each other by emphasizing
different policy priorities rather than by directly opposing each other on the
same issues (Budge and Bara 2001, 6–7). The left–right scale is constructed
in the following way: First, the percentages of left and right categories of the
total number of coded quasi-sentences are computed. Then, the percentage of
left sentences is subtracted from the percentage of right sentences. Negative
scores represent left positions and positive scores represent right positions. At
the extreme, a party devoting its entire program to left-wing issues would score
−100; similarly a totally right-winged program would receive a score of +100.
An example: Imagine a party manifesto contained 200 quasi-sentences, out of
which 100 (50 percent) are allocated to left categories and 40 (20 percent) are
allocated to right categories. This manifesto would receive a score of −30 (i.e.
20−50).
The CMP developed the most comprehensive dataset on policy positions of
political parties across countries over time and it is accordingly widely used
among political scientists. While hand-coding claims validity as its central
advantage over computerized text analysis, the content analysis approach of the
CMP has been severely criticized for a number of reasons. The validity of the
CMP policy position estimates is questioned due to its theoretical foundation.
Scholars argue that parties do not compete by placing emphasis on different
issues as assumed by salience theory, but that they seek direct confrontation
on the same issues (Riker 1996; Laver and Garry 2000). Furthermore, the
manifestos have been coded only once so that there is no measure of
uncertainty for the policy position estimates based on the CMP (Bakker,
Edwards, and de Vries 2006; Mikhaylov, Laver, and Benoit 2012). Even though
Benoit, Laver, and Mikhaylov (2009) have developed a technique to measure
the uncertainty of CMP policy position estimates, the lack of reliability is still
a severe problem of manual hand-coding in general. In addition, hand-coding
is very time- and labor-intensive which makes it difficult to analyze large
amounts of texts.


This is the so-called rile scale procedure suggested by the CMP researchers. In addition,
several other scholars have suggested alternative ways to compute policy positions based on the
CMP dataset (see for instance Gabel and Huber 2000; Linhart and Shikano 2007; Lowe et al.
2011).
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3.2.2 Wordscores
Due to the lack of reliability and the amount of labor associated with manual
hand-coding, computer-based text analysis approaches have been developed in
recent years. A major step forward was undertaken by Laver, Benoit, and Garry
(2003): They developed a fully automated text analysis program for measuring
policy positions of texts (for applications, see e.g. Benoit and Laver 2003a;
Benoit et al. 2005; Hug and Schulz 2007). Instead of relying on dictionaries
as done earlier, this method uses reference texts and reference values in order
to predict policy positions. The basic idea is that one can estimate policy
positions by comparing two sets of texts: “Reference texts” and “virgin texts.”
“Reference texts” are documents whose policy positions are known to the
researcher (e.g. by relying on expert surveys). “Virgin texts” by contrast are
documents about which one does not know anything apart from the words they
contain. By comparing the relative frequencies of words in the reference texts
with the relative frequencies in the virgin texts one can calculate the probability
Pwr that one is reading a particular reference text r given a specific word w. So it
is assumed that each word provides a little piece of information about which of
the reference texts the virgin text most closely resembles. Thus, the more words
a document contains, the more confident one is in judging which reference text
is closest to the virgin text. Since the policy positions of the reference texts,
Ard , are known, one can use the probabilities, Pwr , together with the reference
values, Ard , to produce a score, Swd , for each word w on dimension d. This is the
expected policy position on dimension d of any text given a word w. Then the
relative frequency of each virgin text word as a proportion of the total number
of words in the text, Fwv , is computed. The policy position raw score, Svd , of
any virgin text is then the mean dimension score Swd of all the scored words
that it contains, weighted by the frequency of the scored words, Fwv . In order to
compare the scores of the virgin texts directly with those of the reference texts,
these raw scores are finally transformed into S*vd (for further details, see Laver,
Benoit, and Garry 2003). Confidence intervals are obtained by estimating the
variance, Vvd , of the individual word scores around the text’s mean score.
Wordscores is based on a number of assumptions: First, it assumes that
policy positions are reflected in the relative frequency of words used within and
across texts. Second, it is assumed that word meaning remains stable over time.
Time-series analysis of policy positions can therefore be problematic since


In an earlier article, Laver and Garry (2000) constructed a word-based dictionary drawing
on the categories defined by the CMP. They identified key words for predefined policy positions
and then ran a computer program to count the number of times each key word is mentioned
in a text. Even though this method decreases the problem of reliability of coding the texts, it is
still severely vulnerable to human error: As Laver, Benoit, and Garry (2003, 312) state, it relies
on heavy human input in order to develop and test coding dictionaries. Thus, even though it
enables reliable coding of texts, the creation of dictionaries imports the weaknesses of traditional
hand-coding.
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new themes and accordingly also new words come up so that the vocabulary
changes over time. Third, Wordscores assigns all words the same weight in
the estimation process. Hence, words that occur frequently in all texts, such
as conjunctions and articles, are equally contributing to the policy position
estimates as words with high political connotation. Thus, frequent words that
occur in all texts without carrying substantial meaning pull the document
scores towards the center of the policy space which makes them incomparable
to the policy position values of the reference texts. In order to overcome
this problem, Laver, Benoit, and Garry (2003) standardize the raw scores by
stretching the variance of the virgin text scores to equal the variance of the
reference text scores. Fourth, Wordscores requires that all words of interest are
contained in the reference texts.
In practical terms, the following steps are necessary to conduct a Wordscores
analysis: First, one has to define the policy dimension to be investigated.
Second, one then has to choose a set of reference texts with known policy
position estimates. Choosing the reference texts is a crucial step and the
following guidelines should be followed: The reference texts should use the
same vocabulary as the virgin texts. For instance, one cannot compare speeches
with laws as the latter contain a very specialized legal terminology that is very
different from the words used in speeches. Furthermore, the texts should at
best reflect the extreme positions on the policy scale. Finally, the reference texts
should contain as many different words as possible. The requirement to choose
reference texts is the biggest disadvantage of Wordscores since one has to draw
on an independent source for the policy position estimates. Whereas this is
a rather easy task in party research due to the Comparative Manifesto Project
and several expert surveys, it might be very difficult to find reference values for
other fields of investigation. The last step in applying Wordscores is to run the
computer program which performs the above explained estimation procedure.

3.2.3 Wordfish
The most recent innovation in quantitative content analysis is Wordfish
(Proksch and Slapin 2008; Slapin and Proksch 2008). It is a statistical scaling
model that allows one to estimate policy positions of texts on a predefined
policy dimension simply by drawing on relative word frequencies in texts
(for applications, see Schmitt 2008; Pappi and Seher 2009; Proksch and Slapin
2010). Hence, in contrast to Wordscores, Wordfish does not require reference
documents and reference values. The model is based on the assumption that

Throughout this study, the standardization procedure suggested by Laver, Benoit, and Garry
(2003) is used. This standardization procedure, however, raised some criticism. Martin and
Vanberg (2008) for instance suggested another way of standardizing the raw scores. See Lowe
(2008) for a thorough discussion of Wordscores and its problems.
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words are distributed according to a Poisson distribution. This distribution
was selected since it resembles the highly skewed distribution of word usage
in natural language and since it is simpler than alternative distributions such
as the negative binomial distribution. The Poisson distribution has only one
parameter, λ, which is at the same time the mean and the variance. The model
underlying the estimation of policy positions is the following:
yij ∼ Poisson(λij )
λij = exp(αi + ψj + βj ∗ ωi )
yij is the count of word j in text i. α is a set of text effects that control for the
length of the documents. ψ is a set of word fixed effects that control for
the fact that some words, such as articles or prepositions, are generally used
more frequently than other words. β is an estimate of a word specific weight
capturing the importance of word j in discriminating between policy positions
and ω is the estimate of actor i’s policy position. The entire right-hand side of
the equation is estimated by an expectation maximization (EM) algorithm (for
further details see Slapin and Proksch 2008). In order to identify the model, the
first text effect α1 and the mean of all policy positions of actors are set to zero
and the standard deviation is set to one. Confidence intervals for the policy
position estimates are obtained drawing on a parametric bootstrap. The use
of a parametric bootstrap implies that the confidence intervals shrink as the
number of unique words increases since this model treats each unique word as
an independent observation. Thus, the higher the number of unique words, the
more data are available for estimating the policy positions and thus the higher
the confidence in the obtained policy position estimates.
Wordfish is based on a number of assumptions: First, it is assumed that policy
positions are reflected in the relative frequency of words used within and across
texts. Second, it is assumed that word meaning remains stable over time. Third,
the algorithm estimates the policy positions on a single dimension. Thus, it is
assumed that the documents used for the analysis are encyclopedic statements
of the actors’ policy positions. If one wants to calculate the policy position on
a specific issue that is only discussed in a particular section of a document,
only this particular section should be used for the analysis. For instance, if the
policy positions of political parties on environmental issues are to be extracted
from party manifestos, all text passages not directly referring to environmental
policy need to be removed from the document.
In practical terms, Wordfish requires the following steps. First, one has to
define the policy dimension that should be studied and select documents
that deal with this policy dimension and that use a comparable pool of
words. Second, one then has to remove all text passages that do not refer
to the policy dimension in question. Third, Proksch and Slapin (2009a,b)
in addition recommend various preprocessing steps, such as removing

How to Measure Interest Group Influence

71

stopwords, eliminating words that have only been mentioned very rarely, and
stemming, that is, reducing words to their roots. Fourth, one has to produce
a word frequency matrix, which contains words in rows and texts in columns
indicating the number of occurrences of words in the different texts, which
serves as input for the Wordfish program.

3.3 RESEARCH DESIGN OF THE CASE STUDY
In order to examine the applicability of the three previously discussed text
analysis approaches to the study of interest group influence, a case study
is presented that compares hand-coding, Wordscores, and Wordfish. In the
ensuing sections, I proceed as follows: I first illustrate the research design of the
case study by explaining in detail which policy issue I selected for the case study
and what texts I used to measure the policy positions of interest groups and the
European institutions. I then compare the results obtained by hand-coding,
Wordscores, and Wordfish before drawing conclusions for the applicability of
quantitative text analysis to the study of interest group influence.
In order to test the different quantitative content analysis approaches, I
selected the policy proposal concerning the reduction of CO2 emissions from
cars. On 7 February 2007, the European Commission published a communication in which it proposed a legislative framework to reduce CO2 emissions
from cars to 120g/km in 2012. The Commission called for improvements in
vehicle technology that should account for an emission reduction to 130g/km,
while efficiency improvements for tires and air conditioning systems as well
as a greater use of biofuels should contribute to further emissions cuts of
10g/km. Furthermore, the Commission suggested fiscal measures, improved
consumer information, and a code of good practice on car marketing to
decrease the popularity of cars with high CO2 emissions. The Commission
then launched a public online consultation which ran from 7 February until
15 July 2007 and was open to anyone interested in this issue. The Commission
adopted its legislative proposal in December 2007 and forwarded it to the
Council and the European Parliament, for legislative discussion under the
Codecision procedure. The Council and the European Parliament approved
the final legislative act after the first reading in April 2009. In order to study
interest group influence during the policy formulation stage in which the
Commission develops its final policy proposal based on the communication,
I will compare the policy preferences of interest groups with the position of
the Commission before the consultation as reflected in the communication
and after the consultation as reflected in the final policy proposal. In order
to evaluate interest group influence during the decision-making stage in
which the Council, the European Parliament, and the European Commission
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negotiate the design of the final legislative act based on the proposal issued by
the European Commission, I will compare the policy preferences of the interest
groups with the final legislative act while taking into account the Commission
position expressed in the communication and the proposal.
The policy positions of the European institutions and the interest groups are
measured on a single “pro environmental control” and “anti environmental
control” policy dimension. Being located at the “pro environmental control”
end of the policy scale implies that interest groups support the framework
suggested by the Commission and might even go beyond the proposed
measures. Interest groups located at the “anti environmental control” end of
the policy scale are against the measures proposed by the Commission.
This policy issue was selected for various reasons. First, a wide variety of
actors took part in this consultation and one can therefore assume a broad
range of policy positions (see table 3.1). I classified the actors into five groups:
traditional automobile industry groups (n = 9); alternative industry groups
(n = 6), which promote the use of biofuels or electric vehicles; environmental
groups (n = 7); national authorities (n = 3); and other groups (n = 9).
Second, the number of submissions is not too high, so that a hand-coded
content analysis could be conducted. In total, 45 comments were submitted by
interest groups and national authorities. Ten submissions were not written in
English and were excluded since Wordscores and Wordfish can only be applied
to texts in the same language. One further submission was excluded since it
only consists of a PowerPoint presentation. Hence, 34 submissions remain for
the analysis.
In order to measure policy positions of interest groups, their submissions
to the public consultation preceding the adoption of the policy proposal
were analyzed. The European Commission introduced the online consultation
instrument in 2000. Interest groups are consulted on a preliminary proposal
before the final policy proposal is decided upon by the College of Commissioners and passed on to the Council and the European Parliament.
Consultation submissions are usually published on the website of the European
Commission and thus provide researchers with a fruitful new data source.
The communication and a summary of the policy proposal issued by the
European Parliament will be used to measure the Commission position before
and after the consultation. The location of the final legislative act will be
extracted from a summary of the legislative act issued by the European
Parliament. In theory, one could also use the communication, the proposal,
and the regulation directly. This is, however, associated with a problem of
comparability: Whereas the communication is written as a continuous political
text, the proposal and the final legislative act consist of the explanatory
memorandum, the preamble, and the actual regulation and therefore use
very specific legal terminology. Thus, these texts employ a very different
vocabulary and cannot be compared directly using computer-based content
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Table 3.1 Further information about actors and texts
Abbreviation

Name of actor

ACEA
ADTS
AEGPL
AVELE

European Automobile Manufacturers’ Association
Associação per la Divulgação de les Tecnologies Sostenibles
European Liquefied Petroleum Gas Association
Spanish Association for the Promotion of Electric and
Non-Contaminant Vehicles
European Association for Battery, Hybrid and
Fuel Cell Electric Vehicles
European Consumer Organization
British Vehicle Rental and Leasing Association
Commission 1 (Communication February 2007)
Commission 2 (Proposal December 2007)
Germany
European Biodiesel Board
European Natural Gas Vehicles Association
EP, Council and Commission (Regulation April 2009)
European Tire and Rubber Manufacturers’ Association
European Transport Safety Council
European Trade Union Confederation
European Federation of Magazine Publishers
Finnish Association of Nature Conservation
Friends of the Earth Italy
Friends of the Earth UK
General Motors
Greenpeace
Japan Automobile Manufacturers’ Association
Korea Automobile Manufacturers’ Association
LTI Vehicles
Michelin
Netherlands
RAI Vereniging – Rijwel and Automobiel Industrie
Royal Society for the Protection of Birds
Shecco
Society of Motor Manufacturers and Traders
Transport and Environment
United Kingdom
UK Advertising Association
Verband der Automobilindustrie
Volkswagen
World Wide Fund for Nature

AVERE
BEUC
BVRLA
COMM 1
COMM 2
DE
EBB
ENGVA
EP, COU, COMM
ETRMA
ETSC
ETUC
FAEP
FANC
FOEIT
FOEUK
GM
GREENPEACE
JAMA
KAMA
LTI
MICHELIN
NL
RAI
RSPB
SHECCO
SMMT
T&E
UK
UKAA
VDA
VW
WWF

Words
2817
403
2946
402
466
1570
1225
3995
658
3367
2397
4966
943
653
290
1016
626
611
2799
1258
5321
550
1214
1016
671
1431
664
466
1017
769
2264
6791
1249
759
7272
7233
2009

analysis (Laver, Benoit, and Garry 2003, 315). In order to test the validity of
the preference measurement based on the communication and the summaries
of the proposal and the final act, press releases accompanying the launch of the
consultation and the adoption of the policy proposal as well as the preamble
of the policy proposal and the final legislative act were also hand-coded. On a
pro/anti environmental control scale ranging from −100 (pro) to +100 (anti),
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the Commission communication receives a score of −61.33 whereas the press
release accompanying this communication receives a score of −58.70. The EP
summary of the final policy proposal receives a score of −30.43 whereas the
press release accompanying the proposal receives a score of −27.66 and the
preamble of the proposal itself scored −28.99. The policy position of the final
legislative act obtained by coding its EP summary is −31.48 whereas coding
the preamble of the final act lead to a policy position estimate of −28.05.
Hence, one can conclude that the different documents deliver nearly identical
results and hence the validity of the preference measurement based on the
communication and the EP summaries of the policy proposal and the final
legislative act has been demonstrated.

3.4 ANALYSIS
In this section, I present the analysis of the case study. More specifically,
I illustrate the policy position estimates obtained by hand-coding, Wordscores,
and Wordfish. I test the quality of these policy position estimates by systematically comparing the results obtained by the three techniques and by
conducting several reliability and validity checks. I start with the hand-coding
analysis and then proceed to Wordfish and Wordscores. In the light of the
findings of the case study, I finally draw conclusions about the applicability
of text analysis to the study of interest group influence.

3.4.1 Hand-coding
First, a hand-coded analysis largely based on the design of the CMP was
performed. I developed a coding scheme to systematically capture the content
of the texts. This coding scheme was developed inductively on the basis of
in-depth reading of the interest group submissions and the policy documents
of the European institutions. At first, I read all EU institution documents
and made a list of all issues that were discussed in these texts. Afterwards,
I carefully read all interest group submissions and added issues to the list that
were mentioned by interest groups while not being discussed by the European
institutions. I arrived at 20 different policy issues. In order to not only focus
on the varying emphasis of interest groups to these different issues, but to
also capture the direct confrontation of actors on the same issues, I developed
bipolar categories. All statements that could not be allocated to one of these
categories were grouped into an “others” category. The final coding scheme
therefore consists of 41 categories of which 20 categories were classified as “pro
environmental control” and 20 as “anti environmental control” (see table 3.2).
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Table 3.2 Hand-coding classification scheme
Overall category

Reduction target
Appropriateness of measure
Inclusion of vans
Code of good practice on car advertising
Improved labeling to promote the purchase of fuel-efficient cars
Fiscal measures to promote the purchase of fuel-efficient cars
Penalties to enforce CO2 reductions
Efficiency improvements of tires
Efficiency improvements of air conditioning
Greater use of alternative fuels or automotive technology
Long-term reduction strategy
Averaging
Pooling
Banking
Individual targets for small-scale manufacturers
Exceptions for special-purpose vehicles
Weight as a parameter for calculating reduction targets
Inclusion of CO2 reduction from cars in general Emissions
Trading Regime
Monitoring
Crediting
Other

Environmental control
Pro

Anti

positive
positive
positive
positive
positive
positive
positive
positive
positive
positive
positive
negative
negative
negative
negative
negative
negative
negative

negative
negative
negative
negative
negative
negative
negative
negative
negative
negative
negative
positive
positive
positive
positive
positive
positive
positive

positive
negative
−

negative
positive
−

The units of analysis are natural sentences separated by full stops,
semicolons, or colons. Natural sentences were selected as units of analysis as
they provide equally valid content estimates as quasi-sentences while at the
same time performing better with regard to reliability (Däubler et al. 2012).
Each sentence was allocated to at least one of the specified categories. In the
end, for each coded document, the number of sentences per category has been
obtained. The pro/anti environmental control scale was produced according
to the CMP procedure. First, the percentages of pro and anti environmental
control categories of the total number of coded statements per text were
calculated. Then, the pro percentage was subtracted from the anti percentage.
Negative scores represent pro environmental control positions and positive
scores represent anti environmental control positions.
Figure 3.1 plots the policy position estimates obtained using this
classification scheme. In order to guarantee comparability with the other
content analysis approaches, the estimates were transformed so that they
are measured on the same scale as the Wordfish and Wordscores estimates.
All traditional industry actors are located closer to the “anti environmental
control” end of the policy scale than the Commission’s communication
(COMM 1), the Commission’s legislative proposal (COMM 2), and the final
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UKAA
SHECCO

ETRMA
BVRLA

BEUC
UK
NL
T&E

DE
WWE

RSPB
GREENPEACE
FOEUK
FOEIT

FANC

EP, COUNCIL, COMM
COMM 2
COMM 1
RAI

ENGVA
EBB
AVERE
AVELE
AEGPL
ADTS

–2

MICHELIN
FAEP

ETUC

ETSC

GM

–1

Pro

0

SMMT

VW
VDA

LTI
KAMA
JAMA
ACEA

1

Policy position
Alternative Industry
National Authorities

2
Anti

Traditional Industry
Commission
Others
EP, Council, Commission
Environmental Groups

Fig. 3.1 Hand-coding policy position estimates

legislative act (EP, COUNCIL, COMM). All alternative industry actors are
located closer to the “pro environmental control” side of the policy scale
than the European institutions. Four of the environmental groups (FANC,
T&E, FOEUK, GREENPEACE) are located closer to the “pro environmental
control” side of the policy scale than all European institution positions
and three (WWF, RSPB, FOEIT) are located in between the Commission’s
communication on the one hand and the legislative proposal and the final
legislative act on the other hand. The Netherlands and the UK are located
closer to the “pro environmental control” side of the policy scale than
the European institutions whereas Germany is located closer to the “anti
environmental control” end of the policy spectrum. Two of the remaining
actors, BEUC, which is a European consumer association, and ETSC, which
is an interest group promoting transport security, are located closer to the “pro
environmental control” spectrum of all three European institution positions
whereas SHECCO, which is a consultancy specialized in climate friendly
products, is located in between the Commission’s communication on the one
hand and the Commission’s proposal and the final legislative act adopted
by the Council and the European Parliament on the other hand. The rest
of the other actors (ETUC, ETRMA, BVRLA, UKAA, MICHELIN, FAEP)
are located closer to the “anti environmental control” end of the policy
scale than the European institutions. The Commission moved from a policy
position of –1.23 to a policy position of −0.61, so it clearly moved towards
Germany and the traditional automobile industry. The Council and the
European Parliament then adopted the final legislative act which received a
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score of −0.63 and therefore hardly differs from the proposal presented by the
European Commission. Hence, drawing on hand-coding one would conclude
that Germany and the traditional automobile industry were successful in
shifting the European Commission during the policy formulation stage
towards their ideal points and were largely able to maintain this shift during
the decision-making stage in which the Council, the European Parliament, and
the European Commission negotiated the final legislative act. The alternative
industry associations, the environmental groups, as well as the Netherlands
and the UK could not influence the policy formulation process and were
hardly able to influence the Council and the European Parliament during the
decision-making stage as the final legislative act closely resembles the proposal.
As explained before, one major problem of manual hand-coding is the
low degree of reliability. I therefore conducted a reliability test to check the
robustness of the content analysis across different coders (see table 3.3).
Students of an undergraduate political science class recoded the first three
pages of 27 documents. Thus, for 27 of the 37 texts in the analysis, two
codings exist: one performed by myself and one conducted by a student. Due
to time constraints, students could not be trained before and the texts were
already divided into units of analysis in advance. The reliability measures
were computed in two different ways: According to the first procedure, the
calculation of reliability estimates was based on the entire 41 categories. Hence,
I tested whether the students allocated sentences to the exact same categories
out of the 41 possible options. Secondly, I based the calculation of reliability
measures on the difference between “pro,” “anti,” and “neutral” categories since
this distinction is decisive for the computation of policy position estimates.
Hence, I tested whether the students coded sentences as “pro,” “anti,” or
“neutral,” no matter whether they picked exactly the same category out of the
41 possible options. Thus, according to the first procedure, there are 41 possible
coding options and according to the second procedure, there are only three
coding options.
At first, the percent agreement between the students’ and my codings was
calculated for all 27 documents based on the coding of sentences to all 41
categories. Then, all coders whose mean percent agreement with my own
codings was less than 50 percent were excluded from the reliability analysis.
The remaining 16 codings were used to produce the final reliability estimates.
Overall reliability estimates were obtained by using the mean reliability
estimates across the 16 codings. Concerning the allocation of every single

The reliability check was conducted for the earlier version of this chapter as published in
European Union Politics (Klüver 2009). For this analysis, I only focused on 27 documents and
therefore reliability estimates are only available for these 27 texts. Since I used Commission
press releases to extract policy positions of the Commission in this earlier version of the
chapter, reliability estimates for the Commission texts refer to the press releases and not to the
communication and the EP summary.
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Table 3.3 Hand-coding reliability test
All categories

Pro, Anti, Neutral

Coefficients

Mean

Min

Max

Mean

Percent agreement
Cohen’s kappa
Krippendorf ’s alpha
Correlation of policy estimates

64.16%
0.47
0.47

50.00%
0.06
0.04

82.09% 78.75%
0.71
0.53
0.72
0.53
0.97, p ≤ 0.001

Min

Max

56.25%
0.14
0.10

100%
1.00
1.00

sentence to one of the 41 possible categories, the average percent agreement
between the students’ and my codings is 64.16 percent. If one only considers
whether a sentence was allocated to a pro, anti, or the neutral category, the
average percent agreement amounts to 78.75 percent.
Furthermore, two reliability coefficients (Cohen’s kappa and Krippendorf ’s
alpha) were estimated which take into account that coder agreement can just
be due to chance. Both reliability measures range from 0.00 to 1.00 whereby
0.00 indicates agreement at chance level and 1.00 indicates perfect agreement.
A value of less than 0.00 indicates agreement less than chance. Cohen’s kappa
and Krippendorf ’s alpha are 0.47 for the allocation to all 41 possible categories.
If one only looks at the allocation of sentences to a pro, anti, or the neutral
category, Cohen’s kappa and Krippendorf ’s alpha are 0.53. According to Landis
and Koch (1977), an agreement above 0.41 constitutes a fair to good agreement
beyond chance. The reliability coefficients therefore indicate a reasonable
agreement across coders.
Since the most important result of the hand-coding is the estimation of
policy positions, it is necessary to also compare these estimates. The policy
position estimates based on the students’ coding and my coding correlate at
0.97. The reliability test has therefore demonstrated the robustness of the policy
position estimates across different coders. Despite differences in the coding
of single sentences, the general policy positions of the documents remain
stable across coders. Hence, one can conclude that even though there is no
perfect coding agreement for every single sentence, the very high correlation
between the policy position estimates indicates that my codings are by and
large confirmed by the students’ codings.
In order to check the validity of the results obtained by hand-coding,
the content of the communication, the proposal, and the final legislative
act were compared with the documents of the interest groups which are
located on the extremes of the policy scale. Table 3.4 summarizes the content
of the five texts based on the categorization scheme developed for the
hand-coding analysis. The content of the two Commission documents before
(communication) and after the consultation (proposal) differs considerably:
Whereas the communication contains “pro environmental control” sentences

Table 3.4 Hand-coding validity check

Overall Category
Reduction target
Appropriateness of measure
Inclusion of vans
Code of good practice on car advertising
Improved labeling to promote the purchase of fuel-efficient cars
Fiscal measures to promote the purchase of fuel-efficient cars
Penalties to enforce CO2 reductions
Efficiency improvements of tires
Efficiency improvements of air conditioning
Greater use of alternative fuels or automotive technology
Long-term reduction strategy
Averaging
Pooling
Banking
Exceptions for small-scale manufacturers
Exceptions for special purpose vehicles
Weight as a parameter for calculating reduction targets
Inclusion of CO2 reduction from cars in general Emissions
Trading Regime
Monitoring
Crediting
Other
Total no. of sentences (unit of analysis)
Percentage of pro and anti sentences

Commission 1

Commission 2

EP, Council, Commission

Pro

Anti

Pro

Pro

Anti

Pro

17.4
26.1

18.52
11.11

11.11

2.0

7.3
28.0
0.7
2.0
3.3
10.0
0.7
1.3
0.7
2.7
5.3

Anti
8.7
4.4

13.04

11.11
1.85
1.85
11.11
5.56
4.4
8.7

ADTS
Anti

VDA
Pro

Anti

5.3
5.3

0.3
0.3

10.9
55.8
0.3

5.3

0.3
0.3
0.3

0.3
3.3

73.7
16.67

2.6
2.0

1.85
4.4
2.0

0.7

4.4

1.6

6.9
1.3

0.7
33.3

8.7

150
64.0

2.7

60.9

23
30.4

33.3
61.11

54
29.63

89.5

10.5

12.8

19

305
3.9 83.3

0
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on the inclusion of vans, a code of good practice on car advertising,
improved labeling and fiscal measures to promote the purchase of fuel-efficient
cars, efficiency improvement of tires and air conditionings, greater use of
alternative fuels or technologies, and a long-term reduction strategy, the EP
summary of the policy proposal does not contain any of these statements.
By contrast, whereas the communication contains no “anti environmental
control” sentences on the inclusion of vans, averaging, pooling and weight as
a parameter for calculating reductions, the summary of the policy proposal
contains statements in all of these categories. In total, whereas only 2.7 percent
of the sentences in the communication were classified into “anti-environmental
control” categories, 30.4 percent of the sentences in the EP summary of the
policy proposal fall into the “anti environmental control” categories. Thus, just
by looking at the allocation of sentences to the categories, one can conclude
that the Commission moved towards the traditional automobile industry on
the “anti environmental control” end of the policy scale during the policy
formulation stage.
In terms of specific policy categories, the final legislative act somewhat
differs from the proposal. Whereas the proposal contains no “pro” sentences
on efficiency improvements for tires or air conditioning, on a greater use of
alternative fuels and technologies, and on a long-term reduction target, these
categories are all present in the final legislative act. By contrast, whereas the
proposal contains no “anti” sentences on the reduction target, 11.11 percent of
the sentences of the final act belong to this category. Similarly, only the proposal
contains supporting statements for pooling whereas only the final act contains
statements in favor of exceptions for small-scale manufacturers. When it
comes to the overall share of “pro” and “anti” sentences, the final legislative
act, however, closely resembles the policy proposal. While the proposal
contains 60.9 percent “pro” sentences and 30.4 percent “anti” sentences, the
final legislative act comprises 61.11 percent “pro” and 29.63 percent “anti”
sentences. Thus, even though the emphasis of specific issues slightly changed
over the course of bargaining process between the Council, the European
Parliament, and the European Commission, the overall location of the final
act in the policy space does not vary considerably from the location of
the proposal. The demands of the traditional industry groups were taken
up in terms of the timing of the reduction targets, but at the same time
long-term reduction targets, penalties for exceeding CO2 consumption, and
efficiency improvements for tires and air conditioning were taken up in the
final proposal as demanded by environmental groups and the alternative
automobile industry.
The most “pro” text by ADTS strongly emphasizes the superiority of electric
vehicles and, thus, devotes 73.7 percent of all sentences to the “pro” category
on greater use of alternative fuels and engine technologies. If the Commission
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had taken into account the position of ADTS, one should observe a stronger
emphasis of this topic in the final policy proposal. However, the share of
sentences devoted to this category decreased from 2.7 percent in February to
0 percent in December. Hence, one can conclude that the Commission did not
move towards the ideal point of ADTS. However, during the decision-making
stage, the European institutions picked up this demand since 11.11 percent of
the sentences in the final legislative act are devoted to this issue.
The German Automotive Manufacturers’ Association, VDA, was successfully lobbying the European Commission during the policy formulation stage
in various aspects: The VDA promotes averaging, calls for using weight as a
parameter for calculating the reduction targets, and opts against the inclusion
of vans. All of these demands were taken up by the Commission: Whereas the
communication does not include any sentences on these topics, all categories
are represented in the EP summary of the policy proposal. Moreover, the
Commission not only changed the substance, but also its rhetoric: It devoted
more than four times as many sentences to the “anti environmental control”
category on the appropriateness of the suggested measures and, thereby,
responded to the argumentation of the VDA which devoted 55.8 percent of
all sentences to that category. During the decision-making stage, some of
the demands by the VDA were dropped such as the inclusion of vans, but
at the same time, the final legislative act introduces a transition period to
meet the reduction targets as advocated by the VDA. In addition, it devotes
about four times more sentences to the opportunity of averaging the reduction
targets across the entire car fleet of a manufacturer as demanded by the
VDA. In conclusion, one can ascertain that the policy proposal and the
final legislative act are clearly closer to the ideal point of the VDA than the
Commission communication and, thus, the policy position estimates obtained
by hand-coding are confirmed by this validity check.
The manual hand-coding analysis leads to the following conclusions:
Interest groups representing the traditional automobile industry are located on
the “anti” environmental control side of the policy space and therefore oppose
the Commission’s initiative to reduce CO2 emissions from cars. By contrast,
alternative industry associations as well as environmental groups are located
on the opposite end of the policy spectrum. They support the Commission
proposal and even demand further measures to reduce CO2 emissions from
cars. During the policy formulation stage, the European Commission moved
from the “pro” end to the “anti” end of the policy scale and thus towards
the traditional automobile industry. The Council, the European Parliament,
and the European Commission largely maintained this shift as the regulation
closely resembles the policy proposal. In terms of influence, one can therefore
conclude that whereas the traditional automobile industry was successful in
lobbying the European institutions, the alternative industry associations as
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well as the environmental groups did not manage to pull the policy outcome
towards their ideal points. Reliability and validity checks confirmed the policy
position estimates.

3.4.2 Wordfish
In a second step, I analyzed the documents using Wordfish. In order to employ
Wordfish, all the texts were preprocessed. The interest group and European
institution documents were all in portable document format (pdf ) and were
first transformed into txt files which are the basis for the quantitative text
analysis. I then removed symbols, unified British and American spelling,
and transformed all words to lowercase. Since the documents used for the
analysis need to be encyclopedic statements of the actors’ policy positions,
all text passages not directly referring to the policy issue in question were
removed from the documents. Accordingly, contact details or self-descriptions
of interest groups were eliminated manually from the texts. Then, interest
group names were removed from each submission and spelling errors were
corrected. As Wordfish requires a word frequency matrix as input for the
analysis, the program jfreq (Lowe 2009a) was used to produce such a matrix.
Using jfreq, stop words, numbers, and currencies were removed from the
documents and the words were stemmed (reduced to their root). At last,
following the recommendation of Proksch and Slapin (2009a,b), all stems
that were only mentioned in 15 percent or less of the texts per policy issue
were removed from the word matrix so that 675 unique stems remain for the
analysis. Figure 3.2 plots the policy position estimates obtained by Wordfish
together with a 95 percent confidence interval indicating the uncertainty of
the estimates.
All traditional automobile industry groups are located closer to the “anti
environmental control” end of the policy scale than the communication
(COMM 1) issued by the European Commission. Four of the traditional
automobile industry actors (ACEA, JAMA, VDA, VW) are also positioned
closer to the “anti environmental control” end of the scale than the proposal
(COMM 2) and the final legislative act (EP, COUNCIL, COMM). The
remaining five traditional automobile industry actors (RAI, SMMT, GM, LTI,
KAMA) are located between the communication on the one hand and the
proposal and the final regulation on the other hand. By contrast, all alternative
industry actors are located closer to the “pro environmental side” of the
policy scale than the European institution positions. Germany is located closer
to the “anti environmental control” side of the policy spectrum than the
communication, the proposal, and the final act. By contrast, the UK and the
Netherlands as well as the majority of the environmental groups are located
closer to the “pro environmental control” side of the policy spectrum than
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Fig. 3.2 Wordfish policy position estimates

the European institution positions. During the policy formulation stage, the
Commission moved from a policy position of −0.30 (communication) to
a policy position of 0.93 (proposal) towards Germany and the traditional
automobile industry at the “anti environmental control” end of the policy scale.
This shift is statistically significant since there is no overlap of confidence
intervals. During the decision-making stage, the European institutions only
marginally amended the proposal so that the final legislative act largely
resembles the proposal in terms of its location in the policy space (0.92).
This is confirmed by the overlap of confidence intervals of the proposal
and the final act which indicates that there is no statistically significant
difference between them. Thus, using Wordfish I also come to the conclusion
that Germany and the traditional automobile industry were successful in
pulling the European Commission towards their ideal point during the policy
formulation stage and in maintaining this shift during the decision-making
stage. By contrast, alternative industry associations, environmental groups, as
well as the Netherlands and the UK could neither exert any influence during
the policy formulation nor during the decision-making stage.
In order to check the validity of the Wordfish results, I examined the word
parameters as recommended by Proksch and Slapin (2009a,b). As illustrated
before, Wordfish estimates policy positions drawing on relative frequencies
of single words. More specifically, Wordfish discriminates between policy
positions of texts drawing on words weights (parameter β in the model). The
higher the word weight, the more a word is responsible for the estimation of
the text’s policy position. Word fixed effects, by contrast, capture the fact that

84

Lobbying in the European Union

some words are used very often in general such as articles or conjunctions
(parameter ψ in the model). Words with a high fixed effect should, thus, not
discriminate between policy positions since all actors use them very frequently.
By contrast, words which are mentioned very infrequently should carry more
politically relevant meaning. These words should, thus, have very low word
fixed effects and high positive or negative word weights. This expectation is
confirmed by Figure 3.3 which plots the estimated word fixed effects against
the word weights. The so-called “Eiffel Tower of Words” (Slapin and Proksch
2008) is approximately centered around a word weight of zero. Hence, words
with high word fixed effects have very low word weights. Examples for such
frequent stems with very high word fixed effects and low word weights are
“vehicle,” “car,” and “CO2 ” which are used very often in all 37 texts. Stems with
high political connotation, by contrast, have very low word fixed effects and
high positive or negative word weights. On the “pro environmental control”
side of the policy scale, stems such as “zero-emiss,” “batteri,” or “warm” have
very high negative word weights. On the “anti environmental control” side of
the policy scale, stems such as “tire” and “resist” and “disadvantage” have very
high positive word weights.
Using the keyword-in-context-function of the text analysis program
Yoshikoder (Lowe 2009b), I examined the context in which words with high
word weights are used (see table 3.5). The stem “zero-emiss” is employed
by alternative industry associations and environmental groups to emphasize
that hybrid vehicles and electric cars are much more environment-friendly
than traditional cars. Similarly, the stem “urban” is used to illustrate the

Word fixed effects

2
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–4
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–4

–2

0

2

Word weights

Fig. 3.3 Word weights vs. word fixed effects
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Table 3.5 Top ten word weights and word fixed effects
Top ten word weights: Pro

Top ten word weights: Anti

Top ten word fixed effects

zero-emiss
batteri
urban
electr
warm
immedi
clean
hybrid
so-cal
perfect

tire
resist
roll
polit
pressur
evalu
segment
basic
disadvantag
differenti

vehicl
car
co2
emiss
by
not
fuel
target
eu
manufactur

advantages of electric vehicles over petrol-based cars in urban areas in terms
of CO2 efficiency. “Warm” is mainly used by environmental groups in the
sense of “global warming” in order to point out the negative consequences of
CO2 emissions. “Electr” and “hybrid” are used mainly by alternative industry
actors to emphasize the superiority of electric vehicles in terms of energy
efficiency and CO2 emissions. These stems therefore clearly capture that
alternative industry associations and environmental groups support stricter
environmental emission regulation on the European level.
By contrast, “tire” was used almost exclusively by automobile and tire
manufactures when arguing against efficiency requirements for tires.
Especially tire manufactures point out that tires are already very energy
efficient and that only the mishandling of consumers causes higher energy
use related to tires. “Disadvantag” was used by automobile manufactures
to underline the negative repercussions of strict emission standards for the
competitiveness of the European automobile industry on the world market.
“Differenti” was used by ACEA as well as the VDA in order to argue for
flexible reduction targets. The VDA, for instance, calls for a “differentiated
approach that does justice to different vehicle classes.” Thus, stems with a
high word weight on the “anti” side of the environmental control scale clearly
capture the intention of the automobile industry to promote more flexible
reduction targets, thus allowing bigger cars to emit more CO2 than smaller
cars. In conclusion, words with high political connotation according to the
estimated word weights clearly indicate distinct ideological positions.
The top ten words with high fixed effects, thus hardly discriminating
between policy positions, also make sense substantially: The terms “vehicle,”
“car,” “co2,” and “emiss” clearly need to be employed by all actors, no matter
whether they support or oppose the legislative initiative on CO2 emission
reduction. In conclusion, word weights are highest for words with strong
political connotation and lowest for words with high word fixed effects. In
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Fig. 3.4 Comparison of Wordfish and hand-coding policy position estimates

addition, stems with high word weights clearly indicate distinct ideological
positions. Thus, the analysis of word weights and word fixed effects has
demonstrated that Wordfish is correctly capturing the policy space.
In order to further check the validity of the Wordfish estimates,
I cross-checked them with the policy position estimates obtained by
hand-coding. Figure 3.4 plots the estimates together with a fitted regression
line. The estimates correlate highly (r = 0.68, p ≤ 0.001) and therefore largely
cross-validate each other. However, whereas both methods predict a clear move
towards the “anti environmental control” end of the policy scale, hand-coding
sees the communication, the legislative proposal, and the final regulation
closer to the “pro” end of the policy scale. This difference could be due to
the dichotomous categorization: A sentence is allocated either to a “pro” or
to an “anti” environmental control category. This leads to a certain loss of
information since ordinal differences cannot be captured. In theory, one could
also use a more fine-grained categorization scheme. This would, however,
increase the complexity and, thus, lead to lower reliability and higher coding
costs.
In conclusion, the Wordfish policy position estimates provide a similar
picture to the hand-coding analysis. Alternative industry associations as
well as environmental groups are located on the “pro” side of the policy
scale. By contrast, traditional industry associations are opponents of stricter

The results of the ordinary least squares (OLS) regression are: N = 37, R2 = 0.47, coefficient
= 0.79, p ≤ 0.001, standard error = 0.14.
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environmental regulation which are located on the “anti” end of the policy
space. This general pattern confirms the findings of the hand-coding analysis
and the Wordfish and hand-coding estimates accordingly also correlate highly.
It can therefore be concluded that hand-coding and Wordfish indeed arrive
at essentially the same results even though hand-coding draws on human
judgment to manually analyze documents whereas Wordfish estimates the
policy positions based on relative word frequencies in texts.

3.4.3 Wordscores
As illustrated earlier, Wordscores requires the choice of reference texts as well
as reference values that denote the policy positions of these texts. Whereas
this is a rather easy task for party researchers since the CMP and numerous
expert surveys provide independent measures that could be used, interest
group research so far lacks empirical estimates of policy positions. There are
no large empirical datasets that could be used for reference values of interest
groups’ policy positions. Even if there were estimates, it is questionable whether
these would be useful: Interest groups usually represent very specific interests.
However, even though one would assume stable preferences, the policy
positioning of interest groups relative to others may vary from issue to issue.
For instance, as discussed in section 2.4, Aguilar Fernández (1997, 105) found
that German car manufacturers strongly rejected the introduction of speed
limits and thus opposed environmental groups on this issue. On another issue,
German manufacturers were, however, fighting for the mandatory imposition
of catalytic converters together with environmental groups. Hence, if one wants
to determine the degree of influence of an interest group, one has to estimate
the policy positions for every single issue under consideration. One can thus
already conclude that currently Wordscores constitutes no methodological tool
to measure policy positions of interest groups across a large number of policy
issues and interest groups.
However, what one can do using Wordscores is to cross-check the policy
positions estimated by other approaches. In order to check the hand-coding
and Wordfish estimates presented above, I used the documents with the most
extreme policy positions at the “pro” and “anti” environmental control ends
of the policy scale according to the hand-coding analysis as reference texts
and their policy position estimates produced by hand-coding and Wordfish as
reference values. However, the most “pro” environmental control document
from ADTS comprises only 403 words. Since reference texts should contain
as many words as possible (Laver, Benoit, and Garry 2003, 315), I collapsed
the five most “pro” documents (ADTS, AVERE, EBB, AEGPL, AVELE) into a
single document (6,614 words) and assigned the mean of their hand-coding
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Fig. 3.5 Comparison of hand-coding and Wordscores policy position estimates

estimates weighted by the number of words of each text as its reference value.
The most “anti” environmental control text, by VDA, comprises 7,272 words.
In a first step, Wordscores was used to test the policy position estimates
obtained by hand-coding. Figure 3.5 plots the policy position estimates derived
from both methods together with a fitted regression line. The majority of the
traditional automobile industry organizations is again located on the “anti”
environmental control side of the policy scale. Most of the environmental
groups as well as the alternative industry associations are located on the “pro”
environmental control end of the policy space. The Netherlands and the UK
are also positioned closer to the “pro” environmental control than to the “anti”
environmental control side of the policy scale. By contrast, Germany is located
at the opposite side of the policy scale. Finally, as in the case of the preceding
hand-coding and Wordfish analysis, the Commission moves from the “pro”
end of the policy spectrum (COMM 1) to the “anti” side of the policy scale
(COMM 2). Similarly, the position of the final regulation (EP, COUNCIL,
COMM) that was adopted by the Council and the European Parliament
is very close to the proposal, indicating that the traditional automobile
industry was largely successful in maintaining their lobbying success during
the decision-making stage. The location of the major actors thus confirms
the results obtained by hand-coding and Wordfish. Accordingly, the policy

Since VDA and VW submitted identical comments to the consultation, I did not include the
VW text in the analysis because it would have received an extreme score.

The OLS regression produced the following results: N = 30, R2 = 0.23, coefficient = 0.22,
p ≤ 0.01, standard error = 0.08.
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Fig. 3.6 Comparison of Wordfish and Wordscores policy position estimates

position estimates obtained by hand-coding and Wordscores correlate to a
moderately high degree (r = 0.47, p ≤ 0.01). However, there is a lot of random
noise: Only 23 percent of the variance of the hand-coding estimates can be
explained by the Wordscores estimates.
In a second step, the policy position estimates derived by Wordfish were
checked using Wordscores. The Wordscores estimates highly correlate with
the Wordfish estimates (r = 0.78, p ≤ 0.001). To illustrate the comparison,
figure 3.6 plots the policy position estimates generated by both methods
together with a fitted regression line. If we look closer at the location
of the different actors, the Wordfish results are also largely confirmed by
the Wordscores analysis: Most of the traditional automobile industry actors
are located on the “anti” environmental control side of the policy scale.
By contrast, most of the environmental groups as well as the alternative
industry associations are positioned at the “pro” side of the policy space.
The Netherlands and the UK are also placed closer to the “pro” side whereas
Germany can be found at the “anti” side of the policy spectrum. During the
policy formulation stage, the European Commission moved from the “pro”
side of the policy scale towards the “anti” side of the scale. Thus, one can again
clearly observe a move towards the “anti” end of the policy scale. Similarly,
the final legislative act largely resembles the policy proposal which is indicated
by the proximity of their locations in the policy space. Hence, it can be

The OLS regression produced the following results: N = 30, R2 = 0.61, coefficient = 1.61,
p ≤ 0.001, standard error = 0.24.
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concluded that the Wordfish results are largely validated by the Wordscores
estimates.
In conclusion, the Wordscores analysis confirms the results of the
hand-coding and the Wordfish analysis. Whereas the traditional automobile
industry actors are located on the “anti” environmental control side of the
policy space, alternative industry associations as well as environmental groups
are located on the “pro” environmental control side. Similarly, whereas the
Netherlands and the UK support the initiative of the European Commission,
Germany opposes the enforcement of stricter CO2 emissions. During the
policy formulation stage, the European Commission moved from the “pro”
environmental control side of the policy scale towards the “anti” environmental
control side. This shift was maintained during the decision-making stage
since the regulation adopted by the Council and the European Parliament
largely resembles the policy proposal. It can therefore be concluded that
the traditional automobile industry was successfully lobbying the European
institutions. However, whereas the Wordscores results correlate to a high degree
with the Wordfish results, they only correlate to a medium degree with the
policy position estimates obtained by hand-coding.

3.5 CONCLUSION
The aim of this chapter was to introduce and test a new measurement
approach to interest group influence. I have started by discussing existing
approaches to interest group influence measurement of which the preference
attainment technique has turned out to be most promising for the large-scale
empirical analysis of interest group influence on European policy-making. The
preference attainment approach compares policy preferences of interest groups
with the policy output in order to draw conclusions about the winners and the
losers of the decision-making process.
The measurement of policy preferences, however, still constitutes a big
problem. Since party researchers have made great advances in preference
measurement drawing on text analysis, I have discussed several text analysis
approaches that could potentially be used for the measurement of interest
group influence. I have then conducted a case study in which I compared the
applicability of three widely used text analysis approaches for the measurement
of policy positions. More specifically, I compared manual hand-coding,
Wordscores, and Wordfish. The policy position estimates obtained by the three
techniques correlate highly and therefore largely cross-validate each other.

While the three text analysis results highly correlate, there is still a considerable degree
of noise given that ideal points are latent variables that are hard to quantify. In order to take
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Hence, in theory, all three approaches are applicable to the study of interest
group influence. However, one has to keep in mind that each approach has
advantages but also disadvantages.
The big advantage of hand-coding is the in-depth knowledge of the content
of the submissions and the high validity of the measurement. However, the
reliability of the results is relatively low compared to computerized content
analysis (Bakker, Edwards, and de Vries 2006; Mikhaylov, Laver, and Benoit
2012). Furthermore, hand-coding is very labor-intensive and time-consuming.
Finally, political issues may sometimes be highly technical so that it might
be difficult for researchers to understand the content, develop a classification
scheme, and allocate the text units to the appropriate categories.
Wordscores has the advantage of being 100 percent replicable and, thus,
reliability is not an issue. Furthermore, Wordscores allows for the analysis of
large amounts of text in short periods of time. However, the usefulness of
Wordscores for interest group research is limited: Independent policy position
estimates are needed as reference values and, unfortunately, no large empirical
datasets on the policy positions of interest groups are available yet.
Wordfish is also 100 percent replicable. So, again, reliability is not an
issue. Moreover, Wordfish also allows for the quick analysis of large amounts
of text without requiring reference values. This constitutes an enormous
advantage for interest group research owing to the lack of independent policy
position estimates. What is, however, often criticized is the lack of validity
of computerized content analysis. But, as the case study has shown, the
results obtained by Wordfish are largely confirmed by hand-coding, which is
associated with high validity. So, the validity of the Wordfish estimates has also
been demonstrated.
To sum up, all three methods offer certain advantages but also suffer from
disadvantages. In order to assess interest group influence, hand-coding is only
useful if one or just a few issues are studied since it is very time-consuming
and cost-intensive. Wordscores provides no opportunity to measure interest
group influence, at least currently, because reference values are not available.
Wordfish, by contrast, can be easily applied to the measurement of interest
group influence since it enables one to analyze large quantities of text without
relying on reference values. Hence, in order to measure interest group influence
into account the measurement error associated with these point estimates, uncertainty estimates
can be computed for all three techniques. However, while generalized linear measurement error
models include the measurement error associated with independent variables in the estimation
(e.g. using the STATA simex command), to my knowledge, there is currently no statistical package
that allows for taking into account measurement error associated with the dependent variable.
What is more, this book does not use the raw ideal point estimates for the dependent variable, but
the dependent variable is computed based on the differences between a set of ideal point estimates
(Interest group, Consultation draft, Proposal, Final act). Taking into account the uncertainty
around all these estimates simultaneously is at least, to my knowledge, so far not implemented in
any statistical package and it would also be extremely demanding in computational terms.
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on a large empirical scale, Wordfish is clearly the most useful content analysis
technique.
In the light of the findings of this case study, I will employ Wordfish to
measure policy positions of interest groups in this book since it produces valid
and reliable policy position estimates and since it allows one to quickly analyze
large amounts of texts. Wordfish therefore enables me to study interest group
influence across a wide variety of policy issues and interest groups. In the next
chapter, I illustrate the practical implementation of this measurement approach
across a large number of cases in further detail.

